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The challenge of modeling sensory cortex

• Sensory cortex transforms input stimuli to neural representations
• The “untangling” problem:
How to untangle the behavior-relevant
dimensions?

• Invariance: similar objects can be

very different in the input space.
(translation, rotation, contrast, etc.)

• Selectivity: different objects can be
very similar in the input space.
(e.g.,“4” vs “9”)

Figure sampled from MINIST dataset
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Two fundamental observations motivated modeling

1. Anatomical hierarchy: sensory cortex consists of a series
of anatomically distinguishable but connected areas
2. Cascade along hierarchy: initial wave of neural activity
during the first 100 ms after a stimulus change unfolds as
a cascade along that series of areas
Figure modified from Yamins & DiCarlo 2016, Neture Neurosci.
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Two fundamental observations motivated modeling

Assumption for modeling:
The nonlinear neural operation at each stage is simple,
and the overall complex transformation that maps
inputs to high-level neural representations arise from
the series of simple operations applied.
Figure modified from Yamins & DiCarlo 2016, Neture Neurosci.

Example: Hierarchical Convolutional Neural Networks (HCNNs)

Figure modified from Yamins & DiCarlo 2016, Neture Neurosci.

What is a “good” model for understanding sensory cortex?

• Three minimal criteria for a sensory encoding model
1. Stimulus-computability: the model should accept arbitrary stimuli
within the general stimulus domain of interest.
2. Mappability: the components of the model should correspond to
experimentally definable components of the neural system.
3. Predictivity: the units of the model should provide detailed
predictions of stimulus-by-stimulus responses, for arbitrarily chosen
neurons in each mapped area.

input —> [ model ] —-> neural responses
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Population level:
representation similarity & down-stream task information

-

Single-neuron level:
linear mapping between real and artificial neurons

In search of the “good” neural model: a brief history

• Hubel and Wiesel theory (1959)
• Simple cells and complex cells in V1
single-cell
recording

record neural
activity from V1

Firing Rate

light bars
with different
orientations

anesthetic cat

Experimental Design

Stimulus Orientation
Figure modified from Connors B, Bear M, Paradiso M. 2006.
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Figure modified from Seung HS, and Yuste R. 2012.

In search of the “good” neural model: a brief history

• Hand-designed Gabor filter banks (1970s-80s)

Figure modified from Movshon 1978 and Carandini 2006.

In search of the “good” neural model: a brief history

• Olshausen & Field (1996)
• Emergent V1 simple-cell RFs from a generative model + sparse coding
E = - [preserve information] - λ x [sparseness of neural representation]

Figure modified from Olshausen & Field 1996

In search of the “good” neural model: a brief history

• Deeper than V1? Never succeed (mid-2000s)…
• HMAX (Riesenhuber & Poggio 1999): can reproduce some high-level
empirical observations, but failed to match patterns of IT population
activity on batteries of visual images.

• Directly fitting neural data in V4 and IT: easily overfits the training
data and does not generalize well.

Figure modified from Olshausen & Field 1996

In parallel, computer scientists applied CNNs to AI tasks

• Fukushima’s Neocognitron (1980)
• alternate layers of simple cell (S) and complex cell (C)

Figure modified from Seung HS, and Yuste R. 2012.

In parallel, computer scientists applied CNNs to AI tasks

• Convolutional Neural Networks (CNNs): LeNet (1989)
• convolution layer ~ simple cells; pooling layer ~ complex cells
• ** trained by back-propagation with an objective function

Figure modified from online resources.

In parallel, computer scientists applied CNNs to AI tasks

• Great success of deep learning since 2012 — Two keys
• GPU-accelerated back-propagation: the training of deep models became
affordable.

• Large labeled data sets: E.g. ImageNet. Deep neural nets are extremely
data-hungry (~10x #parameter, GPT-3 has 175B parameter…)

AlexNet

ResNet

Figures modified from Krizhevsky, Sutskever and Hinton 2012 and online resources.

Typical nonlinear neural operators in convolutional neural networks
Recall the assumption:
The nonlinear neural operation at each stage is simple.

Figure modified from Yamins & DiCarlo 2016, Neture Neurosci.

Typical nonlinear neural operators in convolutional neural networks

1. Convolution
padding, stride,
kernel sizes,
number of kernels

2. Activation
choice of monotonically
increasing non-linear
functions

3. Pooling
pool size,
types of pool

4. Normalization
e.g.,
batch norm,
synaptic competition

Figure modified from online resources.

Stacking layers and training deep nets with back-propagation

• Forward-pass:

feed input data to the network
and get prediction.

• Backward-pass:

parameters (connection weights
in convolutional layers / fully
connected layers) are in the their
gradient direction to minimize
final “error”.

Figure modified from online resources.

The success of top-down paradigm for deep (supervised) learning

• David Marr’s three levels (1982):
• Computation level: what’s the goal of the computation?
- defining a “loss function” measuring the discrepancy between
network outputs and labels.
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constrain

Is top-down/goal-driven paradigm applicable to modeling sensory cortex?

• Defining a behavioral goal.
e.g., object recognition

• Choosing a learning rule that optimize

parameters of a single model to achieve
the behavioral goal.
e.g. back-propagation

• Search in a family of model architectures
which is biologically plausible, in terms
of brain’s anatomical and functional
connectivity.
e.g. hierarchical convolutional neural
networks (HCNNs)
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Can we find a “good” model?
stimulus-computability [√] / mappability [√] / predictivity [?]

Some “evidence” from Yamin et al. 2014
(1) IT predictivity is correlated
with task performance

(2) can predict single-unit activity

(3) can predict population activity

Figure modified from Yamins & DiCarlo 2016, Neture Neurosci.

Some “evidence” from Yamin et al. 2014

At least, HCNNs are much better than traditional models..

Figure modified from Yamins & DiCarlo 2016, Neture Neurosci.

Some “evidence” from Khaligh-Razavi and Kriegeskorte 2015
Top-down constraints yield similar visual hierarchy
• intermediate and lower layers predict V4 and V1 responses
• higher layers better predict IT responses

Figure modified from Yamins & DiCarlo 2016, Neture Neurosci.

Visualizing “preferred stimuli” of neurons in HCNNs

Figure modified from Yosinski et al. 2015, ICML workshop

Deep learning models are vulnerable to “adversarial examples”

Figure modified from Goodfellow et al 2015, ICLR
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Limitations of goal-driven deep learning models

• family of model architectures
1) modern architectures are non-biological
i.
ii.
iii.
iv.

Super deep (>100 layers..)
Automatic neural architecture search (NAS)..
Transformers (self-attention) are trendy
no clear correspondence to “areas”..

Figures modified from Vaswani et al. 2018 and OpenAi 2021
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…

i.
ii.
iii.
iv.

Excitatory neuron (E)
…

1) modern architectures are non-biological

+

Inhibitory neuron (I)

Figures modified from Yamins & DiCarlo 2016, Neture Neurosci and
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2) missing types of neurons
i.
ii.

No excitatory and inhibitory neurons (Dale’s law)
All neurons are of the “same type”

Feedback connection

3) different network topology
i.
ii.

No feedback connections in HCNNs
“Implicit” feedback connections when using backprop..
Illusory contours

Figures modified from Yamins & DiCarlo 2016; Lee & Nguyen 2000

Limitations of goal-driven deep learning models

• family of model architectures
1) modern architectures are non-biological
i.
ii.
iii.
iv.

A Connectome Based Hexagonal Lattice
Convolutional Network Model of the
Drosophila Visual System

Super deep (>100 layers..)
Automatic neural architecture search (NAS)
Transformers (self-attention) are trendy
no clear correspondence to “areas”..

2) missing types of neurons
i.
ii.

No excitatory and inhibitory neurons (Dale’s law)
All neurons are of the “same type”

3) different network topology
i. No feedback connections in HCNNs
ii. “Implicit” feedback connections when using backprop..
iii. Constrains topology with connectomes / 2p experiments
Figures modified from Tschopp et al. 2018

Limitations of goal-driven deep learning models

• learning rule
1) backprop vs Hebbian learning
i.
ii.
iii.
iv.

Non-local
Requires labels / error signals
BackProp Trough Time (BPTT) for RNNs..
“Weight transportation”

Option 1: Make backprop more biologically plausible…
Option 2: Make Hebbian learning more useful…

Figures modified from Lillicrap et al. 2016

Limitations of goal-driven deep learning models

• behavior goal
1) beyond classification
i. Generalization among different tasks
ii. Multitask learning with shared representations
iii. High demand of labeled data

inspired

A Distributional Perspective on Reinforcement Learning
(a better deep rl algorithm)

2) beyond sensory cortex
i.
ii.

No attractors, sequences, oscillations…
Working memory? Attention?
— RNNs/Transformers ?
iii. Reinforcement learning

A distributional code for value in dopamine-based reinforcement learning
(a novel finding in neuroscience)
Figures modified from Bellemare et al. 2017 (ICML) Dabney et al. 2020 (Nature)

Last two questions…

• There are many details for a “good model” (e.g., neuron types, activation
functions, network topology, etc.) How do we know which details are
import and why they are important?
[to model a cup of water.. not all molecular properties matter]
[but missing details —> hard to succeed.. e.g., Blue Brain Project]

• To what extend we can “understand” the brain (a black box) by using deep
learning (another black box)…?
[how possible: similar functionality but completely different mechanisms?]

