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Diffusion Model Timeline

Diffusion Models: Selected Milestones (2015-2026)

Including related flow-based generative models

Theory / sampling ® Image synthesis Text-to-image @ Video / audio-video ® Architecture / latents ® Related flow methods
2015 Mar 2020 Jun 2020 Nov 2021 Dec 2022 May 2022 Sep
Diffusion Model DDPM Score SDE LDM Imagen Make-A-Video
Nonequilibrium Denoising SDE framework Latent-space Photorealistic Text-to-video
thermodynamics noise prediction probability-flow ODE diffusion text-to-image without paired data
2019 Jul 2020 Oct 2021 May 2022 Apr 2022 Sep 2022 Oct cont
NCSN DDIM ADM DALL-E 2 Rectified Flow Imagen Video
Score matching Fast implicit Classifier guidance CLIP-conditioned Linear interpolation High-definition
Langevin sampling sampling image synthesis diffusion reflow video diffusion
2022 Oct 2023 Mar 2024 Feb* 2025 Mar 2025 Oct 2026 Feb*
Flow Matching Consistency Models Sora Wan 2.1 RAE Seedance 2.0
Simulation-free One- and few-step Video diffusion Open video Representation Multimodal
vector-field learning generation transformers diffusion transformers autoencoders audio-video generation
2022 Dec 2023 Jul 2024 Mar 2025 May 2026 Jan 2026 May
DiT SDXL Stable Diffusion 3 MeanFlow RAE for T2I W-Flow
Transformer High-resolution Rectified flow Average velocity Scaling semantic Wasserstein flows
diffusion backbone latent diffusion multimodal DiT one-step generation latent diffusion one-step generation

Dates: first arXiv submissions; * official reports / announcements. Spacing is schematic; selected works only.
Each milestone links to its primary source. Sources checked 30 Sep 2026.



Denoising Diffusion Probabilistic Models (DDPM)

Forward Diffusion Process

xo~q(x0)

Real data
distribution

Reverse Denoising Process



Denoising Diffusion Probabilistic Models (DDPM)

Forward Process:

q(x;|x;—1) is known, it is the forward transition we defined in the forward process

T
Q(XlzT | Xo) ‘= HQ(Xt | Xt—l): Q(Xt | Xt—l) = N(Xt§ vV1— 5 Xt—la/BtI)
t=1

o =1— )Bt Q(Xt ‘ Xt— 1) (Xta vV O X1, (1 _ at)]:)
Reverse Process:

q(x;_1]|x¢) is unknown, so we trained a model to approximate it, it learns the reverse of noise
generation

po(Xo.T) = p(XT HP@ X1 | X¢), po(xe_q | x¢) = N (ug(xg, t), o D).
=1

here 1f we know x,, the reverse process is Gaussian, if we don’t know, reverse can be also modeling
using Gaussian when each step is small enough based on Bayes rule.



Denoising Diffusion Probabilistic Models (DDPM)

Training: Minimize variational lower bound of the model po(zo)

E [—logps(xo)] < E, [_ log q(lji(:0|=120)]

It can be decomposed to step-wise losses (for each step t)

! Note: we
know xo while  E, | Dxr.(g(x7 | Xo) | p(x7)) + Y  Dxr(q(xi—1 | Xt Xo) | po(xi1 | x1)) —logpe(xo | x1)
training I =1 e >
Here, the true reverse step ¢(x, ; | x,, x,) ¢an be computed as a closed form of 6 ;
(e | xe—1,%0)q(xe—1 | X0) . 5
q(xe_q | xXp,x9) = e Fe-1 Told P11 %o : q(x¢—1|x¢,%X0) = N (x¢—1; 1, (X¢, X0), BeI),
l q(x; | x,)
qOxce | xp—1,%0) = q(x¢ | xe-4),
t
o 1—a;_ ~ 1—ay_
where fi,(x;,Xo) = ﬂ-’t—}tx{] n NG _Oit I)Xt and B, = #}@ a, = 1_[“5
1-— (a7 1-— (') 1-— (%)

s=1



Denoising Diffusion Probabilistic Models (DDPM)

1—a, . _
\/ﬂ'tlt +\/th( Q1) and B, = 1 —ay_ 15t

h —
where f1,(x;,Xq) == —a, —a Xy —a
Lo 2
Lot = By | oo s (0, %0) — pg(x, D12 +C
Ot
1 1 _ 2
Li 1 —C=Ex,e 9,2 || Xt (X0, €), —a(xt(xG, €) — V1 — au€) | — py(x¢(x0, €),1)
t t
Expre| 53 || —— (xt(x0,€) — —-2 e
=Ex. |l —5 X¢(X0,€) — —€ | — Xt(Xo0,€),
o€ | 952 a t{Xo I—a Mo (Xt X0
By parameterizing the mean
(x¢,t) = f1, | x L(X—«,./1—::‘:@35(:{)) S Xt — b €g(x¢, 1)
Ho\Xt, t ts \/C_}i_t t t€a\ At \/(Tf t m B\ Aty

Loss can be simplified as:




Denoising Diffusion Probabilistic Models (DDPM)

2

— — 2
Ly = DKL(CI(XT | xO)”p(xT))- Lo =—logpg (xo | x1). Ly + -+ Ly_q = Ex,e t ) e — ea(v/arxo + /1 — arttE,t)H

20204(1 — &

DDPM authors found it performs very good if using the reverse
transition loss and also simplify it to

2
Lsimple = Etxoe [”E - 69(\/5’50 +/1—ace t)|| ]



Denoising Diffusion Probabilistic Models (DDPM)

Algorithm 1 Training Algorithm 2 Sampling
1 repeat 1: xpr ~ N(0,I)
2: %o ~ gq(Xo) 2: fort =T,...,1do
i‘ L~ R}l(léoir)n({l‘ ., T}) 3: z~N(0,I)ift > 1,elsez=0
L €~ , W
5: Take gradient descent step on 4 Xe-1= x,%.ﬂ—t (xt - _Ljﬁfﬁ (%, t)) + otz
Vo ”E — €g(v/atxo + V1 — aue, t)H2 5: end for
6: return xo

6: until converged




Deterministic Sampling: Denoising Diffusion Implicit Model (DDIM)

q(x; | %) = N({/@exo, (1 = @I),

Xt = 1/6_(1:.7(,'0 + .1 —C_(t €, € "’N(O,I) Xt—1 "’N(w/C_{t_lxo, (1 _C_(t_l)l).
xt_l == A/ CYt_l xO + AtE + OtZ
Signal Current noise direction Random noise
Var(4.€ + 0,z) = A? + o7, A2+ 0 =1—a,_,.

Xi—q =) Ap_1Xy + \/1 — @1 — 0f€g(xs, t) + 0,2

When Or = 0, Xt—1 = 5&—13%0 +.1-— c_xt_leg(xt, t).

C_Z -1 — C_{ -1 —
Xt-1 = ; Xe t{V1—ap—1 — ct_x V1—a; |€g(xst). It becomes a deterministic ODE (DDIM)
«I t J t

~  1—a._ 1 ~
=1 = Xy — % eg(xs, t) |+ [Pz Tt becomes DDPM



Flow Matching

A generative modeling framework that learns a velocity (vector) field to
transport samples from a source distribution p, (normally Gaussian
Noise) to a target distribution p;

d
ﬁzfvg(wt,t), t:0— 1.

dt




Rectified Flow Matching
We define a straight-line interpolation between noise x, and data x;:
xp = (1 —t)xg + txq,
The target velocity for each sample pair is therefore:
Uy = X1 — Xo,

The training objective 1s simply:

L = E[llvg Cxp, ©) — (g — x0) 1%



Training:

def loss(self, x@, y): def loss(self, x1, y):
t = torch.randint(@, self.T, (x@.shape[@],), device=xB.device) x@ = torch.randn_like(x1)
eps = torch.randn_like(x®@) t = torch.rand{x1l.shape[@], device=x1.device)
ab = self.abar[t][:, None, MNone, None] tb = t[:, None, None, None]
Xt = ab.sqgrt() = x@ + (1 - ab).sqrt() = eps Xt = (1 - th) * x@ + th % x1
return F.mse_loss(self.model(xt, t.float(), y), eps) return F.mse_loss(self.model(xt, t * (self.T - 1), y), x1 - x@)
Sampling:
@torch.no_grad()
def sample(self, v, steps, algo="ddim", w=08.0, shape={1, 32, 32)): @tur':h"nﬂ—g rad()
eta = 1.8 if algo = "ddpn" else 0.@ def sample({self, y, steps, algo="euler", w=0.8, shape=(1, 32, 32)):
n, device = y-shapelfl, y.device _ n, device = y.shape[®8], y.device
= RN 3Ty bR T ¥ = torch.randn(n, *shape, device=device)

ts = torch.linspace(self.T = 1, B, steps).longl).toldevice)
for i in range{steps):

dt = 1.8 f steps

t = ts[i] for i in range(steps):
€hs 7 eileehe o Torepeating ozt v ) t = torch.full((n,), i * dt, device=device) * (self.T - 1)
# no per-step clamp: clamping x@ each step biases the fine-step (high NFE) trajectory Vo= EELf._'u’{:{, t, Vi lp.l']'
xB = (x = (1 - ab).sqrt() * eps) / ab.sqrt() ¥ =X + v ¥ dt
if i == steps - 1:
return x

return x@.clamp(=1, 1)
abp = self.abar[ts[i + 1]]
sigma = eta * ((1 = abp) / (1 = ab)}.sqrt(}) * (1 = ab / abp).sgrt(}
x = abp.sgrt() * x@ + (1 = abp = sigmas*2).clamp(min=0).s5qrt(} * eps # sigma * torch.randn_like(x}

return x



Experiment Train and test DDPM, DDIM and Flow Matching Model on MNIST and CIFAR
DDPM DDIM Flow Matching
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FID

Result

Inception FID vs NFE (2000 samples/config, MNIST test ref)
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CIFAR-10 FID vs NFE (w=1.5, 2000 samples)
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Diffusion Meets Flow Matching: Two Sides of the Same Coin

Diffusion models

o=+ o€, e~ N(0, ).

Title borrowed from https://diffusionflow.github.io/

Flow matching
2y = (1 —t)x + te

This corresponds to the diffusion
forward process 1f the noise 1s
Gaussian and we use the schedule:

atzl—t,at:t


https://diffusionflow.github.io/

Diffusion Meets Flow Matching: Two Sides of the Same Coin

~

zs = z; + Network output - (s — 7¢)

Network Output Reparametrization
X—prediction Zi = Z¢/or and e = /ot
€—prediction Z; = 2¢/o and N = ot /oy

1—flow matching vector field z, = 2z;/(a; + o) and ny = 04/ (a; + o¢)



Latent Diffusion Model: Using VAE to compress dimension
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Diffusion Transformer (DiT)
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The Diffusion Transformer (DiT) architecture. Left: Conditional latent DiT models.

The input latent is decomposed into patches and processed by several DiT blocks.
Right: Details of our DiT blocks. We experiment with variants of standard
transformer blocks that incorporate conditioning via adaptive layer norm, cross-
attention and extra input tokens. Adaptive layer norm works best.

(a) Overview of all components.

(b) One MM-DiT block

Stable Diffusion 3.0
Flow Matching + DiT



DiT at SCALE
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Related Research

1. Scaling across domains
o Images / Videos / Proteins / Actions / ...

2. Faster generation
o Many step -> Few step -> One step

3. Conditional control
o CFG,...
o Uncond: p(x), cond: p(x|c)

€cfg — €uncond + 3(€cond — euncond)



Related Research

4. Sequential generation & long-horizon modeling
o Diffusion Forcing, ...
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Discussion

XNk =

Why Gaussian noise specifically?

Does the diffusion model memorize the training images?

Is DDIM a different model from DDPM?

If DDIM 1s deterministic, where does diversity come from?
What exactly does Flow Matching learn?

Is Flow Matching always faster than diffusion?

Which is better: Diffusion or Flow Matching?

What 1s the main drawback of D1T?
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   x 0 ~ q  (   x 0 )


  q  (   x t |  x  t − 1 )


  q  (   x  t − 1 |  x t )


   x 0


   p 𝜃  (   x  t − 1 ∣  x t ) = 𝒩  (   𝜇 𝜃  (   x t , t ) ,  𝜎 t 2 I ) .


  q  (   x  t − 1 ∣  x t ,  x 0 ) =   q  (   x t ∣  x  t − 1 ,  x 0 ) q  (   x  t − 1 ∣  x 0 )  q  (   x t ∣  x 0 ) .


  q  (   x t ∣  x  t − 1 ,  x 0 ) = q  (   x t ∣  x  t − 1 ) ,


     𝛼 - t =  ∏  s = 1 t   𝛼 s


   x 0


   L T =  D  KL  (  q  (   x T ∣  x 0 ) ‖ p  (   x T ) ) .


   L 0 = −     log ⁡ p 𝜃  (   x 0 ∣  x 1 ) .


   L 1 + ⋯ +  L  T − 1 =  


   L  simple =  𝔼  t ,  x 0 , 𝜖  [     ‖  𝜖 −  𝜖 𝜃  (       𝛼 - t  x 0 +   1 −    𝛼 - t 𝜖 , t ) ‖ 2 ]


  q  (   x t ∣  x 0 ) = 𝒩 ​  (       𝛼 - t  x 0 ,    (  1 −    𝛼 - t ) I ) ,


   x t =      𝛼 - t  x 0 +   1 −    𝛼 - t   𝜖 ,     𝜖 ∼ 𝒩  (  0 , I ) .


   x  t − 1 ∼ 𝒩 ​  (       𝛼 -  t − 1  x 0 ,  (  1 −    𝛼 -  t − 1 ) I ) .


  Var  (   A t 𝜖 +  𝜎 t z ) =  A t 2 +  𝜎 t 2 ,


   A t 2 +  𝜎 t 2 = 1 −    𝛼 -  t − 1 .


   x  t − 1 =      𝛼 -  t − 1    x ˆ 0 +   1 −    𝛼 -  t − 1 −  𝜎 t 2  𝜖 𝜃  (   x t , t ) +  𝜎 t z .


   𝜎 t = 0 ,


   x  t − 1 =      𝛼 -  t − 1    x ˆ 0 +   1 −    𝛼 -  t − 1  𝜖 𝜃  (   x t , t ) .


   x  t − 1 =        𝛼 -  t − 1     𝛼 - t  x t +  (    1 −    𝛼 -  t − 1 −        𝛼 -  t − 1     𝛼 - t   1 −    𝛼 - t )  𝜖 𝜃  (   x t , t ) .


   𝜎 t 2 =    𝛽 ˜ t =   1 −    𝛼 -  t − 1  1 −    𝛼 - t  𝛽 t ,  


   x  t − 1 =  1     𝛼 t  (   x t −    𝛽 t    1 −    𝛼 - t  𝜖 𝜃  (   x t , t ) ) +      𝛽 ˜ t z


   x  t − 1 =                        𝛼 -  t − 1    x 0             +                   A t 𝜖               +                               𝜎 t z


   p 0


   p 1


   x t =  (  1 − t )  x 0 + t  x 1 ,


   u t =  x 1 −  x  0 .


  ℒ = 𝔼  [     ‖   v 𝜃  (   x t , t ) −  (   x 1 −  x 0 ) ‖ 2 ] .


   x 0


   x 1 :

