
FAULT TOLERANCE IN THE

PULSAR CLUSTER SERVER

ROBERT A. SHILLINGSBURG

A DISSERTATION

PRESENTED TO THE FACULTY

OF PRINCETON UNIVERSITY

IN CANDIDACY FOR THE DEGREE

OF DOCTOR OF PHILOSOPHY

RECOMMENDED FOR ACCEPTANCE

BY THE DEPARTMENT OF

COMPUTER SCIENCE

NOVEMBER 2004



c
�

Copyright by RobertA. Shillingsburg, 2004.

All RightsReserved



iii

Abstract

A clusterserveris acollectionof general-purposecomputenodesconnectedby anetwork,

usedto implementsomeservice,suchas�le, mail or web service. Clusterservershave

several advantagesover traditional monolithic servers, including low initial cost, com-

modity hardware, incrementalscalability, and potentially higher availability. However,

clusterserverssuffer from anumberof problemsnotfoundin monolithicservers,including

network partition,distributedcachecoherence,anddistributedfault recovery.

This dissertationdescribesPulsar, a softwaresystemwhich supportsthe construction

of fault tolerantclusterservers from networks of PCs. Pulsarprovides many services:

con�guration,messaging,groupmembership,distributeddiskstorage,mirroring,coherent

distributedcaching,anda cluster�le system.Pulsarimplementstheseservicesasa series

of layers; the more sophisticatedservicesare built using the simpler services,and the

applicationactsasthe topmostlayer in the system.Pulsarcantolerateandrecover from

many different kinds of failures, including node crashes,power failures, and network

partitions. Pulsarachievesits fault tolerancecharacteristicsby dividing time into periods

of stablecon�guration calledepochs. At the beginning of eachepoch,Pulsarperforms

layer-by-layerrecovery; whenPulsarhasrecovered,it noti�es theapplicationof the new

epoch. The applicationperformsits own recovery, perhapsrecon�guring itself arounda

failedcomponent,andresumesoperation.

Theprimarycontributionof Pulsaris its demonstrationthatlayeredservicesandepoch-

basedfault tolerancemechanismsprovide a clean,simple way to build a full-featured,

general-purpose,fault-tolerantcluster server. Other contributions arise from problems

solvedduringthedesignof Pulsar;theseincludesmall-logdiskreplication,asharedlogical

disk abstraction,an analysisof a popularcachecoherenceprotocol,dependencesfor �le

systemmetadatawrite-behind,andanonline�le systemgarbagecollector.
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Chapter 1

Intr oduction

This dissertationpresentsthedesignandimplementationof Pulsar, a fault tolerantcluster

server softwarearchitecture,andexaminesthe implementedsystem's fault toleranceand

performance.

1.1 Cluster servers

A clusterserveris acollectionof general-purposecomputenodesconnectedby anetwork,

usedto implementsomeservice,suchas�le, mail or webservice.Theprimaryadvantage

of a clusterserver is incrementalscalability– moreresourcesmaybeaddedto thecluster

asneededto achieve greaterscale.A clusterserver alsoprovides�e xibility; basedon the

needsof the application,the operatorof a clustercanaddmemoryor disk to individual

nodes,or addadditionalnodes,with or without disks,externalnetwork interfaces,extra

memory, etc. Properlydesignedclusterservers can scaleto truly massive proportions;

thereexist clusterswhich serve hundredsof millions of requestsper day andoperateon

datasetsmeasuringin thetensof terabytes[62].

Clusterservershave thepotentialfor exceptionalavailability andfault tolerancechar-

acteristics.Intuitively, a highly parallelsystemwith many redundantcomponentsshould

1
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bebetterableto toleratefailuresthanasingle,largemonolithicsystem.Unfortunately, this

potentialis not easyto realizein practice.Thedistributednatureof a clusterserver makes

recovery from failuresdif�cult becausethemany componentsof thesystemmustcometo

agreementaboutwhich resourcesarefunctioningandwhich areunavailable. Additional

componentsmay fail while thesystemis recovering from a previous failure. Thesystem

mustdealwith machinecrashes,loosecables,disk failures,network partitionsandpower

outages,while preservingdataintegrity andexhibiting gracefulperformancedegradation.

Anothersigni�cant challengein designinga clusterserver is avoidanceof scalability

bottlenecksand single points of failure. Any centralizedcomponentin the designpo-

tentially limits scalability, becausethe componentcannotbe parallelizedwith the restof

the system. A centralizedelementmay also representa single point of failure, that is,

a componentwhosefailure causesthe entire clusterserver to halt or go of�ine. Thus,

decentralizationis akey componentof any successfullarge-scaleclusterserver.

Pulsarrepresentsan exampleof clusterserver middleware; it providesa suiteof ser-

vices which helpsapplicationsexploit the potentialof clusterswhile assistingwith the

challenges.

1.2 Project goals

The thrustof the Pulsarresearchproject is to designa clusterserver infrastructurethat

exhibits thefollowing characteristics:

Application-integrated fault tolerance Whenamonolithicservermachinecrashes,it takes

theapplicationwith it; thusthereis noneedto inform theapplicationof theproblem.

However, a clusterserver typically hasenoughredundancy to survive multiple con-

currentfailures.Theclusterapplicationneedsto know aboutthesefailuressothat it

candynamicallyrecon�gureitself to thenew hardwareenvironment.
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Full decentralization A centralizedcomponentlimits scalabilityandcanrepresenta sin-

gle pointof failure.Theclustersystemmustbeasdecentralizedaspossible.

Goodreliability Thesystemmustbe ableto survive componentfailures(e.g. disk head

crash)with minimal lossof data.

High availability Whenpartial failuresoccur(e.g. badpower supplyon a singlenode),

the systemmustremainavailablewith minimal interruption. Whenglobal failures

occur (e.g. machine-roompower outage),the systemmust recover as quickly as

possible.

Redundant,cache-coherent cluster �le system Highly parallelclusterserverapplications

requireaccessto acluster-wideshared�le tree,with coherentin-memorydistributed

caching.Datamustbestoredredundantly, to avoid datalossandimproveavailability.

Low complexity Pulsaris anambitioussystemwhichprovidesmany services.It is impor-

tant that it usea simpledesignwhich compartmentalizescomplexity behindsmall,

usefulinterfaces.

Pulsar's designfocuseson thesegoals. Although previous systemsapproachthe ideal

representedby thesegoals [5, 84, 92], only Pulsarexhibits all of thesecharacteristics

simultaneously.

1.3 Pulsar services

ThePulsarsystemis auser-level library which links with theapplication1. Oneinstanceof

theapplication(andits Pulsarlibrary) runsoneachnodein thecluster. Pulsarprovidesthe

following servicesfor theapplication:

1Pulsaris designedto work with long-runningserverprogramsthatarecustom-built for Pulsar. Pulsaris
not intendedto work with transient,run-then-exit programs,nor doesit supportlegacy interfacessuchasthe
Win32 �le systeminterface.
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Con�guration Pulsarprovides a descriptionof the clusteron which the applicationis

running,includingthenumberof nodes,eachdisk'ssizeandlocation,assignmentof

disksto mirroredpairs,etc.Pulsarnoti�es theapplicationwhentheoperatorchanges

thecon�guration,sothattheapplicationcanrecon�gureitself.

Fault noti�cation Pulsarnoti�es the applicationwhenever a componentof the system

fails,sothattheapplicationcanrecon�gureitself to continuerunningontheremain-

ing resources.Similarly, Pulsarnoti�es theapplicationwhena failedcomponentis

repairedor replaced.

Messaging Pulsarprovides a messagingservicewhich allows the applicationinstances

runningondifferentnodesto communicatein apoint-to-pointfashion.Messagesare

not guaranteedto bereceived,asa fault maypreventa messagefrom arriving at its

destination;however, the applicationis noti�ed if oneor moremessagesmayhave

beenlost. Messagesbetweenany pair of nodesaredeliveredin order.

Distrib uted mirr ored disks Pulsarallows any node to accessany disk in the system.

Pulsarmirrorsthedisksfor availability andreliability. Thegranularityof dataaccess

is thediskblock.

Cachecoherence Pulsarprovidesa fully-coherentcacheof disk dataat disk-blockgran-

ularity. Application instancesrunning on different nodescan usethis serviceto

synchronizetheiraccessto thedistributedmirroreddiskswhile bene�ting from large

local in-memorycaches.

Cluster �le system Pulsarprovidesa cluster�le system,that is, a treeof directoriesand

�les which is visible to all of the instancesof the application. The �le systemis

cachecoherent,soupdatesareimmediatelyvisibleonall nodes.Filesarestriped[81]

acrossthedisksof thecluster, andmaybemirrored.
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Pulsarimplementstheseserviceswhile providing “f ault tolerance,” that is, goodbehavior

in animperfectenvironment.Pulsarusesthefollowing generalizedprocedureto dealwith

faults:

� Whenafault (e.g.nodecrash,diskfailure,network partition)is detected,Pulsarhalts

all in-progressoperations.

� Pulsarautomaticallyrecon�guresitself aroundthe failed componentand puts the

systeminto a self-consistentstate.

� WhenPulsar's recovery is complete,it noti�es theapplicationof thefaultandallows

the applicationto perform its own recovery procedures,basedon the guarantees

Pulsarmakesaboutthepossiblestatesof thesystemfollowing a failure.

� Whenthe application's recovery is complete,it may retry any operationshaltedby

thefault andbegin issuingnew operations.

This designallows theapplicationto participatein fault tolerance.Insteadof hiding faults

from the application,Pulsarexposesfaults in a controlledway, giving the application

�e xibility to adaptto its changingenvironment. For example,considera large-scalee-

mail servicein which somenodesprocessincomingmail, while othersserve requeststo

readmail. Suchan applicationneedsto rebalancethe taskassignmentsasmachinesfail

andrecover over time. By exposingdetailsof thechanginghardwareenvironment,Pulsar

givestheapplicationtheopportunityto recon�gureitself asneeded.

Pulsarcoordinatesfault tolerancebehavior usingepochs. An epochis a periodof time

during which the con�guration of the systemis constant.During an epochno nodesfail

or recover, andno new resourcesareaddedto thesystem.Whena failure is detected,the

systemterminatesthe currentepoch,runsrecovery procedures,establishesa new epoch,

andrestartsoperation.
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Pulsarensuresthat only one epochcan be active at a time, even in the presenceof

network partitions. No progresscanbe madeif no epochis active. Chapter4 givesan

overview of Pulsar'sepochestablishmentalgorithms.

1.4 Contrib utions

Pulsarsolvesalargenumberof problemsin meetingits designgoals.AlthoughPulsaruses

many techniquestakenfrom previouswork in �le systems,distributedsystems,andparallel

processing,many of thesetechniqueshavenot beenpreviously usedin thecontext of fault

tolerantclusterservers. In addition,Pulsaremploys a numberof novel methods.Pulsar's

majorcontributionsare:

Simpli�ed, application-integrated fault tolerance Usingepochsandalayeredstructure,

Pulsarbringsclusterapplicationsinto theprocessof fault tolerancein a straightfor-

wardway. Dividing time into periodsof stablecon�guration,punctuatedby periods

of con�guration change,Pulsarallows applicationsto make assumptionsaboutthe

systemwhichgreatlysimplify fault recovery.

Small-logdisk replication Whenmirroreddisksresideondifferentnodesin adistributed

system,a crashmay result in the disks getting out of sync. Upon recovery, the

systemmustensurethat the disksareexact copiesof eachother, a processknown

as reconciliation. To avoid a whole-diskcopy at recovery time, previous imple-

mentationsof distributedmirroring [59] haveuseda synchronouslyupdatedon-disk

bitmapto recordwhich disk blocksmayhave beenmodi�ed on onedisk but not the

other. Small-logreplicationis anew techniquethatallowsPulsarto performef�cient

reconciliationwhile keepingthesynchronously-writtenon-diskdatastructuresmall

enoughto �t in a disk-residentbattery-backedtrackbuffer. Chapter5 discussesthis

technique.
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Shared logical disk abstraction Pulsar's coherencelayer presentsthe novel abstraction

of a shared logical disk [87], which integratesinternodesynchronizationwith dis-

tributeddisk caching.In additionto providing cache-coherentaccessto distributed

mirroredstorage,thesharedlogical disk's synchronize-operate-releasesequenceof

operationsis particularlywell suitedtobuilding �le systems,whichhavetraditionally

useda read-operate-writecyclewhendealingwith diskblocks.

Analysisof a token-basedcachecoherenceprotocol Many previoussystems[11,27, 49,

54,84] haveusedtoken-basedcachecoherenceprotocolssimilarto theoneemployed

by Pulsar. Chapter6 givesa new analysisof theprotocolundera realisticnetwork

model,usingawalk of theprotocol'sstatespace.

DependencesPrevious �le systemimplementationshave used synchronousmetadata

writes[66], complex rollbackmechanisms[35], or write-aheadlogging[10, 77,90,

93, 94] to limit the damagethat a �le system's on-diskdatastructuressustainin a

crash.Pulsarusesasimplenew techniquecalleddependences[87] tospecifyapartial

orderingon metadataupdates. Dependencesallow metadatawrite-behind,while

limiting crash-induced�le systemdamageto a spaceleak. Using this technique,

thePulsar�le systemcanrecover from a fault immediately, without waiting to runa

scavengingtool suchasfsck . Measurementsshow thatusingdependencesto protect

on-diskdatastructuresimposesonly a 3% performancepenaltywhencomparedto

anasynchronous,unsafe�le system,while traditionalsynchronousmetadatawrites

imposea105%penalty. Chapter7 describesthedependencestechniquein detail.

Online �le systemgarbagecollection Pulsar'suseof dependencesmeansthatsomespace

may leak from the �le systemafter eachepoch. To recover theselost blocks, the

�le systemmustdo someform of garbagecollection,involving anexhaustivecrawl

of the on-diskdatastructures.Traditionally, �le systemshave performedthis sort
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of recovery operationat boot time [67]; however, a cluster�le systemsupporting

a running applicationcannotafford to freezethe systemwhile performinga full

garbagecollection. Pulsarsolvesthis problemusingan online �le systemgarbage

collector, whichcrawls theon-diskdatastructuresin parallelwith normal�le system

activity. Chapter8 describesPulsar's garbagecollector.

1.5 Roadmap

Chapter2 of this dissertationdiscussesprevious work relatedto Pulsar. Chapter3 gives

anoverview of thePulsarsystem,includingdetailsof its layeredstructure.Theremaining

chaptersdiscussthe major problemssolved by Pulsar. Chapter4 concernsthe designof

Pulsar'sconsensusalgorithmandtheprocessof establishingepochsanddetectingcommu-

nicationfailures.Chapter5 givesdetailsaboutPulsar's disk mirroring techniques,includ-

ing logging, recovery anddegraded-modeoperation.Chapter6 discussesPulsar's cache

coherencemechanisms,and includestreatmentsof the coherencealgorithms,recovery

procedures,andananalysisof thecoherenceprotocol.Chapter7 talksaboutdependences,

includingtheexactsemanticsof dependences,their uses,andtheir implementation.Chap-

ter 8 givesinformationaboutthe�le system,includingthespecialdesignelementswhich

arerequiredfor workingwith shareddistributedstoragemedia.Chapter9 givestheresults

of performancemeasurements.Finally, Chapter10offersconclusions.



Chapter 2

Relatedwork

Pulsarusesa numberof publishedtechniquesto achieve its goalsof scalabilityandfault

tolerance.Thisrelatedwork falls intoanumberof categories,includingcluster�le systems,

distributed (or network) �le systems,parallel �le systems,virtualized disks and cluster

serverapplications.

2.1 Cluster File Systems

A cluster�le systemis adistributed�le systemwhich is designedfor incrementalscalabil-

ity andhigh availability, with no centralizedcomponents.Wherea network �le system

usesa single, centralized,nonscalableserver, a well-designedcluster �le systemuses

multiple server machineswith built-in redundancy, automaticfailover, �e xible scalability

(via additionalnodesand/orupgradesto existingnodes),nocentralizedbottlenecksandno

singlepointsof failure.

Many cluster �le systemsblur the distinction betweenclients and servers, or have

nodesthatactasclientsandserverssimultaneously. This is a goodstrategy for achieving

incrementalscalability;if clientsarealsoservers,thenthenumberof servers(andthusthe

9
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capacityof the system)alwaysgrows asthe numberof clients(andthusthe load on the

system)grows.

Frangipani [92] is a cluster�le systemdesignedfor a groupof Unix workstationsrun-

ning engineeringworkloads. Frangipanistoresits on-disk data structures(directories,

inodes,etc.) on a Petal [59] virtual disk.1 Becausemultiple instancesof Frangipani

musthave concurrentaccessto the samedata,a synchronizationmechanismis required.

Frangipaniusesanexternaldistributedlock servicefor this job,similar to thelock manager

usedin theVAXclustersproject[57].

Frangipanirecordsall metadataupdatesin a “write-aheadredolog,” which improves

theperformanceof Frangipani's recovery procedures.Whena Frangipaniserver crashes,

anotherserver replaysthecrashedserver's log in orderto bring thesysteminto a stateof

full consistency.

The Petal/FrangipanisystemandPulsarsharemany designelements(suchaslayered

structure,virtual disks, mirroring), but thereare key differences. The Petal/Frangipani

systemperformscachingin the�le system,with synchronizationsuppliedby a distributed

lock manager;Pulsardoescachingbelow the �le system(in the coherencelayer) and

integratescachingandsynchronization.In Petal/Frangipanithe�le systemhasno control

over datalayouton physicaldisks;in Pulsar, thehardwarecon�guration is availableto all

layers,andthe�le systemhasdirectcontroloverdatalayoutandplacement.Additionally,

the Petal/Frangipanisystemis designedto be a cluster �le systemonly; it runs in the

kernel, doesnot provide messaging,anddoesnot notify the applicationsusing it about

failures. Pulsarrunsin userspaceandis speci�cally designedfor usewith long-running,

self-con�guringclusterserverapplications;to thisendPulsarprovidesmessagingandfault-

noti�cation services.
1For moreinformationaboutPetal,seeSection2.4.
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xFS [4] is the original exampleof a fully decentralizedcluster�le system. xFS is an

ambitiousundertakingwhich attemptsto combineRAID [74], a log-structured�le sys-

tem[78], cooperative caching[24, 30,83], andfull distribution in orderto createa robust

�le systemthat can survive the loss of large amountsof its infrastructure. “Anything,

anywhere”is themottoof this system;any componentof thesystemcanrun on any node.

Thesystemhasnosinglepointof failure,andthesystemis designedto recon�gureitself if

oneor morenodesfail. xFSis implementedasasetof daemonsatuserlevel,butultimately,

thecomplexity of xFSlimits its success.Importantpiecesof thesystem,suchasrecovery

and log cleaning,remainunimplemented,andthe systemhasnot beendevelopedinto a

stable,workingstate.

Like xFS, Pulsarprovides a fully decentralizedcluster �le system,but wherexFS

exploressynergiesbetweenadvancedconceptssuchasRAID andlog-structuring,Pulsar's

designemphasizessimplealgorithmswhichareeasyto reasonaboutfrom afault tolerance

perspective.

The Sistina Global File System[75, 76] is a cluster�le systemfor Linux. GFSresem-

bles PulsarandFrangipani/Petalin that it separatesthe �le systemfrom the distributed

virtual diskstorage.GFSstorageresidesonaFibreChannelor iSCSIstorageareanetwork.

GFSis integratedinto thekernel– it is abootable�lesystem.GFSusesmechanismscalled

Dlocks andDMEP, built into SCSI,insteadof a distributedlock manager. WherePulsar

usesdependences,GFS usesjournaling to speedrecovery. GFS doesnot provide data

redundancy, nor doesit supportnonexclusive (read-only)locking. GFSusesbackoff/retry

to avoid deadlock.

GFSis nota researchsystem;its designemphasizespracticalengineeringfor aspeci�c

hardware environment with little in the way of theoreticalveri�cation. As a research

project,Pulsarexploresa moregeneralspace,andemphasizesalgorithmswhich canbe

veri�ed to work well in all cornercases.
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DataMesh [19, 96] seeksto usea central,trustedcoreof machines(actuallycut-down,

single-purposenodes:disk+processor+RAMor NIC+processor+RAM)asa scalable�le

server for a larger, less-trustedgroupof �le systemclients. Thecorecommunicateswith

the external clients using a standardprotocol, suchas NFS [82], while core machines

communicateinternally using high-performanceproprietaryprotocolstunedto the core

environment.DataMeshputsheavy emphasisonhardwaredesign.For example,DataMesh

assumessuf�cient internal interconnectredundancy to ignore the possibility of network

partition.On theotherhand,Pulsarplaceslittle trust in hardware;muchof Pulsar's design

addressesfault tolerance.

2.2 Distrib uted �le systems

A distributed(or network) �le systemdiffers from a cluster�le systemin that the former

containscentralizedelements,suchasasingleserverthroughwhichall requestsmustpass.

A centralizedelementdoesnot scale,and it may representa single point of failure: a

componentwhichbringsdown thewholesystemif it fails.

Many network �le systemsdo not implementstrict cachecoherenceor sequentialcon-

sistency: changesmadeby one client may or may not be propagatedto other clients

immediately, andmultiple clientsmaymake con�icting updatesto a �le. Sincetheusual

goalof thesesystemsis �le servicefor desktopworkstations,mostof theseraceconditions

canbedebuggedwith alittle humanintelligenceandmanualintervention.2 Not all of these

systemshave looseconsistency semantics,but mostassumethat the usersarewilling to

dosomeoccasionalinvestigatingin returnfor snappy performanceandeasy-to-understand

commoncasebehavior.
2This scenariostandsin contrastto parallel�le systems,which provide explicit consistency guarantees.

Scienti�c FORTRAN coderunningon a 4096-nodesupercomputercannotpauseto �gure out why a newly-
created�le is not yet visible onothernodes.
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Echo [11, 48, 64] is a network �le systemdesignedto supportprogrammers'worksta-

tions. It useswrite-behind�le cachingat a granularityof individual blocks, while the

unit of coherenceis the whole �le. Echotrieshardto presentsingle-systemequivalence,

wherechangesmadeto �les areimmediatelyvisiblethroughoutthesystem,and,oncedone,

changesarenot undone(by a crash,for example)without notifying theuserapplicationin

someway.

While Echo is not a cluster �le system– Echo makes a clear distinction between

clientsandservers,andcontainscentralizedcomponents– it is similar to Pulsarin many

respects. Echo's token-orienteddirectory-basedcachecoherencestrategy is similar to

Pulsar's. Echousesleases[42] to revokecachecoherencetokensfrom failedclients;Pulsar

usesa differently-structuredbut functionally-similarstrategy basedon epochexpirations.

Echo provides primitiveswhich allow applicationsto determinethe order in which �le

updatesreachstablestorage,giving the applicationcontrol over the possiblestatesa �le

canbein afteracrash.Pulsar's �le systemusesa similar mechanism,calleddependences,

but doesnotexposeit to theapplication.

Echousesa primary/backupserver setupwith a replicatedtokendirectory. If a server

crashes,thebackupusesits replicaof thetokendirectory. By contrast,Pulsarreconstructs

the tokendirectoryfrom client state.Echocannotusethis strategy becauseEchoservers

do not trusttheclients.

Usinga techniquecallednew-valuelogging [48], Echowriteseachdisk block update

�rst to a log, thento the“homelocation”of theblock. Thelog allowsEchoto offer atomic

multiblockupdates,andit reducesseeksfor write-dominatedtraf�c.

Like Pulsar, Echo replicatesdisks, and must deal with the problemof keepingthe

replicasidenticalin the faceof systemcrashes.Echousesits log to speedreconciliation

of replicateddisks. Sincethe logsarewritten in thesameorderon all replicas,Echocan

ensurethatthelogsof thereplicateddisksagreeby truncatingany portionof thelog which
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doesnot appearon all replicas. By playing forward throughthe logs, Echo brings all

replicasinto agreement.

Echo's strategy works well when all replicasare always available. However, it is

possiblethat a replicamay be unavailablewhile other replicasperformupdates.In this

case,the only way to bring the out-of-datereplica into agreementis to perform a full-

disk copy. Pulsaravoids this situationby usinga bitmapto rememberwhich blockswere

modi�ed while a replicawasunavailable;for detailsseeChapter5.

Sprite [69, 71] is a researchoperatingsystemwhich includesanintegratednetwork �le

system.Thecacheis fully coherentandin-memory, andtheunit of cachinggranularityis

the 4-kilobyte disk block. Cachedblocksareaddressedby (�leid, block-number)tuples;

this virtual addressingallows the client to write new �les without contactingthe server

beforehandto allocatespace,andto createanddeletetemporary�les without contacting

theserveratall.

Sprite's cachecoherencealgorithmoperateson a per-�le basis. Whena client opens

a �le, it checkswith theserver to determinewhetherits cachedcopiesof the �le' s blocks

(if any) arevalid. If anotherclient haswritten the �le sinceit waslastopened,theserver

invalidatestheblocksin theclient'scache.Dirty blocksarewrittenbackto theserverafter

30seconds.Theservermaintainssequentialconsistency underconcurrentwrite sharingby

disablingcachingandperformingall operationsat theserver.

Sawmill [88] and Zebra [47] arenetwork �le systemsbasedon log-structuring[78] and

RAID [74]. Sawmill is a centralized-server systemwhich storesdataon a high-bandwidth

diskarray;specializedhardwareallowsdatato �o w directlybetweenthediskarrayandthe

network withoutgoingthroughtheserver'smemorysystem.In Zebra,clientsstripedatain

parallelacrossmany servers,but they mustusea centralized�le managerfor all metadata

access.



CHAPTER2. RELATED WORK 15

Network-attached secure disks [2, 39,40] is a methodfor reducingloadon �le servers

by attachingstoragedirectly to thenetwork. Freedfrom its responsibilityfor cachingand

forwarding�le data,the �le server needonly performauthenticationandsomedirectory

services.To reada �le, a client contactstheserver andis givena setof capabilities,good

for useon oneor moreNASD devices.Theclient thencontactstheappropriatedevicesto

readthe�le data.Theclient cachesdatalocally asnecessary.

The main goal of the this systemis to remove the �le server from the critical pathof

most�le accesses,eliminatingit asa scalabilitybottleneck.However, thesystemretains

thecentralized�le server asa singlepoint of failure. Anotherproblemis thatclientsmust

bemodi�ed to communicatedirectlywith disks;unmodi�ed clientsusinglegacy protocols

cannotusethesystem.

Slice[3] is anarchitecturefor scalablenetwork storageservers.Slicecombinesapacket-

rewriting requestrouterwith a NASD-styledistributed�le system.Slice's requestrouter

(theµproxy) sendsincomingrequeststo theappropriateserversin theSlicecluster. Name

lookups,directoryoperations,andreadsandwrites of small �les aresentto �le servers.

Bulk I/O requestsbypassthe servers, headingdirectly to the network-attachedstorage

devices; the µproxy hasknowledgeof the striping policy, andcansendrequestsfor byte

rangesdirectly to the storagenodesresponsiblefor them. Becausethe µproxy accepts

requestsin a standardprotocol (say, NFS [82]), the clients neednot be modi�ed as in

previousNASD �le systems.

Like locality-aware requestdistribution [72] and content-basedrouting [98], Slice's

µproxy canrouterequeststo appropriatenodesvia anaf�nity policy. Any of theseaf�nity

systemswouldcomplementPulsarby increasinglocality.

Spiralog [53,95] is anetwork �le systemfor OpenVMS.It exportsastandard�le system

interfaceto applicationprograms.TheSpiralogclerkresidesin thekernelof theclientma-
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chine,sendingappropriaterequeststo a separateSpiralogserver machine,which provides

disk storage.The abstractionpresentedby the Spiralogserver is a large, transactionally

manipulatablearrayof bytes;theclerksimplementa �le systematopthis abstraction.The

Spiralogserver is capableof master-slave failover via twin-taileddisks,but a Spiralog�le

systemcannotspanmultipleSpiralogservers.

AFS [49] is a network �le systemin which clientscachewhole�les on local disk. AFS

generatesnetwork traf�c only on�le openandcloseoperations;readsandwritesarealways

local to theclient. AFSusesamechanismcalledcallbacks(calledtokensin Echo[11] and

licensesin Pulsar)to implementa weakform of cachecoherence:a callbackrepresentsa

promiseby theserver to notify a client beforetheserver modi�es the�le. Thismeansthat

changesmadeon oneclient arenot visible elsewherein thesystemuntil they are�ushed

backto theserverwhenthe�le is closed,andeventhenthechangesarenotvisibleto clients

whichalreadyhadthe�le open.Thedesignersof AFSclaimthatthesesemanticsaregood

enoughin practice.

DEcorum [54] is a successorto AFS which implementsfull, sequentially-consistent

cachecoherence.Coherenceis maintainedat the granularityof byte rangeswithin �les.

DEcorum usesa token-basedcachecoherenceprotocol, where clients must possesan

appropriatetoken(reador write) beforeoperatingon �le data.Theserver hastheright to

revoke tokensin orderto satisfyrequestsfor con�icting tokens.DEcorumde�nesseveral

othertypesof tokens:statustokens,lock tokensandopentokens,eachof whichhasvarious

subtypes(includingread,write, execute,sharedread,exclusive write). All of thesetoken

typesaresubsumedby Pulsar'smodelof readandwrite licensesfor individualdiskblocks.

Episode[20] is thephysical�le systemusedon thestoragenodesin DEcorum. It uses

logging to attainfastrestartwithout fsck . Metadatachangesoccurwithin atomictrans-
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actions.Metadatais not staticallyallocated,but sinceonly metadatais logged,changing

a block from metadatato regular dataor vice versainvolves changinganotheron-disk

datastructure,thebitmapcontainer. Unlike Echo,which usesnew-valuelogging,Episode

usesold-value/new-valuelogging. Thedesignersclaim thatthis methodof loggingallows

Episodeto decoupletransactioncommitsfrom log �ushes.

JetFile [43,44] is amulticast-baseddistributed�le system;clientsinterestedin aparticu-

lar �le monitoranIP multicastchanneloverwhichmessagesaresentdescribingoperations

on that�le. JetFileis designedfor wide areanetworks,wherepacket lossandhigh latency

arecommon.JetFileimplementscachecoherencethroughbest-effort callbacks; sincesome

of the callbacksmay be lost, it is possiblefor two clientsto make con�icting updatesto

the same�le. JetFiledetectsthis occurrencethroughtimeoutsanda versionnumbering

scheme;no con�ict resolutionhasbeenimplemented,so themostrecentupdateclobbers

previousupdates.Theversionnumberingsystemworksthroughacentralizedservercalled

theversioningserver, andalthoughJetFile's designersclaim that this centralserver is not

a scalabilitybottleneck,largescaleexperimentshave not beenconducted.Theversioning

serveralsorepresentsasinglepointof failurefor thesystemasawhole.

Cedar [45, 85] is a workstation�le systemdevelopedat Xerox PARC. Cedarprovides

supportfor distribution, albeit with unusualsemantics:all sharedCedar�les are im-

mutable.

Cedarwaslater reimplementedto useloggingandgroupcommit for metadatawrites,

becomingthe�rst journaling�le system.ThereimplementedCedarlogschangesto meta-

datain a physicalredolog. Whenrecovering from a crash,thesystemreplaystheendof

thelog to ensurethateveryupdaterecordedin thelog is safelywritten to its homelocation

in the�le tree.
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In addition,Cedarprovidesprotectionfrom badsectorsandotherdataerrors: every

metadatamodi�cation is writtento thelog twice,in non-consecutivesectors,sothattheon-

disk �le systemis guaranteedto surviveany corruptionof oneor two consecutivesectors.

Cedar's loggingentailsanadditionaloverheadof � velog sectorswrittenfor eachlog entry,

so,includingtheeventualwrite of thedataitself into its homelocationin the�le tree,each

write of N metadatasectorsimplies an actualwrite costof 3N � 5 sectors.Nonetheless,

Cedar's loggingschemesigni�cantly outperformsthesynchronouswritesusedby the4.3

BSD �le systemto protect its metadata.One reasonfor this is that Cedarkeepsdirty

metadatawrites in the cachefor up to half a secondbeforeforcing the log to disk; this

groupcommitstrategy aggregatestemporally-adjacentwrites,saving I/O operations.

Calypso[27] is a distributed�le systemfrom IBM built on top of JFS[10]. It provides

strongcachecoherencevia a token-basedprotocol. Using multi-tailed disks, a standby

Calypsoserver cantake over theresponsibilitiesof a failedserver. Thenew server recon-

structsits statefrom dataheld at the clients; this techniqueis similar to the oneusedin

SpriteandPulsar. In this way, Calypsocanto resumeservicewithout disruptingclients–

�les remainopenat theclientsthroughoutthefailover procedure.However, Calypsodoes

notemploy any sortof redundancy, sodisk failureshalt thesystem.

Coda [56] is a distributed�le systemwhich supportsoperationof disconnectedclients

throughuser-directedcachehoarding,optimisticdisconnectedavailability, andautomatic

reintegrationwith con�ict detection. Like AFS, Codacacheswhole �les on local disk,

usingacallback-basedcachecoherencemechanism.Basedonauser-speci�edlist of prior-

ities,Codahoardsimportant�les in its localcachein anticipationof suddendisconnection.

Readingor writing a�le brie�y raisesthe�le' spriority; thus,atany timethecachecontains

amix of cold,higher-priority �les andwarm,lower-priority �les.
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WhenaCodaclient is partitionedfrom theservers,it optimisticallycontinuesoperation

usingthe �les storedin its cache.In this stateCodalogs all modi�cations to �les, using

severaloptimizationsto aggregateandcancellog entrieswhenpossible.Uponreconnec-

tion, the client replaysthe modi�cation logs onto the server, usinga versionnumbering

schemeto detectcon�icting updatesto the same�le by other partitionedwriters. The

systemhandlesdirectorycon�icts automatically;aslong asthe updatesinvolve different

directory entries,Codaintegratesthe changeswithout assistance.However, con�icting

updatesto regular�les causetheintegrationto halt,pendinghumanintervention.

2.3 Parallel �le systems

Parallel�le systemsareaimedathigh-performanceparallelscienti�c computing;theirgoal

is to sourceandsink datafor parallelapplicationsat thehighestpossiblerate.For mostof

thesesystems,fault tolerance,reliability andavailability areof secondaryimportance.Of

thesesystems,GPFSbearsthe closestresemblanceclustersystemssuchasPulsar, xFS

andFrangipani,but, like Pulsar, all parallel�le systemsmustaddressproblemsrelatedto

distributeddataaccess.

General Parallel File System[84] is a parallel�le systemfrom IBM which is designed

to run on large supercomputersandLinux clusters.GPFSresemblesFrangipani/Petalin

many ways: it providesa treeof �les which is available to any nodein the cluster, and

it provides cachecoherencevia a token-baseddistributed lock manager. Both systems

distribute theserver responsibilitiesthroughoutthecluster, with no singlepoint of failure

andgoodscalabilityandfault tolerancecharacteristics.Like Frangipani,GPFSinstances

running on many nodesstore data in a sharedset of disks via a simple block-device

interface. Both systemsusewrite-aheadlogging to ensure�le systemconsistency; in the
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eventof a nodecrash,a surviving nodereplaysthe failednode's log beforereleasingany

cachecoherencetokensthefailednodewasholding.

Onenotabledifferencebetweenthe two systemsis thatGPFSimplementsreplication

at the �le systemlevel by allocatingandwriting two disk blockson differentdisks,while

Frangipani(like Pulsar)transparentlytakesadvantageof thereplicationfacility built in to

its underlyingdistributeddisk layer. Frangipaniis unableto controldetailsof interdiskand

on-disklayout,becausePetalvirtualizesthedisks,while GPFS(like Pulsar)knows about

andtakesadvantageof all of thedetailsof thephysicaldisksavailableto it.

GPFSis a productionsystemoptimizedfor usein realparallelsupercomputers.It has

goodsupportfor same-�le concurrentwriting; its token-basedcoherenceprotocolallows

multiple nodesto write a �le at byte range3 granularitywithout causinglock contention.

GPFSreducesload on the token managersby having clients perform their own token

revocations,contactingthe manageroncea revocationis successful.GPFSusesa large

blocksize(256kilobytes),but dealswith internalfragmentationby allowing upto 32small

�les to coexist in a singleblock.

Vesta[21, 22] is aparallel�le systemfor scienti�c computingonmulticomputers.It pro-

videsapplicationsdirectaccessto theparallelstoragebyde�ning �les asatwo-dimensional

array of �x ed-lengthbasic striping units, or BSUs. EachBSU resideson a single I/O

nodeas a contiguousunit and representsthe minimal unit of datastorageand transfer.

The set of a �le' s BSUs which residetogetheron one I/O node is called a cell. The

sizeof the BSUs,the numberof cells in the �le, andthe way in which BSUsarestriped

acrosscells areall chosenwhenthe �le is created.Whenopeninga �le, the application

speci�esalogical partitioning, thatis, theorderin whichthe�le' sBSUsareto beaccessed,

suchas row-major, column-major, or someother ordering,possiblywith striding. The

3Byte rangeshavea minimumsizeof onediskblockandmustbealigned.
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logical partitioningallows the parallelapplicationto accessthe BSUsin any orderwhile

guaranteeingthatdifferentcomputenodesalwaysaccessdisjointpartsof the�le.

Vesta's implementationis designedto be simpleandwithout centralizedbottlenecks.

Applicationsgainaccessto Vestaby linking with its client library. Directory lookupsuse

hashing:a �le' s pathnameis hashedto oneof thenodes,which maintainstheparameters

of the �le (BSU size,numberof cells, etc.). Actual datareadsandwrites go directly to

theappropriateI/O nodes,whoseidentitiesarea simplefunctionof the �le' s parameters.

Data is cachedin memoryonly on the I/O nodes,not at the computenodes,rendering

unnecessaryany cachecoherencemechanism. The low latency interconnectsusedby

Vesta'sunderlyinghardwaremakedistributedcachinglessbene�cial anyway.

Vestadoesnot provide muchin the way of fault tolerance;thereis no replicationor

failover. However, it doesprovide a checkpointingfacility, so that applicationscan be

restartedaftera failurewithout toomuchdataloss.

Parallel Virtual File System[17] is a parallel �le systemfor Linux clusters.PVFSis

implementedat userlevel andusestheunderlyingLinux �le systemasits backingstore.

A singlemanagerprogramhandlesmetadata,while I/O daemonprogramsprovide data

accesson thestoragenodesthemselves.As be�ts aparallel�le system,PVFSallowsuser-

controlled�le striping, with supportfor stridedaccessandhigh-performanceconcurrent

write sharing.PVFSdoesnothavesupportfor cachecoherence,redundancy, or failover.

Portable Parallel File System[51, 52] is a parallel�le systemimplementedasa user-

level library. It usesthe local Unix �le systemon the I/O nodesasits backingstore. It

allows applicationsto specifydatalayout, prefetchingandcaching. Metadataresidesat

a centralmetadataserver, throughwhich all �le openandclosecalls �o w. Themetadata

serverstoreseach�le' sstripingandclusteringinformationin volatilememoryuntil system
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shutdown, when it is written to disk. The systemhasno supportfor redundancy, fault

tolerance,or failover.

PPFScachesdataat segmentgranularity;a segmentis essentiallyequivalentto Vesta's

BSU,althoughthelengthsof PPFS'ssegmentsmayvary. PPFShasthreelevelsof caching:

theservercaches, locatedateachI/O node,theclientcaches, locatedatthecomputenodes,

andglobalcaches, whichform anintermediarybetweenthetwo,allocatedasneededat idle

nodes.This three-level cachearrangement(with diskasafourth level backingstore)works

like a traditionalmemoryhierarchyfor readsanddisjoint writes: larger, slower memories

arelocatedfartherfrom the processor. But concurrent,overlappingwrites from different

processorsdo not map well onto this arrangement,as thereis no mechanismfor cache

coherence.

Galley [70] is a research�le systemfor parallelscienti�c computing.Galley is in many

ways quite similar to Vesta. Galley's client is a user-level library which links with the

application;the serversrun in userspaceon the I/O nodes.Galley usestwo-dimensional

�les in which the striping policy is exposedto the application. Galley doesnot support

client-sidecachingandmakesnoallowancefor fault tolerance.

Bridge [28] is a multiprocessor�le systemfor the BBN Butter�y parallel processor.

Bridge doesnot usea client-server model for parallel �les; instead,Bridge allows ap-

plicationsto inject codeinto the�le systemfor executionat thenodescontainingthedata.

Bridge doesnot perform any sort of nonlocalcaching,and it hasno fault toleranceor

failovercapabilities.

Scotch[41] is a parallelstoragesystem.Scotchallows parallelprogramsto operateon

�le datausingmethodsthat resembleoperationson weakly consistentdistributedshared

memorysystems.Scotchrequiresprogramsto usespecialdatasynchronizationprimitives



CHAPTER2. RELATED WORK 23

to acquireandreleasebyte rangesof �les. Programswhich do not usetheseprimitives

properlywill not seethemostup-to-dateversionsof the �le; thereward for this inconve-

nienceis greaterperformancefor all of theusualreasonsnotedby the weakly-consistent

DSM community[9, 18,38, 55].

River [6] is an I/O systemfor data-�ow parallelprogrammingwhich attemptsto com-

pensatefor load imbalancesdue to heterogeneousperformancecharacteristicsof differ-

ent systemcomponents.4 River compensatesfor theseimbalancesusingtwo techniques:

distributedqueueandgraduateddeclustering. The distributedqueueholdsdatarecords

whichareto operatedon,andfeedsthemto theconsumersusingeitheracredit-basedpush

mechanismor a pull mechanismwhereconsumerscanaskfor speci�c records.Graduated

declusteringis ageneralizationof chaineddeclustering[50] whichdynamicallyadjuststhe

bandwidthfractionthatreplicateddataproducers(e.g.replicateddisks)allocatetodifferent

consumers(e.g. computenodes)in orderto provide equalserviceto all consumers,even

if the data sourcesproducedata at different rates. Graduateddeclusteringeffectively

addressesloadimbalancedueto heterogeneousproducerperformance.

Active disks [1] is a methodof providing I/O to certainparallel applications,suchas

imageconvolution, in which theprocessingcanbecloselycolocatedwith theon-diskdata.

An active disk includesa programmableprocessorandRAM; an active disksapplication

downloadsaprogram(adisklet) ontothediskandusesit to processstreamsof data�o wing

into andout of thedisk. While theactive disksapproachis not a �le system,it effectively

solvestheI/O problemfor certainparallelapplications.

4For example,the outer tracksof a disk yield higherbandwidththanthe inner tracks. Othercausesof
heterogeneousperformanceinclude swapping,network congestion,lock contention,periodicOS activity,
etc.
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2.4 Virtualized disks

Petal [59] provides the abstractionof a set of virtual disks, backed by a collectionof

physicaldiskslocatedonnodesof acluster. Petalis theunderlyingsharedstoragemedium

for theFrangipani[92] cluster�le system.

Petal's virtual disk abstractionsupportsthe Unix block device interface. Block op-

erationson this device translateinto operationson whatever physicaldiskshappento be

backingthe virtual blocks being operatedon. A Petalvirtual disk hasa 64-bit sparse

addressspace,whichanapplication(suchasFrangipani)canuseasit likes.Petaldoesnot

allow Frangipanito control the allocationof physicaldisk space;instead,Petalallocates

physicaldisk spaceasneededto backthe virtual regionsbeingused.Petalalsosupports

a snapshotfacility by which Frangipanicanmake a copy of a virtual disk at any point in

time. Petalusescopy-on-writetechniquesto keepsnapshotlatency low.

Petal incorporatesseveral techniquesfor handlingcomponentfailures. Like Pulsar,

Petalusesdisk mirroring to achieve availability and reliability. Petalusesa consensus

algorithmcalledPaxos[58] to determinewhich nodeshave crashedandwhich nodesare

still operating. Pulsarusesa lesssophisticated,but much simpler, voting techniqueto

accomplishthis task.

The logical disk [26] is a logical block layer which hidesdetailsof block layout from

higher�le systemlayers.While thelogical disk exportsanordinary-lookingblock device

interface,it writesdatato thephysicaldisk in a log-structured[78] fashion.By writing to

a logicaldisk,anordinary�le systembecomesa log-structured�le system.

Virtual Shared Disk [7] allows multiple workstationsto accessremotedisksasif they

were connectedlocally; multiple (possiblydistributed) physicaldisks may be grouped

togetherto form asinglevirtual disk. VSD supportsread-blockandwrite-blockoperations;

thereis nocachingor locking. Thus,VSD applicationswhichdesirecachingmustprovide
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it themselves,anddistributedVSD applicationsmustsynchronizevia someexternalmech-

anism.VSD providesasnapshotfacility similarto Petal's. Thedesignersexpectdistributed

databasesto bethemostcommonapplicationof VSD.

AutoRAID [97] is a parallelstoragearraywhich automaticallypromotesanddemotes

databetweentwo levels:RAID-5, which is slow to write but relatively space-ef�cient, and

RAID-1 (mirroring),which is fastbut lessspace-ef�cient.

TickerTAIP [16] is aparallelstoragearraywhichusesatechniquesimilar to Pulsar'sde-

pendences.Viewedfrom ahighenoughlevel,TickerTAIP resemblesPulsar, with untrusted

clients(the hostcomputers)communicatingwith a storagearray(the disks)via interface

nodes(originatornodes).Thisis partlyexplainedby TickerTAIP'soriginsin theDataMesh

project,which hasasimilarhigh-level design.

2.5 Server applications

This sectiondiscussesa few existing server applications.Sinceeachof thesesystemsis

verticallydesignedfor aparticularpurpose,they typically lackcharacteristicswhichwould

make themsuitablefor generalapplications.

Google[15] is an Internetsearchenginewhich runson a clusterof thousandsof inex-

pensive Linux PCs;Googleservesover 200 million queriesper day. In orderto provide

uninterruptedserviceat this scale,Google partitions its data over many machines(or

shards) andreplicatestheshardsfairly aggressively.

This strategy workswell becauseservinga searchindex is primarily a read-onlypro-

cess.Googleupdatesits index approximatelyonceper month,by copying a new dataset

to a new setof machines,andthenpointingthefront-endwebserversat thenew index set.
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This extremelyheavyweightupdateprocessmeansthattheaggressive-replicationstrategy

is not suitablefor generalread-writeapplications.

Inktomi [32, 33] is theunderlyingsystemusedby severalInternetsearchservices.Ink-

tomi usesrelaxed guaranteesto achieve good fault tolerancecharacteristicsat low cost.

Inktomi partitionsits dataacrossall of the nodesin the system,with no redundancy. If

a nodecrashes,its databecomesunavailable. However, Inktomi claims that this loss is

tolerable– the usermay get fewer searchresultsthanhe/shewould have had the entire

datasetbeenavailable,but mostuserswill not noticethedifference.Thetypeof service

that Inktomi providesis called“BASE” – basicallyavailable,eventuallyconsistent.Like

aggressive replication,BASE semanticsareadequatefor certainapplications,but they are

notsuitedfor thegeneralcase.

Porcupine [80] is a cluster-basedmail server. Porcupineusesa relaxed consistency

modelto providehighly availableemailserviceimplementedonacluster. Pulsaris ideally

suitedfor building applicationssuchasPorcupine.

Hummingbird [34, 89] is a userlevel �le systemfor building individual applications;

the designers'primary exampleis a cachingweb proxy. Like Pulsar, the Hummingbird

�le systemis a library which links with the application. The Hummingbird�le system

is optimizedfor the web proxy application. For example,metadatais storedin memory,

because(unlike mostapplications)a cachingproxy canafford to loseall of its datain a

crash. In addition, Hummingbirdaccesses�les in groupsbasedon application-speci�c

accesspatterns,suchasan HTML pageandits images.Onelimitation of Hummingbird

is that it is a uniprocessor�le system,sosystemsbuilt from it cannotscaleincrementally.

Pulsarcouldeasilybeusedto build ascalabledistributedversionof thecachingwebproxy.
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Systemoverview

A Pulsarapplicationis structuredas a group of cooperatingprocesses,called nodesor

instances.1 EachPulsarnode usesa layeredstructure. Lower layersprovide simpler

services,suchasconsensusandmessaging,while upperlayersbuild on the lower layers

to provide distributeddisk storage,cachecoherentvirtual disks,anda cluster�le system.

Thetopmostlayer is theapplication,which usesall of theservicesprovidedby thePulsar

systemto implementits own behavior. Section3.3 begins a moredetaileddiscussionof

Pulsar's layeredarchitecture.

Pulsarcurrently runs on Windows NT/2000. Previous versionsof Pulsarhave run

on Linux; the codeis mostly portablebetweentheseplatforms. Pulsaris aggressively

multithreaded,andsupportsmultithreadedapplications.Pulsarusesportablethreadsyn-

chronizationprimitives(mutexesandconditionvariables)from theC InterfacesandImple-

mentationspackage[46].

1Eachinstancenormallyrunsonaseparatemachine,but nothingpreventsmultipleinstancesfrom running
on thesamemachine.Thismight beusefulfor debuggingpurposes,or for machineswith multipleCPUs.

27
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Figure3.1: Layer-by-layerrecoveryin Pulsar. Notethateachlayerhasits own ideaof what
epoch,if any, it is in.

3.1 Epochmodel

Pulsar's fault tolerancemechanismsarebasedon the conceptof epochs. An epochis a

periodof time duringwhich thesystemcon�guration doesnot change.All Pulsaropera-

tions(messages,disk operations,�le operations,etc.) aretaggedwith anepoch identi�er 2

which indicatestheepochin which theoperationwasbegun.Any eventwhichchangesthe

con�guration(nodefailure,disk failure,network partition,operator-initiatedcon�guration

change,etc.)causesthecurrentepochto end.Any Pulsaroperationin progressattheepoch

boundaryis aborted,andreturnsan“endof epoch”errorcodeto its caller.

When an epochends,all nodesimmediatelymove into recovery mode. The nodes

cometo consensusaboutwhich nodesarealive,anda new epochis established.Layerby

layer, from thebottomup, the systemperformsappropriaterecovery operations,until all

of Pulsar's layershave recovered.Thentheapplication(whichconstitutesthetop layer) is

informedof thenew epoch,andit performswhatever recovery actionsit deemsnecessary.

When the applicationhasrecovered, the systemis readyto continueoperation. If the

applicationstill caresaboutoperationswhichwereabortedattheendof thepreviousepoch,

it mayreissuethem.Figure3.1depictsPulsar's layeredrecoveryscheme.

2An epochidenti�er is an integer which uniquely identi�es an epoch;identi�ers for successive epochs
increasemonotonically.
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3.2 Epochmodelbene�ts

Pulsar's epochmodel of fault toleranceprovides several bene�ts for designand imple-

mentationof the system. Epochsprovide a stableperiodof time in which the system's

con�guration is guaranteednot to change.This propertyallows eachlayer to ignoremost

typesof failures– eachlayerneedsto concernitself with only a smallsetof layer-speci�c

failures,plus the genericend-of-epochfailure. Any layer that detectsa failure may end

the current epoch; the resulting end-of-epochcondition cascadescleanly to all of the

layers,including the application. Oncethe epochhasended,the systembegins recovery

proceduresin preparationfor thenext epoch.

Theepochmodelallowslayersthefreedomto discardwork at theendof anepoch;this

freedomsimpli�es a numberof issues.Discardingwork meansthat the systemdoesnot

have to rememberandretry operationsacrossepochboundaries.This is especiallyhelpful

for operationsthat requiretheuseof resources(disk, nodes)which maynot bepresentin

subsequentepochs.Thepolicy of droppingall work at epochboundariesalsomeansthat

thesystemneednot worry aboutreceiving outdatedmessagesfrom previousepochs;any

messagereceivedis guaranteedto befresh,from aworkingnodein thecurrentepoch.

Theepochmodelalsoexhibitssynergy with thelayeringmodel.Whenrecovering,each

layercanassumethatall of thelayersbelow arefully recoveredandreadyfor normalpro-

cessing.Therolling bottom-uprecoveryat thebeginningof eachepochsimpli�es recovery

by takingtheprocessin stages,waitinguntil morefundamentalrecoveryis completebefore

tacklinghigher-level recovery.
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Figure3.2: Layersin a two-nodePulsarsystem.

3.3 Pulsar layersoverview

Pulsarprovidesits servicesin theform of a user-level library. Theapplicationwriter links

theapplicationagainstthePulsarlibrary, andrunsoneinstanceof theapplicationon each

nodeof thesystem.

Figure3.2 shows a block diagramof a Pulsarapplicationrunningon two nodes.The

Pulsarlibrary is split into � ve layers,eachof whichprovidesspeci�c servicesto thelayers

above it, andusestheservicesof thelayersbelow. Thesearethelayers,bottomto top:

The con�guration layer takescon�guration commands(e.g. addnode,adddisk) from

thehumanoperatorof thesystem.It thenrelaysthis informationto theupperlayers.

Describedin Section3.5.

The messagelayer is responsiblefor generatingconsensusandestablishingepochs.This

layeralsodeliversnode-to-nodemessages.Describedin Section3.6.

The storagelayer performsall diskaccesses.It alsohandlesall detailsof diskmirroring.

Describedin Section3.7.
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The coherencelayer providesacoherentcachefor diskblocks.Describedin Section3.8.

The �le systemlayer providesthecluster�le systemabstraction.Describedin Section3.9.

The application layer usesPulsar'sservicesto implementtheapplication'sservices.

3.4 Structur eof a layer

Frombootupto shutdown atypical3 layerLk continuallyrepeatsthefollowing sequenceof

steps:

1. Await new epochfrom thelayerbelow (layerLk � 1)

2. Recover

3. Inform layerLk � 1 of new epoch

4. Wait until Lk� 1 has�nished recovering

5. Inform Lk � 1 thatLk has�nished recovering

6. Servicerequestsuntil epochends

Notehow recovery beginsat thebottomof Pulsar's layerstructureand�o ws upward,

thenreachesthetopof thestackand�o wsdownward.This“bottom-uprecon�gurationand

recovery” schemeeasestheimplementationof complex recoveryprocedures.Thebottom-

upmethodalsoallowsuni�cation of thebootup,recoveryandrecon�gurationfunctions:in

Pulsar, thesethreeoperationsareindistinguishableandsharethesamecode.

The codefor eachlayer mustbe ableto copewith an end-of-epochconditionat any

point. Forexample,messageprotocolsmustbeabletodealwith possibledroppedmessages

3Not all of the layersfollow thesestepsexactly. For example,the layer at the top of the system(the
applicationlayer)doesnot inform upperlayersof new epochs.Additionally, thebottomlayer(con�guration)
doesnotuseepochs;seesection3.5for details.
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at the end of eachepoch. Even the recovery codemust handlethesecases,becausea

machinecrash(or reboot)mayhaltprogressbeforerecovery is fully complete.In practice,

suchdroppedmessagesaremorea blessingthana cursebecausethealgorithmsneednot

concernthemselveswith receiving messagesfrom previousepochs.

Sincemostlayersmustperformthesamebasicsequenceof steps,the layersresemble

eachotherin many ways.EachlayerLk providesanawait epoch start function,which

is calledby the layer immediatelyabove it, layer Lk� 1. This function blocksthe calling

threaduntil anew epochis available,andreturnsan“epochinfo structure”which contains

information about the new epoch,including the epochidenti�er, the operator's desired

con�guration, a list of nodesavailable in the epoch,a list of virtual disks available in

the epoch,etc. The await epoch start function implementsstep3 of the above list,

informing upperlayersof the new epoch. Similarly, eachlayer providesan entry point

calledawait epoch end . Whencalledduring an epoch,this function blocksthe calling

threaduntil theepochends.

Any layer Lk in the system,upon noticing a failure or other anomaly, may end the

currentepochby calling theend epoch entrypoint of layerLk � 1. Thesecallscascadeall

the way to the bottomof the layer stack,and trigger a new recovery phase. Figure3.3

providesasummaryof therecoveryactivitiesof a singlelayer.

Theremainingsectionsof this chapterdetail theactionsandresponsibilitiesof eachof

theselayers.In addition,Section3.10discussesasampleapplicationlayer.

3.5 Con�guration layer

Thelowestlayerin thePulsarstackis thecon�gurationlayer. This layeris responsiblefor

informing therunningPulsarapplicationaboutcon�gurationchangesmadeby thehuman
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Figure3.3: Sequenceof recoveryactionsfor layerLk. Eachverticalline representsa layer.
Diagonalarrows representinterlayer“messages”,implementedasfunctioncalls.
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operator.4 Thecon�guration layerdiffersslightly from theotherlayersin that it doesnot

dealwith epochs.Insteadit usescon�gurations,which it exportsto themessagelayer for

usein establishingepochs.

The con�guration layer readsthe operator's desiredcon�guration from the operator

interface tool. Currently this tool is a text �le mountedvia NFS on eachmachinein

the Pulsarsystem,but a more robust implementationis not dif�cult to construct. One

possibility is a graphicaltool that the operatorcan useto add or remove nodes,disks,

etc.,which connectsvia socket to eachnodein thesystemto relay thenew con�guration

information.

3.5.1 Con�guration information

Whenever the operatorchangesthe desiredcon�guration, the con�guration layer passes

this informationto the layer immediatelyabove it (themessagelayer). Thecon�guration

informationconsistsof thefollowing:

configid This integralvaluemonotonicallyincreaseseachtime theoperatorchangesthe

con�guration.Upperlayersusetheconfigid to determinewhetherthey areholding

up-to-datecon�gurationinformation.

Block size This valueis typically between4kB and1MB. It speci�esthedisk block size,

datatransfersize,andcachecoherencegranularity. Onceset,this valuecannotbe

changed.

128-bit cookie This valueis usedto determinewhetherstoragedeviceshave beeninitial-

ized.Any devicewhich doesnot have thecookiestoredon its �rst block is assumed

to beuninitialized.Any devicewhichcontainsthisvalueonits �rst block is assumed

4Note that theoperator's desiredcon�guration maybedifferentfrom theactualstateof thesystem.For
instance,oneor morenodesmaybecrashedor otherwiseunavailable.Thecon�gurationlayerconcernsitself
only with theoperator'sdesiredcon�guration,leaving failuredetectionto higherlayers.
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to containvalid data.If theoperatorchangesthis value,thesystemwill assumethat

all of thestoragedevicesareuninitialized.

Nodelist Eachnodein this list correspondsto a runningapplicationprocesslinkedwith

thePulsarlibrary. The con�guration informationfor eachnodeincludesits unique

nodeid , its DNSname(or IP address)andTCPport.5

Physicaldisk list Eachphysicaldisk in thesystemis describedby its uniquepdevid , its

size,thenodeid of its hostnode,andthepathnameof thedeviceon thehost.

Virtual disk list The operatorspeci�es which pairs of physicaldisks are to be usedas

mirroredvirtual disks. Eachvirtual disk is describedby a uniquevdevid andthe

pdevid sof its constituentphysicaldisks.

3.5.2 Recon�guration

The con�guration information changesover time, as the operatoradds, rearranges,or

removesresources.Eachchangeis markedby anew configid . Not all of theinformation

is mutable;for example,thesystemis notequippedto dealwith achangein theblocksize.

Theotherinformationmaychange,but a few restrictionsmustbeobserved. For instance,

theoperatorcannotremoveanodefrom thecon�gurationunlessheor shehas�rst removed

all of thatnode'sphysicaldisks.Likewise,theoperatorcannotremoveaphysicaldiskuntil

thatphysicaldiskdoesnot appearin any virtual disk'sconstituent-disk-list.

Changingthecon�gurationalwaystriggersa new epochin themessagelayer; thenew

con�gurationinformation�o wsupthelayerstackalongwith thenew epoch.Whena layer

entersanepochwith new con�guration information,it performswhatever recon�guration

5A desirableextensionto theper-nodeinformationwouldbeapplication-speci�cinformation,suchasthe
presenceor absenceof an externalnetwork interfaceor commercialdatabaseinterface,etc. In the current
system,application-speci�cinformationmustbemaintainedby theapplication.
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actionsarenecessaryto dealwith the new con�guration. For example,if a new disk is

addedto thesystem,thestoragelayerwill initialize it.

Occasionally, arecon�gurationmayfail. For example,theoperatormayhaverequested

theremoval of a disk which would reducetheavailabledisk spacebelow zero. The layer

which noticesthis probleminformstheoperatoranddoesnot propagatethefaulty con�g-

urationany higher in the layer stack. Instead,the epochis endedand the con�guration

layer logsanerrormessagefor thehumanoperator. Thesystemwill try to recover again

when the operatorprovides an updatedcon�guration. A good operatorinterfaceto the

con�gurationlayerwill preventthis typeof errorfrom occurringby preventingmostfaulty

con�gurationsfrom beingsentto themessagelayer.

3.6 Messagelayer

Themessagelayerhastwo mainjobs:establishingepochsthroughmajorityconsensus,and

deliveringmessages.

3.6.1 Majority consensus

Themessagelayerusesheartbeatmessagesanda voting algorithmto establishconsensus

amongthe nodesof the cluster. Thesetechniquesallow all of the nodesto come to

agreementon which nodesarealive andwhich aredead. Whenconsensusis reached,a

new epochbegins,andrecoveryoperationscanproceed.Chapter4 describestheconsensus

algorithmsin detail.

3.6.2 Messagedelivery

Themessagelayeralsoprovidesa point-to-pointmessagedelivery service.Themessage

serviceprovidesanorderedstreamof messagesbetweenpairsof nodes.Eachmessagemay
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beof arbitrarylength.Messagedeliveryis reliablewithin anepoch.Messagesaredelivered

only in thesameepochin whichthey weresent– if anepochendsbeforeall messageswere

received,somemessagesmaybelost. Thehigherlayersof Pulsarall usethemessagelayer

to communicate.Eachlayer's messageprotocol is responsiblefor dealingwith casesof

messagelossat theendof anepoch.

The messagelayer is also able to deliver block messages, which take advantageof

zero-copy socketsimplementations[25]. More informationon block messagesis givenin

Chapter4.

3.7 Storagelayer

The storagelayer is responsiblefor all accessto disks. The storagelayer providesdisk-

block-readanddisk-block-writeoperationsfor this purpose.The storagelayer alsosup-

portsdiskmirroring.

3.7.1 Disk storage

The storagelayer provides the capability to reador write any block on any disk in the

system.Whenservicinga disk accessrequest,thestoragelayer is responsiblefor locating

thedisk and,if necessary, forwardingtherequestto theremotenodewhich hoststhedisk

beingaccessed.Thehostnodereadsor writesthediskand(if necessary)returnstheresults

to thestoragelayeron therequestingnode,which returnstheresultsto theoriginal caller.

3.7.2 Mirr oring and logging

Thestoragelayersupportsdiskmirroring. Theoperatormayspecifythattwodisksaretobe

mirrorsof eachother. Thestoragelayersupportsthisability byde�ning virtual disks, which

arebackedby apairof physicaldisks.Thesizeof avirtual diskis theminimumof thesizes
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of thepair of physicaldiskswhich backit. It is alsopossibleto de�ne nonmirroredvirtual

disksbackedby only a singlephysicaldisk. Thestoragelayerinterfaceprovidesaccessto

virtual disksonly; theuseof physicaldisksis restrictedto thevirtual disk implementation

within thestoragelayeritself.

Readingmirrored disks is straightforward: the storagelayer selectsone of the two

mirrorsandreadsthedisk usingtheremotephysicaldisk accessmechanismdescribedin

Section3.7.1.Writing is moredif�cult. It is not suf�cient simply to sendwrite commands

to bothdisks,becauseanuntimelycrashmaycausethedisksto getout of syncwith each

other. To handlethis case,Pulsar's storagelayerusesa loggingscheme,which is detailed

in Chapter5.

If a storagelayer operationis interruptedby an end-of-epochevent, the storagelayer

doesnot retry theoperation– it insteadreturnsanend-of-epochcodeto theoriginal caller.

It is thecaller's responsibilityto retry theoperationif it sodesires.

3.8 Coherencelayer

Thecoherencelayerprovidesacoherentdistributeddiskblockcache.The�le systemuses

thecoherencelayer to hold disk blocksin memory, andto prevent raceconditionsdueto

simultaneousaccessto thedisksby �le systemlayersrunningondifferentnodes.

3.8.1 Locks

The interface provided by the coherencelayer provides cache-coherentaccessto disk

blocks.Thetwo mainentrypointsarereadlock andwritelock . Eachof thesefunctions

locatesandacquiresanup-to-datecopy of a givendisk block andreturnsa pointerto the

block in the local cache. Dependingon the call, the block may be read-only, or read-

write. Whentheclient is �nished with theblock, it callsunlock to releasetheblock and
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invalidatethepointeracquiredin the lock operation.At any time, many threads(possibly

on multiple nodes)may hold readlocks for a particularblock – or a single threadmay

have a write lock. If con�icting locksareoutstanding,new lock requestsmustwait. This

combinationof locking andwaiting semanticsintroducesthe possibility of deadlock,so

theuserof thecoherencelayer(that is, the�le system)mustbecarefulto avoid deadlock.

Many deadlock-avoidancealgorithmsareknown; the particularmechanismsusedby the

�le systemaredescribedin Chapter8.

3.8.2 Licenses

The coherencelayer implementslocks using the conceptof licenses(sometimescalled

tokens[11, 49]). A licenserepresentstheability to safelyacquirea lock onablockwithout

sendingany messages.Thus,a nodewhich holdsa readlicensefor a disk block maylock

thatblock for readingasa local operation,evenif theblock's homedisk(s)arelocatedon

othernodes.Likewise,a nodeholding a write licensemay lock the block eitherfor read

or read-writeasa localoperation.Thisstrategy exploits locality; blocksthatarefrequently

accessedby particularnodescan be re-accessedwithout incurring any network latency

penalties.

It is importantto note that licensesare kept internal to the coherencelayer; clients

of the coherencelayer (e.g. the �le system)do not seeor uselicensesdirectly. Clients

issuereadlock andwritelock calls to thecoherencelayer. Thevariousinstancesof the

coherencelayerpasslicensesamongthemselvesto indicatethetypeof lock(s)thatmaybe

acquiredona givenblock.

3.8.3 Coherenceprotocol

Thecoherencelayerensurescachecoherenceusinga license-based(or token-based)cache

coherenceprotocol. Eachdisk block hasa nodedesignatedas its coherencemanager –
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typically oneof thenodeswhich hoststheblock'sbackingphysicaldisks.Beforegranting

a lock requestfor a block, a nodemust get an appropriatelicensefrom the coherence

manager. The coherencemanageris able to revoke licensesin order to satisfy license

requeststhat con�ict with outstandinglicenses. Chapter6 gives the detailsof Pulsar's

cachecoherenceprotocol,aswell asananalysisof its correctness.

3.8.4 Syncprotocol

Pulsar'scoherencelayerhasaseparatesyncprotocolfor locatingand�ushing dirty blocks

to disk. The syncprotocolallows copiesof disk blocks to be returnedto the coherence

managereven if multiple locks areheld on the block. A separateprotocolmustbe used

becausecertainsyncoperationscannotwait for userthreadsto relinquishlockson blocks

– syncmustbe immediate.Therefore,syncis handledby a separateprotocoloutsidethe

boundariesof thecachecoherencemechanism.Thesyncprotocolis describedin Chapter6.

3.8.5 Dependences

The coherencelayer allows user threadsto specify a partial orderingon modi�cations

to blocks. Suchan orderingconstraintbetweentwo blocks is called a dependence. A

dependencefrom block A to block B meansthatall local modi�cations madeto A before

thedependenceis establishedmustreachstablestoragebeforeany localmodi�cationsto B

madeafterthedependenceis established.In otherwords,adependencefrom A to B means

thatA mustbe“at leastasstable”asB. Dependencesareusefulto the�le systembecause

they allow the �le systemto leave metadatablocksdirty in thecache,without thedanger

of corruptingthe �le systemshouldthesystemcrashbeforetheblockshave been�ushed

to disk. Dependencesoutperformtraditional techniquessuchas synchronousmetadata

writes, becausedependencesensureconsistency without overconstrainingthe timing and
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orderingof diskwrites.Chapter7 givesmoredetailsabouttheusesandimplementationof

dependences.

3.9 File systemlayer

The�le systemlayerpresentsacachecoherenttreeof �les to theapplication.

3.9.1 Interface

Pulsar's �le systemprovides the familiar open , close , read , write , lseek , etc., entry

points. However, Pulsar's interfacecontainskey differencesfrom the Unix systemcall

interface.First, Pulsaris a library, andthereforeonly applicationslinkedwith the library

and participatingin a running con�guration of Pulsarprocessesmay access�les in the

system. This is in contrastto the kernel-level �le systems,which may be accessedby

any applicationprogram.Second,each�le systemoperationmustbe provided an epoch

identi�er. If aninvalid identi�er is given,or if thecurrentepochendsduringtheoperation,

theapplicationmayhaveto abandonits �le descriptorandredosomework. Theparticulars

of the�le system'sbehavior atepochboundariesaregivenin Chapter8.

3.9.2 On-disk data structur es

The �le systemis similar in designto a traditionalsingle-node�le system[8]. The �le

systemhasdirectories,inodes,indirect blocksandotherfamiliar components.However,

sincemultiple instancesof the �le systemlayer must coexist, the �le system's design

mustbemodi�ed for concurrentoperationon sharedstoragemedia.The �le systemuses

the coherencelayer's block-level locking primitivesto ensurethat updatesto blocksare

propagatedcorrectly and that two nodescannotmake con�icting changesto the same

block. The �le systemmustalsoworry aboutperformancecharacteristicsof the shared
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media.To this end,the �le systemincludesdesignelementsintendedto avoid concurrent

write sharingof blocksandfalsesharingof inodes.Chapter8 containsdetailedinformation

aboutthe�le system.

3.10 Application layer

Theapplicationlayer is thehighestlayer in a Pulsarcon�guration. Theapplicationlayer

linksagainstthePulsarlibraryandcallsinto it via the�le system,coherencelayerorstorage

layer, dependingontheapplication'sneeds.Theapplicationmustbespeciallydesignedfor

Pulsar, becausethePulsarsystemdoesnotconformto any legacy interfacestandard.

Pulsaris designedto supportclusterserver applicationswhich both storeandmodify

on-diskdata.Typicalapplicationsin thisclassincludewebportals,searchengines,caching

proxies,mail servers,�le servers,etc. Pulsaris well suitedfor implementingany of the

applicationslistedin Section2.5.



Chapter 4

Consensusand Messaging

Bothnode-to-nodemessagedeliveryandgroupconsensusarehandledby Pulsar'smessage

layer. Thesefacilitiesareusedby higherlayersfor communicationandcoordination.

4.1 Socket communication

Pulsarnodesusestreamsocketsto communicate.Streamsocketshaveanumberof advan-

tages.Streamsocketsareavailableon just aboutevery computingplatform. They work

over both local andwide areanetworks, even betweenprocesseson the samemachine.

Streamsocketsprovide a reliablebyte stream,meaningthat messagescannotbe lost or

reordered,andthatmessagesneednotbereceivedusingthesamemessageboundariesused

in sending.Streamsocketsalsoexhibit gracefulbehavior undercertaintypesof failures;if

aprocessor machinecrashes,or thenetwork is cut,othernodeswill eventuallybenoti�ed

by anerrorconditionon thesocketsconnectingto thefailedcomponents.

Streamsockets also have a few disadvantages. One is performance. Traditionally,

socketsareimplementedin thekernelandusetheTCP/IPprotocolstack.Layeredkernel

implementationsusually imply excessive datacopying, mode-andcontext-switches,and

other overhead;thus TCP/IP is inef�cient on highly-reliablelocal-areaandsystem-area

43
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networks,suchasMyrinet [14]. Theseperformanceproblemshavebeensolvedin research

implementationsof socketson severalexperimentalclusters.Pulsaris designedto run on

theseclusters,speci�cally theSHRIMPmulticomputer[12, 13,25, 29,31].

Another disadvantageis that sockets' timeout mechanismscannotdetecta “hung”

process(in�nite loop), and so an additionalheartbeat-styleprotocol must be addedto

supplementthebuilt-in timeoutmechanism.

4.1.1 Socket connections

The messagelayer getssocket con�guration information from the humanoperator, via

the con�guration layer. This informationconsistsof the names(or IP addresses)of the

machinesin thesystem,andtheTCPportsat which eachPulsarprocesswill listen. Each

Pulsarnodeneedsa socket connectionto every otherPulsarnode. Becausesocket con-

nectionsareasymmetric,eachnodecannotsimply connectto eachothernode. Instead,

eachnodeactively attemptsto connectonly with nodesof smallernodeid , while passively

waitingfor connectionattemptsfrom nodeswith largernodeid s. Theconnectionprocessis

ongoing;if aconnectionis broken,the“active” sideimmediatelyandcontinuouslyattempts

to reestablishit.

4.1.2 Packet format

In addition to its payload,eachPulsarmessageincludesa 20-byteheader.1 Figure 4.1

shows the headerformat. Eachmessagehasone of four types: VOTE, EPOCH, USERor

BLOCK. TheVOTEandEPOCHmessagetypesareusedfor epochestablishment(Section4.2),

while the USERand BLOCKmessagetypesare usedto transmitdataon behalfof higher

layers(Section4.3).

1If used,TCPaddsadditionalbytesto eachmessage.
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Serial

Epoch ID Lo

Epoch ID Hi

Layer ID

Type Length

Payload

...

...

0 31

Figure4.1: Packet format.

The length �eld indicatesthe numberof additionalbytesin the messagebeyond the

header. Thepayloadis limited to 64 kilobytes;if a largerpayloadis required,thenblocks

of datamay be appendedto the messageusing the block sockets mechanismdescribed

below.

ThelayerID is anintegerindicatingthelayerto which themessageis destined;Pulsar

reserveslayeridenti�ers 0 through4 for its internallayers.Therestof thelayeridenti�ers

may be usedby the applicationas it wishes; eachlayer has its own private queueof

messages.Embeddingthe layer identi�er into the packet headerallows messagingto be

handledby themessagelayerdirectly, withouttheneedfor layer-by-layerpacket-wrapping.

Eachmessagehasa 64-bit epochID. For USERand BLOCKmessages,the epochID

indicatestheepochin which themessagewassent;seeSection4.2 for themeaningof the

epochID for VOTEandEPOCHmessages.
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blksock add(socket, bufsize)
blksock send(socket, buffer)
void *blksock recv(socket)

Figure4.2: Block socketsinterface.

The serial number�eld is useful for debugging but is not usedby any of Pulsar's

protocols.

4.1.3 Block messages

For largechunksof data(suchasdiskblocks),thecopying inherentin thesocketsinterface

is expensive. Pulsarusesadifferentmechanismcalledblock socketsfor sendinglargedata

blocks.This mechanismusesa specializednon-copying socketsimplementationdesigned

to run on the Virtual-Memory-MappedCommunicationlibrary, or VMMC [25]. Block

socketson VMMC cansend�x ed-sizeblocksof datawithout copying. Whenrunningon

anordinarynetwork of workstations,Pulsarusesthesameinterfacethroughacompatibility

library.

Theblocksocketsinterfaceis shown in Figure4.2.Theblksock add functionspeci�es

abuffer sizeto beusedfor blockdatatransfersonaspeci�c socket. Pulsaralwaysusesthe

disk block sizeasthebuffer size. Theblksock send functionsendsa block of dataon a

socket. Theblksock recv functionreceivesablockof datafrom thesocket,andreturnsa

buffer containingthedata.WhenrunningonVMMC, theblockof dataarrivesin thebuffer

directly from thenetwork, with nocopying.

Notethatthereceivercannotspecifyadestinationmemoryaddressfor incomingdata–

theblock socketssystemperformsall allocationof databuffersfor incomingdatablocks.

This is becausetheVMMC systemprearrangesdestinationbuffersbeforethedatais sent,

in orderto avoid copying. A call to blksock recv merelyreturnsthenext �lled destination

buffer, or waitsfor oneto be�lled.
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4.2 Consensus

Groupconsensus[23] is a statein which a group of entitiesagreeon a set of facts. A

Pulsarsystemachievesconsensuswhenasubsetof thenodescometo agreementaboutthe

livenessof eachnodein thesystem.

Groupconsensusis importantto Pulsarbecauseit is thebasisof theepochmechanism.

For ameaningfulepochto beestablished,all of thenodesin thesystem(or a largeenough

subset)mustagreeonwhichnodesarealiveandwhicharenot. Themessagelayerachieves

consensususing a voting algorithm and majority rule.2 The voting algorithm electsa

leader;theleadertheninformsothernodesof thenew epochandits associatedlist of group

members.Pulsarrequiresa majority quorum[91, page271] in orderto preventmultiple

epochsfrom beingestablishedconcurrentlydueto network partition.

4.2.1 VOTEmessages

Oncea nodehasestablisheda numberof socket connectionsto othernodes,it castsa vote

for onenodeto becometheleader. Eachnodecastsits votefor thelowest-indexednodethat

it is connectedto. The nodesendsa VOTEmessageto its chosencandidate;this message

containsthe list of nodesto which thevoter is connected,plus theepochidenti�er of the

mostrecentexpiredepochthe voter is awareof.3 A nodemay vote for itself. Eachvote

expiresafteracertainamountof time(typically from .5 to 5 seconds);eachnoderefreshes

its voteby resendingit beforetheold voteexpires.If anodereceivesamajorityof thevotes

(basedon thenumberof nodesin theoperator's desiredcon�guration), thenodebecomes

theleader.
2The “majority” hereis a majority of the nodesin the operator's currentdesiredcon�guration, not a

majorityof thecurrently-functioningnodes.
3If thevoterhasneverexpiredanepoch,it sendsaninvalid epochidenti�er.
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4.2.2 Clique detection

The leadermust decidewhich nodesare to be included in the new epoch. The main

criterion is that the groupmustform a clique, that is, eachnodein the groupmusthave

a direct connectionto eachother node in the group. Sinceeachvote containsthe set

of nodesto which the voter is connected,the leadercanconstructa connectivity graph.

Theconnectivity graphcontainsonenodefor eachvoter, andanedgefor eachconnection

reportedin the votes. From the connectivity graph,the leadercan calculatethe largest

possibleclique.Thiscalculationis calledthe“max clique” problem,andit is NP-complete.

To avoid thepotentiallylong runningtime of themax-cliquealgorithm,theleaderinstead

runsanapproximationof maxclique.

This “pretty goodclique” algorithmusesconjecturesabouttheexpectedpropertiesof

theconnectivity graphto quickly calculatea large, if not maximum-size,clique. Thekey

observationis thatmostnodesthatmanageto getvotesto theleaderarelikely to have full

connectivity to therestof theliving nodes;thatis, mostof thevotersarelikely to bein the

clique. Thenodeswith the lowestdegree(numberof connections)areunlikely to be in a

largeclique. Thenodeswith thehighestdegreearelikely to bein a largeclique. To �nd a

largeclique,theleader�rst checksto seeif thegraphis aclique. If it is not, it removesthe

nodewith thesmallestdegreeandchecksthegraphagainfor thecliqueproperty, repeating

until the remainingnodesform a clique. In mostrealisticcases,this algorithm�nds the

maxcliqueandtakesO(n3) time. Forpurposesof establishingconsensus,it is not important

thatthecliquebea majority of thenodes;it is suf�cient that theleaderreceive votesfrom

amajority.

4.2.3 EPOCHmessages

Oncetheleaderhascalculatedthegroupmembership(theclique),it mustnotify themem-

bersof their inclusionin thegroup. It doessowith anEPOCHmessagesentto eachclique
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member, which containsanintegerepochidenti�er (which is themaximumof theexpired

epochidenti�ers givenin theVOTEmessages,plusone)anda list of thenodesin theepoch.

The EPOCHmessage,like the VOTEmessage,expiresafter a certainamountof time has

elapsed(normally between.5 to 5 seconds).The leadermust refreshEPOCHmessages

beforethey expire to avoid triggeringanew epoch.

4.2.4 Changingand expiring votes

Whennodesfail or recover (asdetectedby socket error conditions),votersmay wish to

changethe node-listsin their votes,or changewhich nodethey vote for, and the leader

maywantto adjustthegroupmembershipto re�ect newly receivedvotes.If anodewishes

to changethe node-listin its vote (perhapsbecausea nodehasfailed or recovered),but

still vote for the sameleader, it simply sendsthe new vote to the leader. The leader

updatesits connectivity graphwith the new information. If the clique is not changedby

thenew information,theleaderallowsthecurrentepochto continue.Otherwise,theleader

establishesanew epoch(seebelow).

If a nodewishesto vote for a new leader(becausea bettercandidatehaspresented

itself), it must wait for its old vote to expire at the old leaderbeforesendinga vote to

thenew candidate.This delayis necessaryto preventtwo nodesfrom believing they have

receiveda vote from the samevoter. If thenew candidateis electedby a majority of the

nodes,it startsa new epoch. On the other hand,if the old leaderwins the election, it

startsa new epochwhich doesnot includethe nodewhich changedits vote – the clique

algorithmensuresthat epochsincludeonly nodeswhich votedfor that epoch's leader. It

is alsopossiblefor thereto beno winner, in which casethevoting processrepeatsuntil a

leadercanbefound.
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If theleaderwantsto establisha new epochbecauseof changesto thegroupmember-

ship(clique), it mustwait for theold EPOCHmessagesto expire. This ensuresthatno two

nodescansimultaneouslybelievethattwo differentepochsarealive.4

If a voteexpiresat the leader(dueto a votercrash,network congestion,etc.),andthe

voter is a memberof thecurrentepoch,thentheleaderre-runsthecliquealgorithmbased

on theremainingunexpiredvotes.If this resultsin anew clique,thentheleaderallowsthe

currentepochto expire andsendsa roundof EPOCHmessagescontainingthe new group

membership.If themissingvotearrivesduringthis waiting period(beforethenew EPOCH

messagesaresent),thenthe latevotermaybe includedin the “new” group. In this case,

eventhoughthegroupmembershiphasnotchanged,therewill beanew epoch.

Likewise, if an EPOCHmessageexpires(dueto leadercrash,network delaysor other

causes),the nodewhich shouldhave received the messageimmediatelyinvalidatesthe

epoch(locally, not systemwide).Subsequentvotessentby the nodewill containa max-

expired-epochnumberequalto the leader's notionof thecurrentepoch.Whenthe leader

receivessucha vote, it establishesa new epochby allowing the old EPOCHmessagesto

expire, then sendinga new round of EPOCHmessagescontaininga new (higher) epoch

identi�er.

A nodemayendanepoch(by incrementingthemax-expired-epochnumberin its vote)

for otherreasonsbesidesa lateEPOCHmessage.For example,whenthecon�gurationlayer

reportsthat a new con�guration is available,the currentepochends. Additionally, other

layers(including the application)may end the currentepochby calling the kill epoch

functionin themessagelayer; this is usefulwhenlayer-speci�c failuresaredetected(e.g.,

disk failure).

4For this to work, messagesmustbedeliveredwithin aboundedtime.
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void *get msg buf(bytes)
send(nodeid, msg buf, epochid, layerid)
recv(nodeid, buffer, bytes, epochid, layerid)

Figure4.3: Messaginginterface.

4.3 Messagedelivery

Oncean epochhasbeenestablished,the messagelayer may begin to transportmessages

on behalfof otherlayersin thesystem.As shown in Figure4.1,every Pulsarmessageis

taggedwith theepochidenti�er. A messagemaybereceivedonly in theepochin which it

wassent.Whenanepochends,all undeliveredmessagestaggedwith thatepochidenti�er

arediscarded.If it desires,thesendermayretransmitthemessagein thenext epoch.

4.3.1 Messaginginterface

Figure4.3showstheinterfaceusedbyPulsar'supperlayerstosendmessages.get msg buf

returnsa messagebuffer large enoughto hold a payloadof the given size. The message

buffer hasspaceallocatedfor the20-bytepacketheader, but thepointerit returnspointsto

themessage'spayloadarea,whichtheusercan�ll with appropriatedata.Givendestination

nodeandlayer identi�ers, a messagebuffer anda valid epochidenti�er, send �lls in the

packet header's �elds5 andsendsthemessage.The layer identi�er indicatesthesoftware

layerat which themessageis to bereceived(storagelayer, coherencelayer, etc.). Calling

recv blocksuntil thepropernumberof bytesareavailablefrom thegivennodeandlayer.

Thedatais thencopiedinto thegivenbuffer.

Both send andrecv indicatean “invalid epoch”error conditionif thegivenepochis

not thecurrentepoch.In thecaseof recv , thiscanbeafterthecall hasblockedfor awhile;

this indicatesthattheepochendedwhile therecv call waswaiting for data.

5Thepacket's typeis USER.
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sendblk(nodeid, msg buf, block, epochid, layerid)
void *recvblk(nodeid, epochid, layerid)

Figure4.4: Block messaginginterface.

4.3.2 Block messaginginterface

Themessagelayeralsoallows upperlayersto sendblocksof data,therebyexploiting the

underlyingblocksocketsmechanism.Theinterfaceexportedby themessagelayeris shown

in Figure4.4.

Whensendinga block of data,the usermustalsosendan ordinarymessageusinga

buffer allocatedby get msg buf . This allows somecontrol information to precedethe

block. The requirementto senda messagewith the datablock is not a burden; on the

contrary, all Pulsarlayerssendadditionalcontrol informationwith datablocksanyway. In

additionto the destinationnode,the messagebuffer, andthe datablock, the sendermust

specifyepochand layer identi�ers. Theseareusedthe sameway they are for ordinary

messages.Onedifferenceis that thepacket usestheBLOCKmessagetype,to indicatethat

a datablock follows themessage.As is thecasein thelower level block socketsinterface,

receiving adatablockreturnsapointerto ablockallocatedby thesystemto avoid copying.

4.4 Summary

This chapterhaspresentedtheconsensusandmessagingmechanismsof Pulsar's message

layer. Pulsarachievesgroupconsensususinga voting algorithmwith a majority quorum;

whenconsensusis reached,a new epochbegins. Nodesrefreshtheir votesperiodicallyto

indicatetheir continuedliveness.During an epoch,the messagelayer providespoint-to-

point messagingservicesto theotherlayersin thePulsarsystem.Thesemessagesmaybe

smallcontrolpackets,or largeblock transfers.



Chapter 5

Disk accessand mirr oring

Thestoragelayer is responsiblefor all accessto disks. Using thestoragelayer, any node

may reador write any disk in the system.Accessis at disk block granularity.1 Like the

otherlayersin thePulsarsystem,thestoragelayerusesepochsto providegoodbehavior in

thepresenceof componentfailures.

If directedto dosoby theoperator, thestoragelayerperformsdiskmirroring. Mirroring

is thestoringof dataon two disksinsteadof one. Mirroring providesbothreliability and

availability. Mirrored disksarereliable becausethe permanentlossof onedisk (through

headcrash,naturaldisaster, humanerror, etc.)doesnotcausedataloss:anotherup-to-date

copy of the dataexists. Mirrored disksareavailablebecausethe temporarylossof one

disk (throughmachinecrash,power failure, etc.) doesnot halt the system:progresscan

continueon theremainingdisk.

A morecomplex alternative to mirroring is RAID [74], a redundant-storagescheme

whichstorestheparityof astripeof severaldiskblocksontoasingleredundantdiskblock.

RAID is morespace-ef�cient thanmirroring. Both mirroring andRAID remainavailable

afterthelossof asingledisk.

1The sizeof a disk block is setby theoperator, andmay be any power of two larger that256bytes. A
typical disk block sizeis 4 kilobytes. Performancetendsto increasewith block size,but �le systemsusing
largeblocksizessuffer from internalfragmentation,particularlyfor small�les.

53
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void *read block(vdevid, blockid, epochid)
write block(vdevid, blockid, buffer, epochid)

Figure5.1: Virtual disk interface.

Althoughnothingin Pulsar's designpreventstheimplementationor useof RAID, Pul-

sarusesmirroring insteadof RAID for reasonsof simplicity andperformance.Mirroring

is simplerthanRAID, andits behavior underfault conditionsis easierto understand.In

addition, RAID exhibits poor write performancebecauseof parity recalculation,which

involvesreadingthe target block andparity block beforewriting out the modi�ed target

block andthenew parity. In addition,aftera disk hasbeenlost, readsof themissingdisk

show poorperformancebecausea full stripeaccessandparitycalculationarerequired.

5.1 Virtual disks

Thestoragelayerprovidesavirtual diskabstractionto thelayersabove. A virtual disk is a

sequenceof individually accessiblediskblocks.Eachvirtual disk is backedby oneor two

physicaldisks,dependingon whetherthevirtual disk is mirrored.

Thestoragelayerpartitionseachphysicaldisk into two parts:themetadatapartandthe

datapart.Themetadatapartcontainsasuperblockdescribingthephysicaldisk,plusspace

for theon-disklogs(seeSection5.4.2). Thedatapartcontainsthestoreddata.Blocks in

thevirtual diskmapdirectly into thedatapartof thebackingphysicaldisks.Thereforethe

sizeof an virtual disk is somewhat smallerthanthe minimum of the sizesof its backing

physicaldisks.

Figure5.1 shows the storagelayer's virtual disk accessinterface. In this interface,a

virtual disk is speci�ed by a 32-bit virtual disk identi�er, or vdevid . The block being

accessedis speci�ed by a 32-bit block number, or blockid . Blockson a virtual disk are
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denselynumberedstartingat zero. Both read block andwrite block block thecalling

threaduntil theoperationcompletes.

The epochid parameterspeci�esthecurrently-active epoch;if epochid is invalid, or

if thecurrentepochendswhile theoperationis in progress,theoperationaborts,yielding

an“invalid epoch”errorcode.It is thecaller's responsibilityto call thefunctionagainif it

wantsto retry theoperationin asubsequentepoch.

For write operations,thedatais guaranteedto beon stablestorageif thewrite block

call completessuccessfully. If anend-of-epocherroroccurs,theoperationmayor maynot

have completed.If thevirtual disk is mirrored,the implementationguaranteesthateither

bothdiskshavebeenupdatedor neitherhas(seeSection5.5).

5.2 Readingdisks

The implementationof read block is straightforward for both mirroredandunmirrored

virtual disks: the datais readfrom oneof the virtual disk's backingphysicaldisks. To

do this, the systemusesthe currentepoch's con�guration information to determinethe

physicaldisk identi�ers (pdevid s)of thebackingphysicaldisks.If oneof thedisksis local

to thecaller, or if thereis only onephysicaldisk (i.e. thevirtual disk is unmirrored),the

systemchoosesit; otherwiseit selectsoneof thebackingphysicaldisksarbitrarily. Using

the messagelayer's communicationfacilities, the caller sendsa readrequestmessageto

thenodehostingthechosenphysicaldisk.2 Therecipientnodethenreadstheblock from

its local disk andsendsbackthedatain a readreplymessage.Thenread block returns

thedatato its caller.

Thereadrequestmessagecontainstheblock'sphysicaladdress(pdevid , blockid ) and

thecurrentepochid . Thereadreply containsthesameinformationplus theblock's data.

2If thecalleranddiskarecolocated,noactualmessagesaresent,but theprinciplesof theimplementation
areunchanged.
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If theepochendsatany pointduringthisprocess,theoperationis abortedandread block

returnstheend-of-epocherror to its caller. If theendof theepochis detectedat thenode

hostingthe disk (the recipientof the readrequest),no readreply messageis sent; the

operationis simply discarded.Theepoch-establishmentmechanismsof themessagelayer

ensurethatthecaller's node(thesenderof thereadrequest)will eventuallyalsodetectthe

endof theepochandreturntheend-of-epocherror to thecalling thread.This propertyof

the epochmodelsimpli�es the messageprotocolby eliminatingthe needfor any type of

cleanupmechanism.

5.3 Writing unmirr oreddisks

The implementationof write block is straightforward for unmirroredvirtual disks,and

resemblesthe implementationof read block . To write an unmirroreddisk, the caller's

nodesendsa physicalwrite requestto the nodewhich hoststhe backingphysicaldisk.

Therequestcontainstheblock address(pdevid , blockid ), thecurrentepochid , andthe

block'sdata.Therecipientof therequestwritestheblockto disk;whenthedatais safelyon

disk,therecipientsendsawrite replymessagebackto thesender. As in thereadcase,if the

epochendsbeforetheoperationis complete,theoperationis discardedandwrite block

returnsanend-of-epocherror. In this casetheblock mayor maynot have beenwritten to

disk; it is up to thecallerto retry thewrite operationin thenext epochif it sodesires.

Theoperationdescribedabove is calleda physicalwrite. Physicalwritesareusedasa

subroutinefor writing mirroreddisks(seebelow).

5.4 Writing mirr oreddisks

Writing to a mirroreddisk is dif�cult, becausean untimely crashcould result in the two

disksbecomingdifferent from eachother. At the beginning of eachepoch,the storage
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layermustensurethatthetwo disksof a mirroredpair areidentical;this processis known

asreconciliation. Oneway to do reconciliationis to copy theentirecontentsof onedisk

to theotherat thebeginningof every epoch.This solutionis unacceptablebecauseof the

lengthof time suchanoperationwould take,especiallyin anenvironmentwith potentially

hundredsof disks.

Instead,Pulsarusesloggingto recordtheblocknumbersof diskblockswhichareunder

modi�cation. If thereis acrash,thenduringthesubsequentreconciliation,only theblocks

mentionedin the log needto be copied. This techniquedramaticallyreducesthenumber

of blockswhich mustbe reconciled,but at the costof requiringa synchronouslog write

beforeeachupdate.

5.4.1 Generalmirr oredwrite procedure

Whenwrite block is calledfor ablockonamirroredvirtual disk, thecaller'snodesends

avirtual write requestmessageto a nodethathostsoneof thebackingphysicaldisks.The

recipientof the virtual write requestthen logs the blockid on its local disk. Whenthe

log entry is complete,the recipientnodeusesthe physicalwrite procedure(Section5.3)

to write theblock to its local disk andthe remotereplica(if it is availablein this epoch).

Writing thelocalandremotedatablocksoccursin parallel.Whenthephysicalwrite(s)are

complete,therecipientnodesendsa virtual write replymessagebackto thecaller's node.

Thenthewrite block call returnsto thecaller.

As in the previous cases,if the epochendsbeforethe operationhascompleted,the

operationis discardedandwrite block returnsthe end-of-epocherror. If this happens,

it is possiblethat thetwo replicascouldbeout of sync;however, therecovery procedures

will reconcilethereplicasat thebeginningof asubsequentepoch.
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5.4.2 Logging

To speedreconciliation,Pulsarusesa write-aheadlog to recordthe identitiesof blocks

undergoingupdate.Pulsarusestwo differentmethodsfor logging,dependingonhow many

replicasareavailablein theepoch.If bothreplicasareavailable,thenPulsarneedonly keep

log entrieson diskwhile theblocksin questionarebeingwritten. Onceawrite completes,

thelog entrycanberemoved. If thereis a crash,theexpectednumberof blocksthatmust

becopiedis limited to thenumberof write operationsthatwerein progressat thetime of

thecrash.

However, if only onereplicais available,Pulsarmustrecordeachblockthatis updated,

andit mustretainthis informationuntil theotherreplicabecomesavailableagain. When

theotherreplicarecovers,thenumberof blockswhich mustbecopiedis equalto thetotal

numberof distinctblockswhich werewritten duringthe“solo” period.

Thesetwo differentsetsof requirementsfor loggingdemandtwo differentimplemen-

tationsof the log: one implementationfor the “normal mode”, when both replicasare

available,andanotherimplementationfor “solo mode”,whenonly onereplicais available.

5.4.3 Normal mode

In normalmode(both replicasavailable),the log needsto hold the setof mirroredwrite

operationsthatarecurrentlyin progress.Sincethelog doesnot needto grow inde�nitely,

thestoragelayerusesasinglediskblockfor thelog. If thelog block�lls, furtheroperations

arestalleduntil spacebecomesavailable.

Eachlog entryconsistsof a32-bitdiskblock identi�er (blockid ). If ablock is 4 kB in

size,thenthelog canhold1024operationsatatime. Pulsarkeepsacopy of thelog blockin

memoryandmakesmodi�cations to thelog block in memory�rst. Thesystemforcesthe

log block to disk beforeeachmirroredwrite. Sincethelog is only a singleblock,clearing

log entriesis almostfree, becausePulsarcanclear log entrieswith the samedisk write
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thatit usesto addnew entries.Thus,no diskwrite operationsarededicatedto clearinglog

entries.

Becausemany diskblocksexhibit considerabletemporallocality, onepossiblelogging

optimizationis lazy clearingof log entries[59]. Insteadof clearinga log entryassoonas

a mirroredwrite completes,thesystemcanleave the log entriesin placea little longer. If

thesameblock is writtenagain,thelog doesnotneedto berewritten,becausethelog entry

is alreadyon disk. This savesa synchronousdisk write operation.Theentriesin the log

block canbemanagedlike a cache,with anappropriatereplacementpolicy suchasLRU.

It is importantto note,however, thatreconciliationtime increaseslinearlywith thenumber

of log entries.Lazy log entryclearinghasnotbeenimplementedin Pulsar.

Becausethestoragelayer's log �ts in asinglediskblock,anappropriateon-diskcache

mechanismcanbeusedtopreventlog writesfrom incurringthelatency normallyassociated

with a synchronousdisk write. If thedisk's cache(trackbuffer) is battery-backed [79], a

smallwrite operationcanreturnimmediately, with no seekor rotationaldelay, aslong as

thereis suf�cient spaceavailablein thecache.If the disk allows thestoragelayer to pin

the log block into the on-diskcachesuchthat cachespaceis guaranteedfor that block,

thenthelatency penaltyfor loggingbecomesverysmall.Althoughcurrentdisksdonotyet

offer acache-pinfeature,suchafeatureis notcomputationallyexpensiveandwouldnotbe

dif�cult for a disk manufacturerto implement.Certainlyit is cheapcomparedto schemes

suchasnetwork-attachedsecuredisks[39], active disks[1] or thedisk-hosteddistributed

lock managerusedby Sistina[75].

5.4.4 Solomode

Whenonly onediskof amirroredpair is available,Pulsarusesabitmapto log writes.There

is onebit in thebitmapperdiskblock; initially, eachbit in thebitmapis cleared.Eachtime

a block is written, thecorrespondingbit is set.No bits arecleared,becauseeventuallythe
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partnerdisk may recover, andto reconcileit, Pulsarneedsto know the identity of every

blockwhich wasupdatedon thelivesolodisk.

Thestoragelayerkeepsthebitmapin memoryaswell ason disk. For a 128GB disk

with 4 kB blocks,4 MB of bitmapspaceis required,or 1024blocks.

5.5 Recovery

Thestoragelayer's recoveryprocesshasthreesteps:statedetermination,winnerselection,

andreconciliation.Statedeterminationis theprocessof decidingwhetherthedisksavail-

ablein theepochareup-to-date.If a moreup-to-datedisk existsbut is unavailable(e.g. it

mayresideon a crashednode),thenany availablebut out-of-datedisksarenot allowedto

recover in the epoch.Winner selectionis the processof decidingwhich of two available

replicaswill beusedasthemasterdiskduringreconciliation.Reconciliationis theprocess

of copying blocksbetweenreplicas(from winner to loser) to bring theminto agreement

with eachother.

5.5.1 Statedetermination

At thebeginningof eachepoch,thestoragelayermustdeterminethestateof eachmirrored

disk andperformappropriaterecoveryactions.Thekey goalof this stageof recovery is to

avoid allowing adiskto recover(andmakeprogress)in solomodeif thatdiskis notalready

up-to-date.In particular, in anepochin which only onedisk of a mirror pair is available,

the systemmustnot let that disk recover in solo modeif it is possiblethat the currently-

unavailablereplicahadpreviously recoveredin solo modeitself. If the otherreplicahad

recoveredin solomode,thenthecurrently-availablediskwouldnotbeup-to-date.
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Eachphysicaldisk hasin its superblocka recordof the last epochin which the disk

recovered,andwhethertherecoverywasin mirroredor solomode.At thebeginningof an

epoch,avirtual diskmaybein oneof four possiblestates:

1. Both physicaldisks are available. After winner selectionand reconciliation(see

below), thevirtual disk recoversin normal(mirrored)mode.

2. Onephysicaldisk is available,andit recoveredin thepreviousepoch.Sincethedisk

did not ”miss” an epoch,its partnerdisk could not possiblyhave madeany more

recentsolo-modeprogress.Therefore,thevirtual disk recoversin solomode.

3. Onephysicaldisk is available,andit did not recover in thepreviousepoch,but it did

recover in solomodesincethe otherreplicalast recovered. Although the available

disk missedan epoch,the other replica could not have madeprogressduring the

missedepochbecauseit would not have beenup to date(it would have seencase4

below). Therefore,thevirtual disk recoversin solomode.

4. Onephysicaldisk is available,andit did not recover in thepreviousepoch,andit did

not recover in solomodesincetheotherreplicawaslast available. In this casethe

otherreplicamayhave madesolo-modeprogressin a previousepoch;thereforethe

virtual disk is notallowedto recover, astheavailablephysicaldisk maynot beup to

date.

In the�rst threecasesthevirtual disk is ableto recover in thenew epoch;however, in

the fourth case,the virtual disk cannotrecover. This is desiredbehavior if the currently

availablereplicais actuallyoutof date;thesystemshouldnotproceedin thiscasebecause

to do so would causepastupdateson stablestorageto be lost. SeeFigure5.2 for some

examplesof thesecases.

However, it is also possiblethat the systemmay not make progresseven when the

available replica is up to date. This could occur, for example, if a power outagekills
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Time
Epoch 12

Epoch 13

Epoch 14

Epoch 15

Epoch 16

Replica 1 Replica 2

Figure 5.2: Storagelayer statedetermination. Replicas1 and 2 are both available in
Epoch12. In Epoch13, neither is available. In Epoch14, both are available and the
virtual disk recoversin mirroredmode.In Epoch15, replica1 is availableandrecoversin
solomode.In Epoch16,replica2 is available,but sinceit is notupto date,it is notallowed
to makeprogress.

both replicassimultaneously, and thenoneof the replicasrecoversseveral epochslater,

triggeringcase4 above. Although it hasnot beenimplementedin Pulsar, thereis a way

to reducethe incidenceof thesefalsepositives. Sinceeachepochrequiresa majority

of the nodes,every epochmust have at leastone nodein commonwith the preceding

epoch.Thus,thereis a trail of livenessall theway backto the last time eachreplicalast

successfullyrecovered. If eachnodekeepsa recordof the most recentepochin which

every disk hasrecovered,andthe recordsarepassedto eachmemberof eachnew epoch

andaugmentedover time, then the storagelayer will have enoughinformation to be as

aggressiveaspossibleduringstatedetermination.3

3Onecaveatto this plan is that it requiresthe livenessrecordsto be written to stablestorage.However,
thenodesin anepochmaynothaveany stablestorageatall. Thiscanberemediedby rede�ning thequorum
requirementto bea majorityof thedisksin thesystem,ratherthana majorityof thenodes.
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5.5.2 Winner selection

Even if both disksof the mirroredpair areavailableat the beginning of an epoch,there

is the possibility that they may not be exact replicasof eachother. This situationarises

whenanend-of-epochcondition(or crashof oneof thehostnodes)preventsonedisk from

performingits half of a mirrored update. Sincea half-performedmirrored write is not

reportedcompleteto thecaller, thestoragelayermaychooseeitherto roll backthewrite

or to performit fully, but eitherway, it mustensurethat the disksagree.The processof

bringingthedisksinto agreementis calledreconciliation, but beforethatcanhappen,one

of thedisksmustbechosenasthewinner. Any blockswhich differ betweenthetwo disks

arecopiedfrom thewinnerto theloser.

The winner selectioncodeexaminesthe disks' superblocksto determinethe epoch

in which eachdisk last successfullyreconciled;whichever reconciledmore recently is

declaredthewinner. In thecaseof a tie, thewinneris determinedarbitrarily.

5.5.3 Reconciliation

Oncethewinnerhasbeendetermined,reconciliationbegins. Thesystemmust�nd theset

of all blockswhich maydiffer. Dependingon themodein which eachdisk last operated

(normalor solo),this informationresidesin thesinglelog block or thebitmap.Thesetof

possiblydifferingblocksis theunionof theblocksnamedin thesedatastructures.

To reconcile,thewinnerreadsboth the loser's logsandits own logs,combiningthem

into a setof blocksto becopied.Thewinnerthenreadseachblock in thesetfrom its own

disk andwrites it to the loser's disk usingthephysicalwrite procedurefrom Section5.3.

Whenreconciliationis complete,bothwinnerandlosercleartheir log blocksandbitmaps,

andrecordthe currentepochnumberin their superblocks.Whenall mirroredpairshave

reconciled,the storagelayer signalsthe next higherlayer above (typically the coherence

layer)andbeginsservicingrequests.
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5.6 Summary

This chapterhaspresentedthedisk accessandmirroring mechanismsof Pulsar's storage

layer. The storagelayer implementsvirtual disks, which may be mirrored, and whose

backingphysicaldisksmay resideon any nodein the system. The storagelayer usesa

loggingschemeto ensureatomicityof updatesto mirroreddisks.Duringrecovery, thelogs

allow themirroreddisksto bereconciledef�ciently .



Chapter 6

Cachecoherence

Thecoherencelayeris responsiblefor providing cachecoherentaccessto diskblocks.Like

the layersbelow it, thecoherencelayerusesepochsto delimit time into periodsof stable

con�guration. Eachoperationin thecoherencelayer is taggedwith theepochin which it

originated.

Cachecoherencemeansthat while disk blocksmay be held in memoryat any node,

changesmadeto a block at any nodeare instantly availableon all othernodes. Cache

coherenceensuresthateveryblockoperationusesanup-to-dateversionof theblock.

Pulsar'scoherencelayerborrowssomeconceptsfromdistributedsharedmemory(DSM)

systems[63]. In distributedsharedmemorysystems,memoryon physicallydistinct ma-

chinescanbe treatedas if it weresharedmemoryon a bus-basedmultiprocessor. Soft-

ware implementationsof DSM usememory-managementhardwareto detectaccessesto

“shared”pagesof memory, andshippagesof memoryfrom machineto machineto create

theillusion of a sharedmemory.

To increasethe performanceof DSM systems,researchershave developedrelaxed

consistency models[18, 38,55], which weakentheconsistency guaranteesof theDSM in

returnfor betterperformance.Usersof suchsystemshave learnedto structuretheir appli-

65
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void *readlock(vdevid, blockid, epochid)
void *writelock(vdevid, blockid, epochid)
unlock(vdevid, blockid, epochid)

Figure6.1: Coherencelayerinterface.

cationsto achieve theaffectsof strong(sequential)consistency evenwhentheunderlying

DSM systemexhibitsweaker consistency.

Onesuchweaker consistency model is entry consistency [9]. In entry consistency, a

cachedcopy of a shareddataobjectis not broughtup-to-dateexceptby speci�c requestof

theapplication.This givestheunderlyingDSM wide �e xibility in its updatestrategy, and

increasesperformanceby eliminatingeager(andmostlyunneeded)updates.Thedrawback

to this consistency model is that the programmermustexplicitly notify the DSM system

beforereadingor writing any sharedmemorylocation.

Pulsarusesentry consistency in its coherencelayer, usingthe disk block (typically 4

kilobytes)as the unit of granularity. Beforereadingor writing a cacheddisk block, the

usermustnotify the system,so that the cacheddisk block canbe broughtup-to-datein

local memory. Unlike anentry-consistentDSM system,this pre-accessnoti�cation is not

a signi�cant programmingburden,becausethe expecteduserof the coherencelayer, the

�le system,is alreadycodedin sucha style – beforeaccessingthe datain a disk block,

the�le systemmust�rst readtheblock from thedisk. By combiningtheentry-consistency

noti�cation with the disk-accessoperation,Pulsarachievesa cache-coherentdistributed

shareddiskwithoutsigni�cantly alteringtheprogrammingmodel.

6.1 Coherenceoperations

As shown in Figure6.1, the coherencelayer usesthreeprimary entry points to achieve

cachecoherence.Thereadlock functionacquiresa lock onacachedcopy of adiskblock,
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andreturnsa pointerto the block in local memory. The block may resideon any virtual

disk exportedby the storagelayer, regardlessof physicallocation. The cachedblock is

guaranteedto beup-to-date,andno othernodemaymodify theblock's contentswhile the

readlock is held.Thecallermayreadfrom thecachedblockasoftenasdesired.Whenthe

calleris �nished with theblock, it callsunlock to releasethelock, invalidatingthepointer

to thecachedblock.

Likewise,writelock acquiresa lock on a read-writecopy of a disk block. Thecaller

may readand/orwrite the block, and must call unlock when �nished. The coherence

layerensuresthatatany time thereis only asingleoutstandingwrite lock, or zeroor more

outstandingread locks. Thesesingle-writer-multiple-readersemanticsensurethat each

nodealwaysseesanup-to-datecopy of eachblock.

For blocksthatareto becompletelyoverwritten,thecallermayuseanoptionalargu-

mentwhich instructswritelock to acquirean exclusive read-writelock on a block, but

without fetchingan up-to-datecopy of the block. The no-fetchform of writelock has

betterperformancethantheordinarywritelock andis usefulfor allocatingspacefor new

�les, or fully overwritingblocksof existing �les.

Blocks modi�ed by writelock are not immediatelywritten to disk when they are

unlocked. Instead,they remaindirty in the cache.A dirty block is written to disk when

it agesout of thecache,or at any othertime thecoherencelayer �nds convenient.A user

of the coherencelayer may alsotrigger a disk write with the sync entry point, which is

describedin Chapter7. Thesync functionblocksthecalling threaduntil thegivenblock

is safelywritten to disk.

Dirty blocksmaybesentto othernodesandreador re-modi�ed multiple timesbefore

reachingdisk. This propertyintroducestherisk of datalossshoulda machineor network

link fail. In particular, changesmadeby onenodemaybelost whena differentnodefails.
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Pulsarnoti�es usersof thecoherencelayerwhenever datamayhave beenlost, by starting

anew epoch.

Locks acquiredby readlock or writelock remainvalid acrossepochboundaries.

However, whenan epochends,somerecentlymodi�ed blockswhich have not yet been

written to disk may be lost. Usersof the coherencelayer may usesync to ensurethat

blocksreachstablestoragein a timely manner;if the epochendsbeforethe appropriate

sync callsreturn,thentheusershouldperformtheupdatesagainin thenext epoch.Onthe

otherhand,if inde�nite write-behindis desired,theusercanusedependencesto enforcea

partial orderingon certaindisk writes. For example,the �le systemusesdependencesto

limit theamountof damagethatcanoccurto its datastructuresin a crash.Chapter7 has

moreinformationaboutdependences.

6.2 Coherenceprotocol

The coherencelayer implementsreadandwrite locking with licenses(alsoknown asto-

kens). A nodewhichholdsareadlicensefor ablockmaylock thatblockfor reading(using

readlock ) without sendingany messages.Likewise,a nodeholdinga write licensemay

lock theblock via writelock without sendingmessages.This strategy exploits temporal

locality; blocksthatarefrequentlyaccessedby particularnodescanbere-accessedwithout

incurringany network latency penalties.

Licensesfor a particularblock aregivenout by thatblock's coherencemanager. Each

nodeactsas the coherencemanagerfor someof the blockswhich resideon that node's

disks. Thus,for blocksthat aremirroredon two disks,therearetwo possiblecandidates

for coherencemanager. In thiscaseoneof thenodesactsascoherencemanagerfor theodd

blocksandtheothernodeactsascoherencemanagerfor theevenblocks. Theidentity of

thecoherencemanagerfor any block is thereforeeasilycomputedfrom theblock number

andthesystemcon�gurationinformationfor thecurrentepoch.
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Beforeanodecanacquirealock onablock,thenodemustobtainanappropriatelicense

from thecoherencemanagerby sendinga requestmessage.Thecoherencemanagerwill

eventuallysendbackamessagegrantingthelicense(andcontaininganup-to-datecopy of

theblock, if appropriate).Thenodemaythenhold thelicenseaslongasit wishes,locking

andunlockingtheblock at will, without sendingany messages.Whenthenodeno longer

needsthe license,it may voluntarily relinquishits licenseby sendinga messageto the

coherencemanager. Alternately, thecoherencemanagermaysenda messagerevoking the

license.A nodethatreceivesarevokemessageneednotimmediatelyrelinquishthelicense;

indeed,it mustwait until all of thelocksheldonthatlicensehavebeenreleasedvia unlock

calls.But it musteventuallyrelinquishits licensebackto thecoherencemanager.

Thecoherencemanagerfor a block mustrememberwhich nodeshold which licenses

for theblock. This informationis keptin a hashtable,keyedby block identi�er, calledthe

licensedirectory. Beforegrantinga license,themanagermustcheckthelicensedirectory

to ensurethatno con�icting licensesexist. Any time a licenseis grantedor relinquished,

themanagerupdatesthelicensedirectoryto re�ect thenew state.

Pulsar's useof a licensedirectoryechoesthedirectory-basedcachecoherencemecha-

nismusedby theDASH multiprocessor[60, 61] to implementdistributedsharedmemory

in hardware. In DASH, eachblock of sharedmemoryhasa homenode;the identitiesof

thenodescachingeachblock of memoryarerecordedin thedirectoryat theblock's home

node.Pulsarappliesthis ideato shareddiskblocks.

Pulsar's cache-coherenceprotocolis basedon similar protocolsusedin distributed�le

systemssuchasSprite[69, 71], AFS [49] andEcho[11, 64]. While thesesystemsvary

in thedetailsof thecoherenceprotocol(particularlyin casesof concurrentwrite-sharing),

theirbasicideais thesame:clientsacquirereadandwrite tokensbeforeaccessing�le data,

andthe managersrevoke thesetokenswhenotherclientsrequestcon�icting tokens. An

importantdifferencebetweenthesesystemsandPulsar'scoherencelayeris thegranularity
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Message Sender Meaning
REQ1 Client Requestfor readlicense
REQ2 Client Requestfor write license
GRA1 Manager Grantof readlicense
GRA2 Manager Grantof write license
REV1 Manager Revokedown to readlicense
REV0 Manager Revokedown to no license
REL1 Client Relinquishdown to readlicense
REL0 Client Relinquishdown to no license

Table6.1: Coherenceprotocolmessagetypes

of coherence;in thesesystemsthe granularityis an entire �le, while for Pulsarit is an

individualdiskblock.

6.2.1 Messages

Pulsar's license-based(or token-based)coherenceprotocolhasfour messagetypes,each

with two variations,for a total of eight differentkinds of messages.Table6.1 lists the

messagetypes.

The numbersat the endof the messagenamesrefer to licensetypes. “2” refersto a

write license,“1” refersto a readlicense,and“0” meansno license.TheREQxmessages

arerequestsfor licenses– REQ1is a requestfor a readlicense,andREQ2requestsa write

license. The GRAx messagesgrant licensesin responseto requests.GRA1grantsa read

license,while GRA2grantsa write license. The REVx messagesarecommandsfrom the

managerfor license-holdersto give up their licenses.REV1 means“pleasegive up your

write license,but you may retaina readlicense.” REV0 means“pleasegive up whatever

licenseyou have.” The RELx messagesrelinquishlicenses– REL1 relinquishesa write

licensebut retainsa readlicense,while REL0 relinquishesall licenses.
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6.2.2 Coherenceexample

By way of example,considera Pulsarsystemwith threenodes,A, B andM. NodeM is

thecoherencemanagerfor aparticularblock;nodesA andB actasclientsin thecoherence

protocolfor theblock. At systemboot time, theblock doesnot appearin any caches– it

exists only on the disk at nodeM. SupposeA wantsto readthe block. It sendsa REQ1

messageto M, requestinga readlicenseandacopy of theblock. Uponreceiptof theREQ1

message,M readstheblock from disk into its local cacheandsendsa GRA1messageback

to A, appendinga copy of theblock'scontents.NodeA maynow acquireandreleaseread

locks at will. Later, A wishesto write the block, so it sendsa REQ2messageto M. M

replieswith a GRA2message(no datais appended,asA alreadyhasanup-to-datecopy of

theblock).

Now nodeB wantsto modify theblock,andsoit sendsaREQ2messageto themanager

nodeM. M cannotimmediatelygranta write licenseto B, becauseA holdsa con�icting

license.SoM sendsa REV0messageto A, askingit to relinquishits license.NodeA waits

until theblock is unlocked, thensendsa REL0 messageto themanagerM, appendingthe

block's datato the messageand invalidating the copy in its cache. Upon receiptof the

relinquishmessage,themanagersendsaGRA2messageto nodeB, grantingthelicensethat

it hadpreviously requested.

If nodeA wantsto readagain,it sendsaREQ1to themanagerM. M sendsa REV1to B,

revokingthewrite licensebut leaving B areadlicense.After B respondswith aREL1 (with

thenewly-modi�ed block contentsappended),M cangrantA's requestby sendinga GRA1

andtheblock data.At thispoint,bothA andB have readlicenses.

6.2.3 Protocolstates

Themanagerandclientsarenotallowedto sendarbitrarymessages;requestandrelinquish

messagesmay only be sentby the client, while grantandrevoke messagesmay only be
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State Meaning
N0N No license
N01 No license,readrequested
N02 No license,write requested
N1N Readlicense
N12 Readlicense,write requested
N2N Write license
01N Readlicense,all revoked
012 Readlicense,write requested,all revoked
02N Write license,all revoked
12N Write license,readrevoked

Table6.2: Coherenceprotocolstates.

sentby the coherencemanager. In addition,messagesmaybe sentonly at certaintimes,

dependingon what messageshave alreadybeensentandreceived. For instance,a client

cannotsenda REQ2messageif it alreadyhasa write license,anda managercannotsenda

GRA1messageif it hasnot alreadyreceiveda licenserequest.

Thetypesof messagesthatcanbesentdependonwhatstatethesendingnodeis in with

respectto a givenblock. Thesetof possiblestatesis de�ned by threeproperties.The�rst

propertyis thetypeof licenseheld,which canberepresentedby a 0 for no license,a 1 for

a readlicense,anda2 for awrite license.Second,thereis thetypeof licensethathasbeen

requested,eitherN for no request,1 for a readrequest,and2 for a write request.Third,

thereis thetypeof any outstandingrevocation,eitherNfor norevocation,1 for arevocation

to readlevel, and0 for a full revocation.

A statecanbedescribedby juxtaposingthethreeproperties;by convention,Pulsaruses

the orderingrevocation-license-request. Thereare27 possiblecombinationsof the three

properties.However, sincetherequestpropertymustbeeitherN or a numbergreaterthan

thelicenseproperty, andtherevocationpropertymustbeeitherN or anumberlessthanthe

licenseproperty, thereareonly tenvalid states.They areshown in Table6.2.
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Figure6.2 shows a statetransitiondiagramconstructedfrom thesetenstates;thedia-

gramdisplaysall of themessageswhichcanbesentfrom eachstate.Eachnoderepresents

one of the ten states. An edgeconnectingtwo statesA and B indicatesthat sending

that messagewhile in stateA moves the senderinto stateB. If one assumesthat the

network deliversmessagesinstantly(anincorrectassumption),theneachedgecanalsobe

interpretedasthestatetransitionthatoccursfrom receivinga messageaswell assending

it. Thetransitionsapplyto bothclientandmanagersimultaneously.

6.2.4 Delayedmessages

The protocol given in Figure 6.2 assumesthat messagesare delivered instantaneously.

However, sincemessagestaketimeto bedelivered,it is possiblethatmessagesmightcross

eachotheron thewire. Not only doesthis imply thatmoreedgesareneededin thegraph

to accountfor situationsin which delayedmessagesarrive, it alsoimplies that client and

managermighteachhavedifferentideasof whatstatethey arein.

For example,at boot time, bothclient andmanagerarein stateN0N(no license).The

client sendsa REQ1messageandmovesinto stateN01 (no license,readrequested).The

REQ1messageis still on the wire, andso the client andmanagerare in differentstates.

Eventuallythemessagearrivesat themanager, moving it into stateN01 aswell.

Now supposethat the managergrantsthe client's request;eventuallyboth client and

managermoveto stateN1N(readlicense).Theclient thenwishesto obtaina write license,

andsendsa REQ2message,moving into stateN12 (readlicense,write requested).At the

sametime, themanagersendsa REV0messageandmovesinto state01N (readlicense,all

revoked). At this point therearetwo messageson thewire andtheclient andmanagerare

in differentstates.

WhentheREQ2messagearrivesat themanager, thereis a problem. Thereis no REQ2

edgeadjacentfrom node01N, becausethe client is not allowed to senda REQ2message
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REQ2
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Figure6.2: Statetransitiondiagramfor theinstantaneous-messagemodel.
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while it is in state01N. However, the client didn't breakany rules; it thoughtit was in

stateN1N when it sendsthe REQ2 message.The non-instantaneousnatureof message

delivery meansthat thetransitiondiagrammustcontainsome“extra” edges.Theseedges

correspondnot to messagesthat canbe sent,but to messagesthat may be receivedasa

resultof network delays.Theseedgesarecoloredgrayin Figure6.3,thefull statetransition

diagram.

6.3 Protocolanalysis

Severalprevioussystems[11, 27, 49,54,84] haveusedcoherenceprotocolssimilar to Pul-

sar's, but no thoroughanalysisof theprotocolhasbeenpresented.This sectionexamines

someof thepropertiesof theprotocol.

6.3.1 Global states

Sincethecoherenceprotocolinvolvestwoparties(theclientandthemanager)connectedby

a non-instantaneousnetwork, argumentsaboutonenode's ideaof “state”arenot suf�cient

to verify the protocol. The global statereally consistsof four components:the client's

local state,the manager's local state,the queueof messageson the network destinedfor

theclient,andthequeueof messageson thenetwork destinedfor themanager. Eachnode

canbe in oneof ten local states,andthe two network queuescanbe in an undetermined

numberof statescorrespondingto all thecombinationsof messagesthatmaybein transit

simultaneously. It is not immediatelyclearhow many globalstatesthereare.

6.3.2 Desiredproperties

It would be desirableto demonstratethat the coherenceprotocolhasthe following four

properties:
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Figure 6.3: Statetransition diagramfor the non-instantaneous-messagemodel. Black
edgesindicatetransitionswhich canbemadeby sendinga messageor receiving a prompt
message.Grayedgesindicatetransitionsdueto receiptof adelayedmessage.
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Property 1 Thenumberof global statesis bounded.

Property 2 No message can arrive whenthe recipient is in a statewhich has no edge

correspondingto themessage.

Property 3 In all globalstatesin which thenetworkis empty, bothclientandmanager are

in thesamelocal state.

Property 4 In every global state, the client's local licenselevel never higher than the

manager's local licenselevel.

If Property1 is false,andthenumberof globalstatesis unbounded,thenit is possible

for thequeuesof messagesonthenetwork to grow without limit. 1 Clearly, for theprotocol

to bepractical,Property1 mustbefoundto hold. If Property2 is false,thenthestatetran-

sition diagramis incomplete,becauseit doesnot specifyall of themessageswhich could

bereceivedin eachstate.If Property3 is false,thentheprotocolitself is incorrect,because

the client andmanagermay permanentlydisagreeaboutthe stateof a block. Finally, if

Property4 doesnot hold,a raceconditionexistswherethemanagermayincorrectlygrant

con�icting licenses,becausethemanager's ideaof aclient's licenseis lessthantheclient's

ideaof its own license.

If Property1 holds,thenanexhaustivewalk of theglobalstatespacecanverify Prop-

erties2, 3, and4. Given the numberof statesinvolved, the walk is bestattemptedby a

computerprogram.2

6.3.3 Statewalk program

Thestatewalk programusesthestatetransitiondiagram(adirectedgraph),asetof already-

visitedglobalstates(implementedby a hashtable)anda queueof globalstatesto visit (a

1Thismightbethecaseif, for example,eachmessagereceivedby anodecausedtwo messagesto besent.
2Of course,if Property1 doesnot hold, thenthewalk will never terminate.But it mayterminate,so it' s

worth a try.
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linkedlist) asits primarydatastructures.Thestatequeueis initializedto containtheglobal

statein which the client andmanagerareboth in local stateN0N (no license),andboth

network queuesareempty. Thesetof visitedglobalstatesis likewiseinitialized to contain

thesameinitial stateasits only member.

After initialization,thestatewalk programrepeatedlytakesaglobalstatefrom thestate

queueand, using the statetransitiondiagram,determinesthe set of possiblesuccessor

states. A successorstatecanbe generatedfor eachnon-grayout-edgeof the client and

managerstates;in eachof thesesuccessorstatesonemessageis addedto thenetwork and

thesenderof themessagehasits local stateadvancedaccordingto thetransitiondiagram.

In addition,up to two successorstatescanbe generatedby deliveringmessagesfrom the

two network messagequeues;in thesesuccessorstatesonemessageis removedfrom the

network and the recipienthas its local stateadvancedaccordingto the statetransition

diagram.3 Whenthesetof successorstatesis determined,thesestatesarecomparedagainst

the setof already-visitedstates.Thosesuccessorstateswhich have not beenvisited are

placedin thequeueof statesandarethemselvesaddedto thesetof already-visitedstates.

Thenthestatewalk programselectsa statefrom thequeueandrepeatsthealgorithm. The

algorithmterminateswhenthequeuebecomesempty.

If the algorithmterminateswithout error, thenthe global statespaceis bounded,and

Property1 holds.Property2 mustalsobesatis�edif thealgorithmterminates.In addition,

it is a simplematterto examinethe set of visited statesanddeterminewhetherProper-

ties 3 and4 hold. The statewalk algorithmterminateson the statetransitiondiagramof

Figure6.3. The protocolhas124 uniqueglobal states;theseare listed in AppendixA.

Properties3 and4 hold; in every casewherethenetwork is empty, theclient andmanager

agree,andthe client's ideaof its licenselevel is always lessthanor equalto that of the

manager.

3If thereis no appropriateedgefrom the recipient's local state's nodein the transitiondiagram,then
Property2 is false,andthealgorithmterminateswith anerror.
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6.4 Recovery procedures

Theprecedingdiscussionhasassumedthatall messagesaredeliveredandthat thesystem

remainsstable.Theseassumptionsarereasonableduringan epoch,but they breakdown

at epochboundaries.This sectiondescribeswhat the systemdoeswhenmessages(and

possiblyentirenodes)arelostatepochboundaries.

Whenthesystembeginsrecovery at thestartof a new epoch,someof thenodesmay

still holdcachedcopiesof blocks(andtheir licenses)from thepreviousepoch.Somenodes

from theprevious epochmay have crashedor beenpartitionedaway, taking cacheddirty

disk blockswith them. Still othernodesmay have joined the currentepochafter being

partitionedawayfrom thequorumof nodes,possiblyfor severalepochs.And �nally , some

nodesmayhave justbootedup. Thecoherencelayer's recoverycodemustcopewith all of

theseconditions.

Anotherpotentialdif�culty in recovery concernsthecoherencemanagers.At thestart

of a new epoch,somecoherencemanagersmayretainlicensedirectorydatafrom thepre-

viousepoch.Othercoherencemanagersmayhavecrashedor beenpartitionedaway– and

sobackupcoherencemanagersneedto beidenti�ed. Pulsarusesanunavailablemanager's

mirror partnerasthe backup. However, identifying backupmanagersis not enough;the

contentsof themanagers'licensedirectoriesmustbebroughtinto synchronizationwith the

licensesheldat theclients.

Onestrategy for cachecoherencerecovery is to revoke all locksandlicensesat epoch

boundaries.This is a simple,easy-to-understandstrategy, but it hasa numberof disadvan-

tages. First, all cachesmuststartcold at the beginning of eachepoch. For applications

which cachea lot of read-onlydata(suchas web servers), this implies a large cache-

warmuppenalty. Second,all cacheddirty datais lost at the endof eachepoch. While

judicious use of dependencescan limit the damagethat can occur to �le systemdata

structures,the damagethat doesoccur is generallya disk spaceleak. Leakingspaceis
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acceptableif it occursonly whendatais lostdueto machinecrash,i.e. whentheonly copy

of thedirty datawasin thecacheof a crashedmachine.But if every small con�guration

changeresultsin losingall of thedirty datain all of themachines,thespaceleaksbecome

too large.

Becauseof thesedisadvantages,Pulsarusesatotal-reconstructionstrategy to regenerate

cachecoherenceinformationat thebeginningof eachepoch.Whenanepochbegins, the

managersdiscardall of the informationin their licensedirectories.Then,theclientsthat

weremembersof thepreviousepochinform themanagerswhat licensesthey areholding.

Themanagersreconstructthelicensedirectoriesfrom this information.Clientscontinueto

hold licensesacrossepochboundaries,andany locksheldcontinueto bevalid.

Clientswhich werenot part of the previous epoch(for instance,thoseclientswhich

werepartitionedaway from thegroupfor oneor moreepochs)mustdiscardany licenses

they hold. If any locks were held using theselicenses,thoselocks becomeinvalid. A

client which loseslicensesin this fashioninforms its lock-holdersby returninga “lock

revoked” errorwhentheuserthreadattemptsto unlocktheblock. Theuserthreadcanthen

do whatever is neededto re-dothework it wasattemptingto perform.

Clients “truncate” their statebeforereporting to the managers.They eliminatethe

requestand revoke elementsof the state,always reportingN0N, N1N or N2N. Clients do

this becausesomedetailsof outstandingrequests(suchaswhetheror not to fetcha copy

of theblockwhenacquiringawrite license)arenotcapturedin thestatealone.Truncating

thestateto N0N, N1Nor N2Ndoesnotcauseany additionallossof information.

One problemthat the coherencelayer must overcomeduring recovery involves the

lowerlayers'policy of droppingmessagesattheendof anepoch.Theanalysisgivenabove

shows that if all messagesareeventuallydelivered,thenbothclient andmanagerhave the

samestatewhenever thereareno messageson thewire. However, if somemessagesmay

bedroppedat theendof anepoch,thenwhenthenew epochbegins,theclientandmanager
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maynot bein thesamestate.But sincethemanagersdiscardtheir stateinformationat the

beginningof eachepochandreplaceit with stateinformationprovidedby theclients,the

clients' andmanagers'statesareidenticalaftertherecoveryperiodatthebeginningof each

epoch.

6.5 Summary

This chapterhaspresentedthe cachecoherencemechanismof Pulsar's coherencelayer.

Pulsarusesa license-basedprotocol to implementcachecoherenceat disk block granu-

larity. Eachdisk block hasonenodedesignatedas its coherencemanager;this nodeis

responsiblefor grantingandrevoking licensesbasedon requestsfrom othernodes.For-

mal validationof Pulsar's coherenceprotocoldemonstratesits correctnessunderrealistic

network conditions.At epochboundaries,thecoherencelayerusesa total-reconstruction

techniqueto rebuild thelicensedirectoriesat themanagers.



Chapter 7

Dependences

DependencesareamechanismbywhichthePulsarsystemimpartsapartialorderoncertain

delayedwrites.Dependencesareimplementedby thecoherencelayer;the�le systemlayer

usesdependencesto affect theorderin which dirty in-memoryblocksreachtheir backing

disks.Dependencesareespeciallyusefulfor metadatawrites,whichhavetraditionallybeen

madesynchronousto avoid �le systemcorruptionin the event of a crash. Dependences

allow the�le systemto makedelayedmetadatawrites,while still limiting thedamagethat

canoccurto the�le system'son-diskdatastructuresin acrash.

Section7.1 describesPulsar's implementationof location-independentsynchronous

disk writes. Subsequentsectionsdiscussdelayedmetadatawrites, the semanticsof de-

pendences,andtheir implementationin Pulsar.

7.1 Synchronousdisk writes

Pulsar's coherencelayer providesa sync primitive which writes a dirty block from the

coherencelayer's cachebackto theunderlyingdisk. Figure7.1shows thesync interface.

The�le systemusessync to implementthehigher-level fsync function,but sync 's main

useis asasubroutinefor thedependencemechanismdescribedlaterin this chapter.

82
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sync(vdevid, blockid, epochid)

Figure7.1: Syncinterface.

Thesync functionblocksthecalling threaduntil thegivenblock (speci�edasavirtual

diskandblocknumber)hasreachedstablestorage;if thevirtual diskis mirrored,thesystem

ensuresthat the block is written to both replicasbeforesync returns.The sync function

is locationtransparent:the speci�ed block neednot be cachedat the nodecalling sync ,

andbecausesync usesPulsar's storagelayerto performtheactualdisk writes,theblock's

homedisk(s)maylocatedatany nodein thesystem.As in otherPulsarinterfaces,thegiven

epochid mustbevalid whenthecall is made.If theepochendsbeforethecall returns,then

sync indicatesanend-of-epochcondition;in this casethedisk write mayor maynot have

completed,andthecallermustretry theoperationif it wantsto besure.

When the caller, a up-to-datecachedcopy of the block, and the block's homedisk

areall colocatedon thesamenode,sync is implementedby a straightforwardcall to the

storagelayer. No extramessagesarerequired.However, whentheseelementsarenotall on

thesamenode,messagesmustbesent.In themostgeneralcase,sync mustconnectthree

nodes:thecaller, acurrentlicense-holderfor theblock,andtheblock'scoherencemanager.

Thecallermustbeincludedbecauseit initiatesthesyncandexpectsto benoti�ed whenit

is �nished. A currentlicense-holdermustbe includedbecausean up-to-datecopy of the

dirty block is required.Finally, theblock's coherencemanagermustbe includedbecause

only themanagerknows which nodesarecurrentlicensees.Themessageswhich connect

thethreenodesform Pulsar'ssyncprotocol; Table7.1lists themessagetypes.

Figure7.2showsthesyncalgorithmfor themostgeneralcase.1 Thecallerinitiatesthe

protocolby sendingaSYNCSTARTmessageto themanager. TheSYNCSTARTmessagemay

1In the commoncase,the dirty datais locatedat the nodecalling sync . In this case,the SYNCSTART
messageincludesa copy of theblock,andthesyncprotocolconsistsof only two messages,theSYNCSTART
andtheSYNCDONE.



CHAPTER7. DEPENDENCES 84

Message Sender Receiver Meaning
SYNCSTART Caller Manager Syncthisblock
SYNCDONE Manager Caller Sync�nished
CKPT REQ Manager Licensee Pleasesendbackasnapshot
CKPT REP Licensee Manager Hereis thesnapshot
CKPT FAIL Licensee Manager I no longerhave thisblock

Table7.1: Syncprotocolmessages.

callersendsSYNCSTARTto manager
while datais not local to manager:

managersendsCKPT REQto licensee
licenseesendsCKPT REPor CKPT FAIL to manager

managerwritesblock to diskvia storagelayer
managersendsSYNCDONEto caller

Figure7.2: Syncalgorithm

or maynot includeanup-to-datecopy of theblock,dependingon whetherthecallerhasa

valid license.Whenthemanagerreceivesthesyncrequestmessage,it checksto seeif it has

anup-to-datecopy of theblock; a copy mayhave arrivedwith the SYNCSTARTmessage,

or the managermay have alreadyhada copy in its local cache.If the managerdoesnot

have anup-to-datecopy of theblock, it sendsa CKPT REQmessageto oneof the license-

holdingnodes,requestingasnapshotof theblock. Onreceiptof thecheckpointrequest,the

licenseenormally sendsbacka snapshotof the block in a CKPT REPmessage.However,

it is possiblethat the licenseerelinquishedits licensewhile the CKPT REQmessagewas

en route, in which casethe (now former) licenseerespondswith a CKPT FAIL message,

indicating that the managershouldask anotherlicensee. Eventually, the manager�nds

anup-to-datecopy of theblock andcommitsit to stablestorageusingthestoragelayer's

write block function. Thenthemanagersendsa SYNCDONEmessagebackto thecaller,

endingtheprotocol.
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In someways,Pulsar's syncprotocolresemblesa stripped-down versionof thecoher-

enceprotocol.Theresemblanceis particularlystrikingin themethodbywhichthemanager

requestscheckpointsof blocksfrom thelicenseholders.However, thecoherenceprotocol

is unsuitablefor implementingsync becausethe coherenceprotocolallows blocksto be

locked,which impliespotentiallyunboundedwaiting. Sincethesemanticsof sync do not

allow for inde�nite waiting,aseparateprotocolwith boundedwait timesmustbeused.

7.2 Delayedmetadatawrites

Traditionally, all modi�cationsto diskblockscontainingmetadatahavebeensynchronous:

whenever a �le systemupdatesthe contentsof a metadatablock, it has to wait until

the modi�ed versionof the block is on stablestoragebeforeit can continueoperation.

Traditionally, �le systemshave not implementeddelayedmetadatawrites (also known

asmetadatawrite-behind) becauseleaving metadatablocksdirty in the cacheintroduces

seriousvulnerabilitiesinto thesystem.If a crashpreventssomedelayedmetadatawrites

from reachingstablestorage,thena traditional�le system's on-diskdatastructurescould

becomecorrupt. If this wereto happen,theonly way to repairthe�le systemwould beto

performanexhaustivecrawl of the�le treeduringrebootor recovery, usinga tool suchas

fsck [67].

Figure7.3 shows an example: a new �le beingaddedto a directory. This operation

requirestwo diskwrites,oneto initialize thenew inodeandoneto write thenew directory

entry. However, a crashcouldpreventoneof thewritesreachingdisk. It is imperative that

the initialization of thenew �le' s inodereachdisk beforethewrite to thedirectoryentry.

If the two blockswere to reachdisk in the oppositeorder, thena crashcould causethe

directoryentryto point to anuninitializedblockonthedisk,causing�le systemcorruption.

Many modernproduction�le systems[10, 77, 90, 93, 94] usejournaling asan alter-

native to synchronousmetadatawrites. A journaling�le systemwritesmetadataupdates
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Figure7.3: Making a new �le. Beforemakinga new �le (a); after successfullycreating
the�le (b); aftera crashpreventsthedirectoryentryupdate(c); aftera crashpreventsthe
inodeinitialization (d).

into an on-disk log beforewriting themto their permanentdisk locations. In the event

of a crash,the log is replayed. Journalingpermitsmetadatawrite-behindwhile guaran-

teeingthat metadataupdatesalwayscommit in order. Additionally, somejournaling�le

systemsprovide transactions,thatis, groupsof updateswhich commitor abortatomically.

Somejournaling�le systemslog �le contentsin additionto metadata,providing semantic

guaranteesaboutwrite-behindto user-level software.

The main drawbackto journalingis the additionaldisk traf�c involved in writing the

log. A relatedideais the log-structured�le system[78], in which all dataresidesin the

log permanently, and the datadoesnot have to be copiedto a “permanenthome.” All

writesgoto theendof thelog, whichallowsthe�le systemto usethefull contiguous-write

bandwidthof the disk for normaloperation.However, log-structured�le systemshave a
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signi�cant drawback:when�les aredeleted,thefreedspaceis notavailablefor writing new

databecausea log-structured�le systemmusthave largecontiguousextentsof disk space

for writing the log. To free space,the systemmustgarbage-collectdeaddata,a process

known ascleaning. Cleaningoverheadis proportionalto �le systemwrite activity, and

reducesperformancesigni�cantly [86].

Another methodof metadatawrite-behindis soft updates[35, 36]. This technique

annotateseachin-memorymetadatadisk block with informationdescribingwhatupdates

have beenapplied to it. Using this information, metadataupdatescan be rolled back

without affecting otherdatain the block – hencethe name“soft updates”.Like Pulsar's

dependences,the soft updatestechniquemaintainsa partial orderingbetweenmetadata

updatesand forcesblocks to disk accordingto this ordering. Unlike dependences,soft

updateskeepsits informationat the granularityof the individual metadataitem (suchas

a directoryentry or block pointer)andusesthe rollback mechanismto limit the effects

of cascadingdependency chainsby writing historical versionsof blocks to disk, while

keepingthe currentversionsin the cache. The drawback of the soft updatesapproach

is complexity: every type of metadatain the systemmusthave a hardcodedsoft updates

mechanism[37, 65]. Pulsar's dependencesyield comparableperformanceusinga simple,

generalmechanism.

7.3 Dependencesemantics

An updateu to a cachedblock logically precedesanupdatev if u mustreachdiskbeforev

(or at thesametimeasv). Whenthetwo updatesaffect thesameblock, logicalprecedence

is trivially implied by thetemporalorderingof theupdates:anearlierupdateto theblock

mustreachdiskator beforea laterone.

However, whenupdatesaffectdifferentcachedblocks,it is moredif�cult to ensurethat

oneupdatereachesdisk beforetheother, becauseeitherblock mayageout of cache�rst.
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typedef struct � vdevid, blockid � blockaddr;
dependence(blockaddr A, blockaddr B, epochid)

Figure7.4: Dependenceinterface.

One(expensive)way to ensurethatanupdateto a block A logically precedesanupdateto

a differentblock B is to synchronouslywrite A to disk (via sync ) beforeperformingthe

updateto B. Pulsarprovidesa moreef�cient mechanismfor ensuringlogical precedence,

calleddependences.The �le systemusesthe coherencelayer's dependence function to

establishdependences,andPulsar'ssync algorithmrespectsdependencesby neverwriting

blocksoutof order.

Figure 7.4 shows the interface to the dependencemechanism. A call to

dependence(A, B) 2 establishesadependencefrom blockA to blockB; roughlyspeaking,

this meansthatA will bewritten to disk beforeB. More precisely, a dependencefrom A

to B meansthatall updatesto A madebeforethedependencelogically precedeall updates

to B madeafter the dependence.Figures7.5 and7.6 show the effectsof establishinga

dependence.

Pulsar's �le systemusesdependencesto ensurethat(for instance)a new inodeis fully

initialized andstableon disk beforethedirectoryentrypointing to the inodereachesdisk

– that is, the inodeinitialization logically precedesthe directoryupdate. The traditional

approachfor avoiding a danglingdirectoryentry is to synchronouslywrite the inodeand

then the directory. However, using dependences,the �le systemwrites the inode and

leaves it dirty in the cache,then establishesthe dependence,then writes the directory

entry and leaves it dirty in the cacheaswell, thenreportssuccessto the user. This use

of delayedwritesanddependencesyields�le systemdatastructureintegrity equivalentto

2As in mostPulsarinterfaces,a valid epochid is required,andif theepochendsbeforethedependence
call completes,an“end of epoch”errorconditionis indicated.Therestof this discussionomitsreferenceto
theepochid argumentof dependence .



CHAPTER7. DEPENDENCES 89

Dependence(A, B)

Time

Write 1

Write 2

Write 5

Write 4

Write 3

Write 6

Block B

Block A

Figure 7.5: Dependenceexample. Six delayedwrites are shown, threeeachto cached
blocksA andB. Betweenwrites 3 and4, a dependenceis establishedfrom A to B. This
dependencemeansthat write 2 mustreachdisk beforewrite 5, becausewrite 2 modi�es
blockA beforethedependenceandwrite 5 modi�es B afterthedependence.

Write 1

Write 2

Write 5

Write 4

Write 3

Write 6

Figure7.6: Logical precedencein the exampleof Figure7.5. Becausewrites 2, 4 and6
all modify the sameblock, write 2 logically precedeswrite 4, which logically precedes
write 6. Likewisewrite 1 precedes3, which precedes5. Becauseof thedependence,write
2 logically precedeswrite 5.

that of synchronousmetadatawrites, while avoiding the latency penaltyassociatedwith

synchronouswrites.

It is importantto notethatdependencesarea purelylocal concept:a dependenceonly

affectsupdatesmadeby thenodewhichestablishedthedependence.For example,if node0

makesmodi�cationsto blockA, thennode1 makesadependencefrom blockA to blockB,

then node0 makes modi�cations to block B, the dependencedoesnot prevent B from

reachingdisk beforeA. This is becausethe modi�cations weremadeat a nodedifferent

from theonethatestablishedthedependence.This limitation is not a problemin practice,

becausethe sequenceof updateoperationsrequiredto performa task(suchascreatinga

�le) alwaysoccuron thesamenode.
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7.4 Implementation

Thesetof all dependencesin a Pulsarnode'scachecanbethoughtof asadirectedgraph.3

Eachnodein thegraphrepresentsadiskblock,andeachedgerepresentsadependencefrom

oneblock to another. The edgesenteringa block arecalledthe block's in-dependences,

while theedgesleaving ablockarecalledtheout-dependences.

Pulsar's implementationassociateslists of dependenceswith eachblock in thecache.

Eachblockhastwo dependencelists: onefor in-dependencesandonefor out-dependences.

Eachdependenceappearsin thein-dependenceslist of onenodeandtheout-dependences

list of another.

It is possibleto make dependencesfor blocks which are not currently in the cache.

This caseis actuallyquitecommon:for example,thesystemmaymodify block A, make

a dependencefrom A to B, and thenreadblock B from disk andmodify it. Whenthis

situationarises,Pulsarmakesacacheentrywith invalid contents,andsetsupdependences

as if the block containedactualdata. When the block is later readinto the cache,the

dependenceinformationremainsvalid.

Whensync writesa block to disk, it clearsall of theblock's out-dependences,asthe

conditionsrepresentedby the dependenceshave beenensured.Likewise,beforesending

a block to disk, sync checksto seeif the block hasany in-dependences.If oneor more

in-dependencesexist, thesystemattemptsto syncthedependentblock(s)– syncingablock

clearsall of its out-dependences.If thedependentblocksthemselveshave in-dependences,

thenmorerecursive syncoperationsarerequired. Eventually, whenthe original block's

in-dependencesarecleared,theblockmaybesafelysentto thedisk.

Dependencesarealsoenforcedwhenthesystemsendsa block to anothernode:before

a block maybesentto anothernode,it mustnot have any in- or out-dependences.If there

wereadependencefrom A to B, andeitherA or B weresentto anothernode,thenacrashof

3Actually, thegraphis aDAG. Seethediscussionof dependencecyclesat theendof Section7.4.
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the(only) nodecontainingA wouldleadto asituationwherethemodi�cationsto B survive,

while thoseto A do not, in violation of thedependence.To prevent this from happening,

beforesendingablock to anothernode,thesystemsyncsall of theblock's in-dependences

(thusclearingthem),and,if theblockhasany out-dependences,thesystemsyncstheblock

itself (thusclearingtheout-dependencesaswell).

An alternativeto thesync-before-sendstrategy is to includecopiesof all thedependent

blocks,alongwith arepresentationof relevantdependencesthemselves.While thisstrategy

doesavoid somesynchronousdisk writes, it increaseson-the-wiretransmissiontime and

increasesthe pressureon spacein the cachesystemasa whole. Additionally, the prolif-

erationof dirty copiesof blocksimpliesa morecomplex syncprotocol(whenonecopy is

written to disk, theothercopiesmustbemade“clean”) or redundantdisk writes (asdirty

copiesareredundantlywrittenoneby one).

Another issueto considerinvolvesdependencecycles. If a dependencewere made

from A to B, and then anotherdependencewere madefrom B to A, the systemwould

have no way to know which block to sendto disk �rst. Pulsaravoids this problemby

detectingandeliminatingdependencecyclesbeforethey arecreated.To determinewhether

dependence(A, B) would createa cycle,Pulsarrunsa depth-�rst searchalgorithmstart-

ing atB. If thesearchreachesA, thenthedependencefrom A to B wouldcreateacycle. To

preventthecycle,Pulsarissuesasync operationonblockB. Sinceasync operationclears

all of ablock'sout-dependences,thedependencefrom A to B canbemadesafelywhenthe

sync �nishes.

7.5 Summary

This chapterhaspresentedthe dependencesmechanismof Pulsar's coherencelayer. De-

pendencesallow the�le systemto impartapartialorderoncritical metadataupdates.This
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orderingallows the �le systemto usemetadatawrite-behindto improve its performance

while preservingtheintegrity of theon-diskdatastructures.



Chapter 8

Cluster �le system

Pulsar's �le systemlayerprovidestheclusterapplicationwith acachecoherentsharedtree

of �les, with anepoch-basedmechanismfor notifying theapplicationaboutcon�guration

changes.Theshared�le treeallows theclusterapplicationto create,reador modify �les

on any nodewith full cachecoherence;changesmadeat onenodeimmediatelybecome

visible throughoutthesystem.

Pulsar's �le systemis a researchprototypeintendedto demonstratethe feasibility of

building a fault tolerantcluster�le systemusingthecoherencelayer's sharedlogical disk

interface.As such,it is the leastevolvedof Pulsar's layers.Thesystem's designis based

on theoriginalUnix �le system[8]. Althoughsomechangesarerequiredto accommodate

concurrency andepoch-basedfault tolerance,Pulsar's �le systemcontainsmany familiar

componentssuchasinodes,directories,direct, indirect,anddouble-indirectblocks,free-

lists, superblock,etc. In addition,Pulsar's cluster�le systemusesdependencesto limit

the damagesustainedby the on-disk datastructuresin a crash– althoughsomeblocks

maybeleaked,1 a crashdoesnot compromisetheintegrity of the�le systemitself. Using

1The spaceleak is limited to thoseblocksbeingallocatedor deallocatedat the time of thecrash.From
time to time,agarbagecollectorcleansupblocksleakedby crashes.

93
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int open(path, flags, mode, epochid)
read(fd, buf, bytes)
write(fd, buf, bytes)
lseek(fd, offset, whence)
fsync(fd)
struct fs stat *fstat(fd)
fchmod(fd, mode)
fchown(fd, owner, group)
ftruncate(fd, length)
close(fd)
link(oldname, newname, epochid)
unlink(path, epochid)
mkdir(path, epochid)
rmdir(path, epochid)
struct fs stat *stat(path, epochid)
chmod(path, mode, epochid)
chown(path, owner, group, epochid)

Figure8.1: Cluster�le systeminterface.

dependencesin this way alsoallows the �le systemto recover from a crashimmediately,

withoutanexhaustive fsck -stylecrawl of the�le system.

Therestof thischapterexaminesthe�le systemin detail.Section8.1describesthe�le

systeminterfaceandthe fault tolerancebehavior the applicationcanexpect. Section8.2

givessomeof theguidingprinciplesbehindthe�le system's implementation.Section8.3

discussesthe �le system's on-disk data structures. Section8.4 addressesthe garbage

collector, which cleansupany blocksleakedby crashes.

8.1 Interface

The �le systemlayer provides the usualsetof �le-manipulation operations.Figure8.1

shows thelist of supportedoperations.2 Beforereadingor writing to a �le, theapplication

2ThePulsar�le systemusesa traditional-styleinterfacewhich unfortunatelyimpliesthatall datareador
written mustbe copiedfrom applicationspaceinto Pulsar's cacheandvice versa.A non-copying interface
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must�rst open it. The open function returnsan integral �le descriptorwhich is usedin

subsequentread , write , etc.,calls. Like the Unix �le system,Pulsar's �le systemlayer

imposesnorestrictiononhow many timesa�le maybeopenedconcurrently, or themodes

in which a �le maybesimultaneouslyopened.

Besidesthe �lename andmode,open alsotakesan epochid asan argument. If the

given epochid is invalid, the call to open fails. If the epochid is good and the �le

is successfullyopened,thenthe returned�le descriptorimplicitly indicatesthe epochin

which the�le wasopened.If theepochends,the �le descriptorbecomesinvalid, andany

attemptto useit resultsin anend-of-epocherror. Any writesmadeto the�le sincethelast

successfulfsync operationmaybelost. This is not to saythatall write-behindis lostat the

endof an epoch;the coherencelayer ensuresthat cacheddirty dataremainsvalid across

epochboundaries.An updateis lostonly if it hadnotyetbeencommittedto diskandall of

thein-memorycachedcopiesarelostdueto nodecrashor network partition.

Additionally, in mostof thesituationswheredatais lost, the failurewhich causedthe

loss(e.g.nodecrash)takesthewriter of thedatawith it. For anupdateto belostdueto the

crashof a differentnode,thedatamusthave migratedtherewithout beingwritten to disk

�rst. Thus,only rarelydoesthewriter of dataoutlive its writes.

If theapplicationwishesto guaranteethedurability of its writes,it mustissuea timely

fsync operationafterwriting thedata(andbeforeclosingthe�le, becausefsync requires

a �le descriptor).If theepochendsbeforethefsync call returns,thenthefsync call may

or maynot have succeeded,andthewritesmayor maynot have beenlost. To ensurethe

existenceof thewrites,theapplicationmustre-openthe�le andperformthewritesagain.

suchas that usedby IO-Lite [73] would mapwell onto Pulsar's cachearchitecture,but this hasnot been
implemented.
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8.2 Implementation principles

Althoughit resemblesa traditionaluniprocessor�le systemin many respects,Pulsar's �le

systemis aparallelprogramoperatingon a collectionof distributedvirtual disks.Because

it is a distributedsystem,Pulsardoessomethingsdifferently; thesethingsaresummedup

by thefollowing designprinciples:

Don't write-share blocks Whendifferentnodeswrite a disk block concurrently(or one

readswhile anotherwrites), the coherencelayer must repeatedlyship the block

backandforth betweenthenodes.Becausewrite-sharingentailslargeperformance

penalties,thesystemavoidsit whereverpossible.

Avoid falsesharing Falsesharingoccursif differentPulsarnodesaccessunrelateddata

structureswhich happento residein the samedisk block. If one or both of the

accessesis a write, thenthecoherencelayermusttreattheblock asif it weretruly

write shared.

Write per-nodedata structures To avoid both write sharingand falsesharing,the �le

systemupdatesglobal on-diskdatastructuresasinfrequentlyaspossible. Instead,

thesystemmaintainsper-nodeon-diskdatastructures.

Communicatevia the coherencelayer Insteadof sendingmessages,the �le systemin-

stancesrunningondifferentnodesusethecoherencelayer'sreadlock andwritelock

primitivesto communicateandsynchronize.Avoiding complex messageprotocols

keepsthe�le systemsimple.

Don't usesynchronouswrites Insteadof usingsynchronousdisk writes,thesystemuses

thecoherencelayer's dependence function to impart a partial orderon critical up-

dates.
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Following thesedesignprinciplesallowsthe�le systemto takeadvantageof thecoher-

encelayer's servicesef�ciently .

8.3 Data structur es

Pulsar's �le systemdesignis basedon the original Unix �le system[8]. Pulsar's �le

systemusesconventionalelementssuchasinodes,directories,andasuperblock;moreover,

many traditional�le systemfunctions,suchasbmap andnamei , have analoguesin Pulsar.

However, the �le systemdoesemploy severalunconventionalelements,suchasper-node

free block poolsandon-diskopen�le lists, so that multiple concurrentinstancesof the

�le systemlayer may safely and ef�ciently sharethe on-disk datastructures. Pulsar's

�le systemmodi�es sometraditionaldatastructuresfor thesamereasons.The following

subsectionsdetaileachof the�le system'smajoron-diskdatastructures.

8.3.1 Superblock

In a traditionaluniprocessorUnix �le system,thesuperblockis theroot of the �le tree. It

residesatawell-known locationonthedisk (suchasblock0), soit canalwaysbefound. It

containsdescriptive informationaboutthe �le system,suchasthenumberof freeblocks,

andit containsthedisk addressof theroot directory's inode.Finally, thesuperblockis the

headof thelist of freediskblocks.Pulsarmakesuseof thesuperblockin many of thesame

ways. However, Pulsar's distributed,multithreadednaturemakessomenew demandson

thetraditionalsuperblockstructure.

Onedifferenceis thattherearetypically many disksthatmake up a Pulsar�le system.

At thebeginningof eachepoch,the�le systemmustdeterminewhichof themcontainsthe

superblock.It doesthisby asimplescanof the�rst blockoneachvirtual device,performed

by thenodewith thelowestindex in theepoch(theleader). Thesuperblockis markedby
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a 128-bit cookie(the sameoneusedby the con�g andstoragelayers). If no block with

the correctcookieis found,andall of thevirtual devicesareavailablein theepoch,then

the �le systemassumesthat the storagedevicesareuninitialized. In this casethe leader

initializesanew empty�le systemonthesetof virtual devices,usinganmkfs -likeroutine.

On the otherhand,if a superblockcannotbe found, but oneor morevirtual devicesare

unavailable in the epoch(due to temporarynodefailure or other reasons),then the �le

systemconservatively assumesthat thesuperblockresideson oneof themissingdevices.

In thiscasethe�le systemdoesnot recoverandmustwait until thenext epochto try again.

Pulsar's �lesystem alsomaintainsseveralper-nodedatastructures– freeblock pools,

deallocatedblock pools,open�le lists, andunlinked�le lists. All of thesedatastructures

are disk-resident,and their addressesare recordedin a sectionof the superblockwhich

containsone entry for eachnode. When a new nodejoins a running Pulsarsystem,it

createsanentryfor itself.

8.3.2 Dir ectories

A directoryis a specialkind of �le which contains(�lename, inode-address) pairs.Pulsar

usesa 64-bit (vdevid , blockid ) pair for the inodeaddress�eld. Directoriesmayberead

by userprograms,but maybewrittenonly by the�le system.

Thesuperblockcontainsthedisk addressof theroot directory, which is theroot of the

�le tree– the`/ ' directory. Thedirectorytreeis aglobalstructure;thereis only onecopy of

it andall nodesmustaccessit. In particular, therootdirectoryis accessedonmost�lename

lookups.

Theroot directoryis only rarelywritten,andthusit is normallycachedread-onlyatall

nodes.Thesamegoesfor othershareddirectoriessuchas/usr and/bin .
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Write-shareddirectories(suchas /tmp ) exhibit poor performancein Pulsar. When

possible,theapplicationshouldavoid write-sharingdirectories.Onesolutionfor /tmp is

to createper-nodesubdirectories.

Pulsar's �le systemstoresdirectoryentriesin a simpleunsortedlinear array. Deleted

entriesare marked by an invalid inode address�eld. Searchingdirectories(suchas by

namei ) requiresa linear scanof the directory, a potentiallyexpensive operationfor large

directories.

8.3.3 Inodes

An inode (index node)is an on-disk datarecordwhich describesa �le. A �le' s inode

containsadministrative information aboutthe �le, suchas its size, owner, permissions,

modi�cation time, link count,etc.3 The inodealsocontainsan arrayof the addressesof

the disk blocks which hold the �le' s data. The inode may also containpointersto so-

called indirect and double-indirectblocks, which hold additionaldatablock addresses.

Traditionally, inodesaresmall(128bytesor so)andpackedseveraltoablock. In traditional

uniprocessor�le systems,inodesmayonly resideon certainportionsof thedisk, because

crashrecoveryproceduresmustscanall of theinodesin thesystem.

The inodesin Pulsar's �le systemdiffer from traditionalinodesin severalways. One

differenceis that thedatablock disk addressesare64-bit (vdevid , blockid ) pairs,rather

thansimple32-bit diskblocknumbers.

Anotherdifferenceis thatPulsar's inodesarethesizeof anentireblock; 4 kilobytesin

a typical case.Pulsarincreasesthe sizeof inodesin orderto avoid falsesharing. When

inodesare not expanded,falsesharingoccursif differentPulsarnodesaccessunrelated

inodeswhich happento residein thesamedisk block. If theinodeaccessesareread-only,

thentheblockcontainingthetwo inodesis cachedatbothnodesandperformanceis good.

3Notethat the �le' s nameis not storedin theinode. In Unix-like �le system,each�le mayhave several
names,givenby thedirectorypath(s)at which the�le resides.
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Link Count

File Data
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Mode Accessed
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Direct Block Ptrs
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Modified Changed

630 630

Double Indirect Ptr

Figure8.2: On-disk inodeformat. The left sideshows the inodeformat for a small �le.
Theright sideis theformatfor a large�le. Bothstructuresoccupy anentirediskblock.

But if oneor bothof the inodeaccessesis a write, thenthecoherencelayermustship the

block backandforth betweenthe two nodesbecauseonly onemay legally accessit at a

time. By keepingonly a single inode in a block, Pulsaravoids the situationwheretwo

nodesmodifyingunrelatedinodesmustwrite-shareasingleblock.

Large inodescan lead to much wastedspacewhen �les are small. To combatthis,

Pulsarstoressmall �les inside the inode itself [68]. In addition, sincethe inode's disk

block addressarrayis almostthe sizeof a disk block, Pulsar's �le systemeliminatesthe

inode's indirectblock pointer(apointerto a block full of block pointers),andinsteaduses

adouble-indirectpointer(apointerto ablockfull of pointersto indirectblocks).Figure8.2

showstheinodestructurefor bothsmallandlarge�les.

A Pulsarinode may residein any block on any virtual disk in the system;there is

no needto staticallypartition disks into inode anddatasections. Unlike other �le sys-

tems[66, 92], Pulsar's recovery proceduresdo not rely on readingmagic bit stringsin

inodeblocks,andsoany block is freeto holdeitherdataor aninode.Thispolicy simpli�es
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the�le system,eliminatesinode-to-data-block-ratioproblems,andenablesmoreaggressive

optimizationof freediskspace.

8.3.4 Freelist

Pulsar's list of freeblockscloselyresemblesthetraditionalUnix freelist. Thesuperblock

containsa pointerto the headof the freelist,which is a block �lled with pointersto free

blocks,plus a pointerto thenext block on the freelist. Unlike the traditional�le system,

Pulsar's superblockalsomaintainsa pointer to the tail of the freelist, wheredeallocated

blocksareadded.Bothallocationsanddeallocationsarestagedthroughtheper-nodeblock

pools(seebelow).

Traditionally, thesuperblockalsocontainspointersto a few freeblocks(thefreeblock

pool). WheneveratraditionalUnix �le systemneedsto allocateanew block, it �rst checks

thefreeblock pool in thesuperblock,which is likely to bein core. Only if thefreeblock

poolis emptydoesthesystemgoto theon-diskfreelist(re�lling thesuperblock'sfreeblock

pool in theprocess).

Although thesuperblock-residentfreeblock pool workswell for a traditionalunipro-

cessor�le system,suchan arrangementwould be untenablein Pulsar. Eachnodewould

have to writelock the superblockfor every block allocation. This strategy would cause

unacceptableperformancepenaltiesdueto write sharingof thesuperblock.

Insteadof usinga centralizedfree block pool, Pulsargiveseachnodeits own private

freeblock pool. Theper-nodefreeblock pool is representedon disk asa block containing

pointersto freeblocks. Whena nodeneedsto allocatea block, it takesit from its private

freeblock pool, which is almostalwaysin the local cacheandcanbe writelock edwith

no waiting. Whenanallocationis neededandthefreeblock pool is empty, thefreeblock

pool itself is allocated,andthe �rst nodeof the global free block list is taken asthe new

privatefreeblock pool. This operationrequiresa write lock on thesuperblock,but since
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it happensonly occasionally, theexpenseis acceptable.Similarly, eachnodehasa private

deallocatedblockpool,wheredeallocatedblocksareput. Whenthedeallocatedblockpool

�lls, it is appendedto the free list andthenext block to bedeallocatedis usedasthenew

deallocatedblockpool.

An alternative to Pulsar's designusesonly a singleblock pool per node. This block

pool is usedfor bothallocationanddeallocation.Whentheblock �lls up, it is put backon

theglobalfreelist; whenit empties,anew, full blockpool is takenfrom theglobalfreelist.

This designhasthepotentialfor badperformanceif a seriesof alternatingallocationsand

deallocationsoccuron anempty(or full) block pool. In theworstcases,theglobalfreelist

mustbemodi�ed for eachallocationanddeallocation,leadingto badperformance.Pulsar

usestwo block poolsper node,onefor allocationandonefor deallocation,to avoid this

problem.

8.3.5 Openand unlink ed �les lists

In a traditionalUnix �le system,eachinodehasanopencount,which recordshow many

�le descriptorscurrentlyreferto the�le. This informationis importantbecausein Unix it

is legalto unlink (“delete”)anopen�le. In thiscasethe�le is notactuallydeallocateduntil

it is closed– anextremelyusefulfeaturefor temporary�les.

Storingan opencount in eachinodeis not an option for Pulsar, becauseevery open

operationwould involve acquiringa write lock on the inodeto incrementtheopencount.

Evenif the�le werebeingopenedread-only, updatingtheopencountwould invalidatethe

inodefrom cachessystemwide.

Instead,Pulsarsupportsthe deallocate-on-closesemanticsusing per-nodeopenand

unlinked�les lists. Eachof thesestructuresis a linkedlist of blockscontainingpointersto

theinodesof openedandunlinked�les.
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Whenanodeopensa�le, thesystemaddsits inodeto thenode'sprivateopen�les list.4

Whena �le is closed,its inodeis removedfrom the list. Filesconcurrentlyopenedmore

thanonceappearin thelist multiple times.At thebeginningof eachepoch,all of theopen

�les listsarecleared,becauseall �les areclosedateachepochboundary.

Whenthe lasthardlink to a �le is removed,thesystemaddsits inodeto theunlinked

�les list. The �le is not immediatelydeallocated,becausethe �le may be open. At the

endof eachepoch,all �les areclosed,so thesystemcansafelydeallocateall of the �les

in theunlinked�les list andcleartheentriesfrom the list. If thesystemshouldrun out of

freespacein themiddleof anepoch,thenthesystemcanexamineall of theopen�les lists

on all of the nodesof thesystemto determinewhetherit is safeto deallocate�les in the

unlinked�les list. This is anexpensive job, asit involveswrite-sharingall of theopen�les

lists; thusit is only performedwhenanemergency �le deallocationis necessarydueto low

freespace.

8.4 Garbagecollection

Pulsar'suseof metadatawrite-behindmeansthatacrashmaydamagethe�le system'son-

diskdatastructures.However, dueto Pulsar'sappropriateuseof dependences,thisdamage

is limited to aspaceleak.Consequently, aPulsarsystemdoesnotneedto runa �le system

consistency-checkingtool suchasfsck [67] aftereachcrash.However, it mustperiodically

locateandcollectany leakedspace.

Pulsarcollectsleakedblocksusinga mark-and-sweepgarbagecollector. Thegarbage

collectormarksblocksby maintaininganin-memorybitmapwith onebit for eachblock in

thesystem;initially everybit issettozero.Startingatthesuperblock,thecollectortraverses

the on-diskdatastructuresandmarksall disk blockswhich arereachableby settingthe

4The node's open�les list is likely to be cachedwith a valid write license,so theopen�les list canbe
updatedwithoutwaiting.
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appropriatebits in the bitmap. Reachableblocks include everything in the freelist, the

per-nodedatastructures(freeblock pools,open�les lists,etc.),andtheroot directoryand

all the �les and directorieswhich are transitively reachablefrom it. When the garbage

collectorhas�nished traversingthe �le system,all known blockshave beenaddedto the

bitmap,andany remainingblocksrepresentleakedspace.Thegarbagecollectorthenadds

to thefreelist all blocksnotmarkedin thebitmap.

Pulsar'soriginalgarbagecollectorwassynchronous;no�le systemactivity wasallowed

while thegarbagecollectorwasrunning.Thisallowedthegarbagecollectortouseasimple,

straightforwarddesign.However, in orderto eliminatethedowntimedueto synchronous

garbagecollection,a concurrentgarbagecollectorwasimplemented.

The concurrentcollectorrunsin its own threadat the startof eachepoch.5 Only one

machine,theleaderelectedby themessagelayer, runsthegarbagecollector. Of course,the

leadercanaccessdiskblocksfrom everynode,usingthecoherencelayer.

Themaindif�culty in building theconcurrentgarbagecollectoris thattheon-diskdata

structurescanbemutatedwhile thecollectoris running. Blockswhich aremovedaround

in, or removedfrom, theon-diskdatastructuresduringthegarbagecollectionprocessrun

therisk of notbeingmarked,andthussweptawaywith thegarbageblocks.

For example,supposethe garbagecollector �rst marksall the blocksof a particular

�le. Then,ablock is allocatedfrom thefreelistandappendedto the�le. Thenthegarbage

collectormarksthe blocks in the freelist. Sincethe block appendedto the �le wasnot

marked,thegarbagecollectorplacesit backin thefreelist,corruptingthe�le.

To avoid thisproblem,Pulsar'sgarbagecollectorinstructsall nodesto record(in mem-

ory) which blocksthey moveor removewhile garbagecollectionis in progress.Whenthe

mark phaseof garbagecollectionis complete,eachnodesendsits privatelist of remem-

5This interval is actually too frequent. Becauseleaks are generatedonly by con�guration changes
(failures,new hardware,etc.),thecollectorneedberunonly occasionally, suchasweeklyor monthly.
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beredblocksto thegarbagecollectornode.Thegarbagecollectorincorporatestheseblocks

into its bitmapof markedblocksbeforesweepingtheunmarkedblocks.

8.5 Summary

This chapterhaspresentedPulsar's cluster�le system.The �le systemusesthe facilities

of the coherencelayer to implementa sharedtreeof �les on a collectionof distributed

mirroreddisks. The �le systemusesseveral techniquesto avoid concurrentwrite sharing

andfalsesharing,andit usesdependencesto achieve safemetadatawrite-behind.The�le

system'sdesignallowsnearlyinstantrestartaftera crashor otherfailure,without theneed

to usea scavengingtool suchasfsck . Occasionally, a garbagecollectorcleansup blocks

leakedby crashes.



Chapter 9

Performance

Thischapterpresentstheresultsof experimentsconductedonthePulsarsystem.Theintent

of theexperimentsis to characterizetheperformanceof Pulsar, bothasawholesystemand

asa collectionof individualcomponents.Wherepossible,theperformancecostof eachof

Pulsar's fault tolerancefeaturesis investigatedby oneor moreexperiments.1

9.1 Benchmarks

Theexperimentsusea collectionof six custom-writtenbenchmarkprograms.Thesepro-

gramslink againstthe Pulsarlibrary and act as the applicationlayer. Eachbenchmark

programmayberunin oneof two modes.In “load generator”mode,theprogramproduces

work for thesystem:messages,disk accesses,�le operations,etc. In “passive” mode,the

programdoesnot generateload, but the Pulsarlibrariesactive in its addressspacemay

do work to servicerequestsfrom the load generators.Someof the experimentsinvolve

runningall nodesof the systemin load generatormode. For theseexperimentsboth the

1Typically, theminimumrunningtimeof aseriesof many experimentalrunsis reportedastheresult.The
reasonfor this practiceis that Pulsaris not the exclusive userof the experimentalhardwareenvironment.
Competitionwith otheruserscausedmany runsto take muchlonger thanthey would have on exclusively
ownedhardware.

106
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amountof work and the available resourcesincreaseasnodesare addedto the system;

however, the fraction of disk accesseswhich requirenetwork communicationincreases.

Otherexperimentsinvolve runningonly oneloadgenerator, with severalnodesrunningin

passive modeto servicerequests;in thesecases,scalingthesystemincreasesthe level of

resourceswithout increasingtheamountof work.

9.1.1 Micr obenchmarks

The�rst benchmarkis a simpleprogramcalledpingpong which measuresthe latency of

sendingsmallmessagesbetweennodes.

Thenext four testprogramsaresimplewrite-then-readsequentialdataaccessmicrobench-

marks:

msgbench sendsandthenreceivesblocksof datausingthemessagelayer.

storagebench writesandthenreadsbackblocksof datausingthestoragelayer.

coherencebench writelocksandthenreadlocksblocksof datausingthecoherencelayer.

fsbench sequentiallywritesandthenreadsa �le usingthe�le systemlayer.

The amountof dataeachof the microbenchmarksprocessescanbe speci�ed on the

commandline. Runningthesebenchmarkson identical systemcon�gurations teststhe

relativeperformanceof Pulsar'smessage,storage,coherence,and�le systemlayers.

9.1.2 Syntheticworkload benchmark

A �nal benchmark,andy , is designedto imitatethewidely-usedAndrew �lesystembench-

mark[49]. Like Andrew, andy hasseveralphasesandattemptsto emulateanengineering

workload. Given a tree of C source�les, andy �rst makesa copy of the tree. Then it

readsevery byte of every �le in the copiedtree. In the next phaseit performsa stat
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operation(inoderead)oneach�le in thetree.Finally, andy “compiles”each�le. Because

the Pulsar�le systemis not integratedwith the operatingsystem,andy cannotinvoke a

real compiler. Instead,andy simulatesthe compilationof a directoryof �les by reading

thesource�les andwriting out an“object �le” for each�le read.Eachobject�le is three

timesthesizeof thecorrespondingsource�le. Whenall theobject�les havebeenwritten,

the simulatedcompiler“links” themby readingall the object �les in eachdirectoryand

writing an“executable”�le, with lengthequalto thesumof thelengthsof theobject�les.

The sourcetree usedfor the experimentscontainedapproximately1 MB of datain

about230source�les, in directoriesnestedup to threelevelsdeep.Theandy benchmark

is usedasageneral-purposeloadgeneratorfor severalof theexperiments.

9.2 Hardware

Mostof theexperimentsrunonacollectionof PCsrunningRedHatLinux 9. Eachnodehas

dual1.4GHzPentiumIII processorsand2 GB of mainmemory. Thenodesareconnected

via 100Mb/sswitchedEthernet.Eachnodehasoneor moresparedisks,whichPulsaruses

to hold data.PulsarusestheLinux raw interfaceto accessthesedisks,allowing Pulsarto

avoid the kernelbuffer cache.Experimentswith the Linux dd utility show that the disks

arecapableof reading33.2MB/s andwriting 41.4MB/s usingsequential16 kB requests.

Experimentsusingthisclusteraremarkedasusingthe“1.4 GHzcluster”or notspeci�cally

marked.

A few experimentsrun on a collection of Red Hat Linux 7.1 machines. Each of

thesenodeshasdual 933 MHz PentiumIII processorsand1 GB of main memory. The

othercharacteristicsof thesemachinesare the sameas the previously describedcluster.

Experimentsusingthesemachinesaremarkedasusingthe“933 MHz cluster.”
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9.3 Experiments

Many of the experimentsexplore the effect of systemcon�guration on Pulsar's perfor-

mance.Thesystemcon�guration parametersthatcanbevariedincludeblock size,cache

size,numberof nodes,assignmentof disksto nodes,useof mirroring,etc.Theexperiments

usingtheandy syntheticbenchmarkemploy a wide rangeof block sizes,cachesizes,and

nodecounts. On the otherhand,mostof the microbenchmarkexperimentsuseonly two

or threenodesanda 16 kilobyte block size;additionally, microbenchmarkexperimentsin

which thecoherencelayer is active usea small,32-blockcacheon eachnode. Thesmall

cacheensuresthatmostdisk block readandwrite operationsactuallytouchthedisk. This

propertyis importantwhenstudyingtheoverheadimposedby thevariousPulsarlayers.

9.3.1 Messagelatency

The �rst experimentusesthe pingpong programto testthebasiclatency of themessage

layer in thetestbedhardwareenvironment.Round-triptime for a single-wordPulsarmes-

sageis 51 µs for a self messageand335 µs for a node-to-nodemessage.Self messages

do not use the kernel's network stack, but eachround-trip self messageinvolves four

thread-switchoperations,eachrequiring4.5 µsec. The Linux ping utility reports270µs

averageround-triplatency on the experimentalhardwareenvironment. If this is taken as

the absolutespeedlimit, thenPulsarandTCP togetherimposea 24%latency penaltyon

small internodemessages.

9.3.2 Performanceof layers

The next experimentseriescomparesthe relative performanceof the message,storage,

coherenceand�le systemlayers,in orderto determinetheperformancecostof thefeatures

providedby eachlayer. In eachexperimentonenodeactsasaloadgenerator, while another
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nodehostsone physicaldisk. The four microbenchmarks(msgbench , storagebench ,

coherencebench andfsbench ) arecon�guredto write andthenreadback32MB of data.2

Thecachesizesfor coherencebench andfsbench aresetto smallsizesto ensurethatthe

workingsetwill not�t in cache:onthe1.4GHzcluster, a256-blockcacheis used,whileon

the933Mhz cluster, a 32-blockcacheis used.Eachbenchmarkis con�gured to perform

the individual block readandwrite operationswith a reasonabledegreeof concurrency;

insteadof waiting for eachblock operationto �nish beforeinitiating the next one, the

benchmarksallow severaloutstandingoperationsatonce.Muchof theperformancebene�t

of this techniqueis realizedby allowing just two outstandingoperationsata time;all of the

experimentsallowedup to eightoutstandingoperationsatat time.

Figure9.1 shows thethroughputof thewrite andreadoperationsfor block sizesfrom

4 kB to 32 kB.3 Note that in eachexperiment,all 64 MB of datamustmove acrossthe

network. The100Mb/s network impliesanabsoluteupperlimit of 12.5MB/s; however,

testswith asimplenode-to-nodedatacopying program(onbothclusters)show amaximum

possiblethroughputof 11.2MB/s.

The data in the Figure 9.1 show that, for large sequentialoperations,larger block

size (up to 32 kB) resultsin betterperformance.Eachlayer addssomeoverhead,and

this overheadis exacerbatedby reductionsin blocksize.This trendmakessensebecause

operationsin Pulsaroccurat block granularity, and for a given amountof data,smaller

block sizeresultsin moreoperations,andthusmoreoverhead.However, at large block

sizes,Pulsar's�le systemdeliversapproximately74%of themaximumpossiblethroughput

on the 1.4 GHz cluster, and86% of the maximumpossiblethroughputon the 933 MHz

cluster.
2ThePulsarlayersmayperformadditionalmessaginganddisk I/O to handlemetadata.
3Experimentsusing 64 kB block size on the 933 MHz cluster show a continuationof the trendsin

Figure 9.1. Running theseexperimentson the 1.4 GHz cluster resultsin similar data, but with a few
anomalousdatapointsperhapsrelatedto contentionfor network resourcesby otherusers.
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Figure9.1: Comparisonof Pulsar's layers. The experimentsin the top graphweretaken
on the1.4GHz cluster. Theexperimentsin thebottomgraphweretakenon the933MHz
cluster.
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Differencesin layer-by-layerperformancecanbeexplainedby theextra tasksthateach

layerperformsto provide its features.For examplemsgbench usesPulsar's messagelayer

to senddatabetweentwo nodes,4 while storagebench usesthe storagelayer to access

the remotedisk. The coherencelayer sendstwo additionalsmall protocolmessagesper

disk block reador written – theseare the REQx and REL0 messageswhich requestand

subsequentlyrelinquishlicenses.The �le systemgeneratesa few additionalnetwork and

disk I/O operationswhile handlingmetadatasuchasdirectoriesandinodes.Althoughthe

cacheis too small to hold all of the �le' s data,the relevantmetadataremainin thecache

throughoutthebenchmarkbecausethey areaccessedfrequently. Thusthemetadatablocks

generateadditionalI/O only atwarmup.

As additional layersare employed by more complex benchmarks,performancede-

creases.However, atlargeblocksizes,thedifferencesaresmall:onthe933MHz cluster, the

messagelayeressentiallyutilizesthe link fully, thestoragelayercostsessentiallynothing

(0.6%),thecoherencelayerimposesa further5.7%penalty, andthe�le systemlayercosts

anadditional8.6%performancepenalty. As blocksizeincreases,thenumberof per-block

operationsdecreasesandtheperformancepenaltiesof eachlayerdecrease.

A simplewayto modeltheperformanceof thesemicrobenchmarksis to assumealinear

relationshipbetweenthenumberof blockoperationsz andtherunningtimet.

t 	 k � mz (9.1)

4msgbench usesa simple protocol in which eachblock reador write requiresa network round trip.
A “write” operationinvolves sendinga “write request”messagewhich is the size of one block; it is
acknowledgedby asmall“write reply” message.A “read” operationinvolvessendingasmall“readrequest”
message,which is repliedto with a “read reply” messagewhich is the sizeof oneblock. This protocol is
not themostef�cient way to transferbulk datausingthemessagelayer; however, it resemblesthe request-
responsecommunicationpatternusedby thestoragelayer.
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wherek andm areconstants.In this model,k representsthe amountof time requiredto

process(e.g. reador write) thedataif it wereall in oneblock,andmrepresentstheamount

of overheadrequiredto processeachblock.

If thetotalamountof dataprocesseddoesnot �uctuatewith blocksize,thenthenumber

of blockoperationscanbethoughtof asproportionalto thereciprocalof theblocksizeb:

t 	 k � m
 l � b� (9.2)

for someproportionalityconstantl . Choosinga new constantn 	 ml, the equationbe-

comes:

t 	 k � n� b (9.3)

To determinewhetherthe simplemodeldescribesthe actualbehavior of the system,

executiontime canbe plottedagainstthe reciprocalof the blocksize. Datafrom the 1.4

GHzexperiments(takenfrom Figure9.1)show anextremelygoodlinear�t for msgbench ;

readingandwriting show valuesof k whichcorrespondto 11.15MB/s and11.0MB/s, with

positivevaluesfor n. Experimentswith morecomplex layers�t lesswell. For example,in

the�le system,theblocksizeaffectsnotonly theamountof �le datastoredandtransmitted

in eachblock, but alsothe numberof block pointerswhich �t in eachinodeblock. This

morecomplex interactionbetweenblock sizeandnumberof block operationspulls the

observedbehavior away from thebehavior predictedby thesimplemodel.

Thereareotheraspectsof Pulsar'sdesignwhichaffect therelationshipbetweenbench-

markperformanceandblocksize.Pulsarsendsmultiple independentblockaccessrequests

in parallel. The independentnatureof eachrequestmeansthat the threadschedulercan

reorderthem,leadingto a non-sequentialload beingofferedto the disk. While the load

for theseexperimentsconsistsmostlyof accessto largecontiguousrangesof disk blocks,

Pulsardoesnot exploit this by batchingblock operationstogether. Modifying Pulsarto
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batchtogethersequentialoperationsis feasiblebut not trivial. In particular, modifying the

disk scheduleris not suf�cient – the�le systemwould alsorequiredesignchanges,which

wouldmake it morecloselyresembleanextent-based�le system.

Anothersourceof overheadis threadcontext switches.Pulsar'sAPIs aresynchronous,

meaningthatthecallingthreadblocksuntil arequestedtaskis complete.In orderto overlap

operations—forexample,sothatonedisk operationcanusethedisk while anotherarrives

on thenetwork—it is necessaryto usemultiple threads.Handingoff work from onethread

to anotheris expensive, andthe proportionof total runningtime representedby this cost

increasesasthe amountof work per handoff (i.e., the block size)decreases.Modifying

Pulsarto useanon-threadedexecutionmodelwould requireamajorredesigneffort.

9.3.3 Effectsof storagecon�guration

The next setof experimentsexploresthe performanceof the benchmarkson a variety of

storagecon�gurations. The experimentsusestoragebench to generateload on a single

virtual disk. Thisvirtual disk is implementedin four differentways:

� asinglelocal physicaldisk

� amirroredpairof physicaldisks(onelocal andoneremote)

� asingleremotephysicaldisk

� amirroredpairof remotephysicaldisks

Eachexperimentinvolved 32 MB of datawritten andreadusinga 16 kB block size.

The resultsof the experimentsappearin Figure9.2. For all cases,a very simplemodel

of themaximumavailablethroughputis alsoplotted;themaximumavailablethroughputis

limited toeitherthereador writebandwidthof thediskor themeasurednetwork throughput

of 11.2Mb/s.
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Figure 9.2: Effect of storagecon�guration. The top graph shows measuredread
performanceandcalculatedmaximumpossiblereadperformance.Thebottomgraphshows
measuredwrite performanceandcalculatedmaximumpossiblewrite performance.Thex
axisin eachgraphshows thefour testedcon�gurations:(A) singlelocal physicaldisk, (B)
mirroredpair of physicaldisks,onelocal andoneremote,(C) singleremotephysicaldisk,
(D) mirroredpair of remotephysicaldisks.
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The local unmirroredcaseexhibits good performancefor both readingand writing

becauseno seeksare requiredand the I/O can proceedat closeto maximumraw disk

speeds.

Whenmirroringis introduced,with oneremotereplicaandonelocalreplica,thecritical

pathfor writesincreasesto includea roundtrip network messageover the11.2MB/s link.

All written datamust traversethis link; write performanceis essentiallylimited by the

network. Onethe otherhand,mirroredreadscanbe satis�ed from the local disk, andso

readperformanceresemblesthelocalunmirroredcase.

If only asingleunmirroredremotediskexists,thenall traf�c (bothreadandwrite) must

traversethenetwork. Both readandwrite performancearelimited by the11.2MB/s link.

Whentherearetwo remotemirroreddisks,thebehavior of thesystemis moredif�cult

toanalyze.All databeingreadmusttraversethenetworkonce.However, databeingwritten

is sent�rst to oneof theremotereplicas,wherea log entryis synchronouslywrittento disk

beforethedatablock is simultaneouslywritten to theloggingreplicaandsentto theother

replica.

9.3.4 Effectsof cachesize

To obtaindataabouttheperformanceof theentirePulsarsystemon a morerealisticwork-

load, the next experimentseriesusesthe andy syntheticbenchmarkon con�gurationsof

variousblockandcachesizes.In thisseries,onenodegeneratesload,while asecondnode

hostsasingleunmirroreddisk.

Figure9.3shows theresultsof theexperimentseries.Eachpoint in theplot shows the

runningtime for a givenblock size(from 4 kB to 64 kB) andcachesize(from 32 blocks

to 512blocks). Thelines in the �gure connectexperimentsthathave thesamenumberof

cacheblocks.5 The graphshows a somewhat surprisinglocal performancemaximumat

5Notethatpointsat theright endsof thelineswill havemoretotal cachespacethanpointsat theleft ends
of thelines.
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a block sizeof 16 kB. As expected,reducingblock size6 below 16 kB increasesrunning

time. However, increasingblock sizeabove 16 kB alsohurtsperformance.This is due

to internalfragmentation.Theaverage�le in the andy datasetis 4.3 kB in size. Pulsar's

�le systemstoreseachsmall �le in a separateblock; whenthesystemaccessessmall �les

residingin largeblocks,many unnecessarybytesareaccessedon disk andsentacrossthe

network. Figure9.4 shows this effect by connectingpointsof equalcachesize in MB.

Notethatwhentotalcachespaceis heldconstant,increasingblocksizehurtsperformance.

Figure9.5showsthesamedatawith alinearly-scaledx axis.Theshapeof thecurvesshows

that runningtime increaseslinearly with blocksize,validatingthe internal fragmentation

hypothesis,in which increasesin blocksizeyield no bene�t (most�les �t within a single

4k or 8k block),but insteadincreaseoverheadlinearly.

Onewayto addresstheproblemof internalfragmentationfor small�les while retaining

thegoodcharacteristicsof largeblocksizesfor large �les is to implementvariablegranu-

larity, or extents,for Pulsaroperations.Filescouldbestoredon disk in smallblocks,but

many contiguousblocksmaybespeci�edin asinglediskreador write operation.Notethat

thesimpleapproachof storingmultiple small�les within a singlelargeblock recoversthe

disk spacewhich would have beenlost to internalfragmentation,but it doesnot address

theperformanceproblemsdueto small�les residingin largeblocks.

9.3.5 Dependences

Thenext setof experimentsinvestigatestheeffectsof dependenceson theperformanceof

thePulsarsystem.Eachexperimentrunsontwo nodes,with onenodegeneratingloadwith

andy . Theothernodehasanunmirroreddisk.

The experimentsusethreeimplementationsof dependence . The control experiment

usesthe Pulsarimplementation,asdescribedpreviously in Section7.4. To simulateun-

6andalsocachespace
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Figure 9.6: Performanceof 2-node andy for 16 kB block size. The “Pulsar
implementation”curveshowsperformanceof thenormaldependenceimplementation.The
“sync implementation”curve shows performanceof synchronousmetadatawrites. The
“nop implementation”curveshowsperformanceof unorderedmetadatawrites.

ordereddiskwrites(anunsafepracticebut interestingasabestcase),oneexperimentuses

a no-op implementationof dependence which returnsimmediatelywithout doing any-

thing. To simulatetraditional�le systemmetadatawrites,anotherexperimentimplements

dependence(A, B) by synchronouslywriting A to disk.

Figures9.6 and9.7 displaythe resultsof the experiments.Figure9.6 shows the per-

formanceof the threeimplementationsasa function of the numberof cacheblocks. In

this seriesthe block sizeis held constantat 16 kB. The graphshows that for cachesizes

of 1024blocksandhigher, thePulsarimplementationperformsessentiallythesameasthe

nopdependenceimplementation,andthesyncdependenceimplementationis signi�cantly

slower.
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Figure9.7shows theperformanceof thethreeimplementationsasa functionof block

size. The top graph shows experimentsin which the numberof cacheblocks is held

constantat 256,while thebottomgraphshows experimentsin which thenumberof cache

blocksis heldconstantat 1024.Thedatafor 16 kB block sizein Figure9.7correspondto

the256-and1024-cache-blockdatain Figure9.6. Thegraphsshow that theadvantageof

usingdependencesoversynchronousmetadatawritesincreaseswith decreasingblocksize,

while thepenaltyassociatedwith usingdependencesascomparedwith doingnothingatall

remainssmallandroughlyconstant.

The experimentsshow that dependencesimposea minimal penaltywhen compared

to doing nothing at all (unorderedwrites). The traditional solution, writing metadata

synchronously, imposesa large penalty. Theseresultsindicatethat dependencescanbe

usedto achieveperformancenotmuchworsethanthatof unorderedmetadatawriteswhile

retainingthe�le systemintegrity guaranteesof synchronousmetadatawrites.

9.3.6 Scalability

Thenext experimentusestheandy benchmarkto evaluatetheeffect of scaleon thePulsar

system.Thebenchmarkis run on variouscon�gurations,with differentnumbersof nodes

generatingloadanddifferentnumbersof disksperformingthework. All experimentsuse

16 kB blocksizeanda256blockcachesize.All disksareunmirrored.

Fig 9.8shows therunningtimesof thebenchmarkon con�gurationscontaining3, 4, 6

and8 disks,with loadgeneratedby two to fourteennodesata time.

The datashow that, as expected,executiontime increaseswith the numberof load

generators.The caseswith larger numbersof disksgenerallyoutperformthe caseswith
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File systemcontents Timeto runGC
Empty 204ms

1.2MB andy testdata(155�les) 2064ms
4.8MB andy testdata(620�les) 4940ms

38 MB andy resultdata(1879�les) 17310ms

Table9.1: Performanceof garbagecollection

smallernumbersof disks. This trend becomemore pronouncedas the numberof load

generatorsincreasesbeyondeight.7

9.3.7 Garbagecollection

Thenext setof experimentsexaminestheperformanceof Pulsar's concurrentgarbagecol-

lectionsystem.Theexperimentsuseandy runningonfour nodeswith all nodescon�gured

asloadgenerators.Theseexperimentsrunonathird clusterof 166MHz Pentiummachines

runningMicrosoftWindowsNT, connectedby 10MB/s switchedEthernet.

The experimentsrecordthe time requiredto performa garbagecollectionon an idle

system.Table9.1shows theresults.Sincegarbagecollectionrequiresadisk readfor each

�le, thelargestcasein thetablerequiresat least1879diskreads8, or 7.5MB of data.Three-

quartersof this datamustbereadfrom remotenodes,requiringat least6.9s. Thenetwork

transmissiontime doesnot dominatethe benchmarkbecause,unlike the experimentsin

Section9.3.3,the blocksbeingreadarenot contiguous,andthe readrequestscannotbe

overlappedaswell becausenotall of theaddressesareknown in advance.

Table9.2showstheeffectof garbagecollectionontherunningtimeof the4-nodeandy

benchmark.Theresultsshow thatthegarbagecollector'swork overlapswell with thework

beingdoneby thebenchmark.

7Out of 22 experimentalrunsusingeleven load generatorsandfour disks,onerun produceda running
time of 21.8s. Becausethis point wasnot reproducible,I have plottedthenext fastestreproduciblepoint in
Figure9.8.

8not countingfreelists,directoriesandothermetadata
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RunningGC? Runningtime
No 116s
Yes 117s

Table9.2: Effectof garbagecollectionon 4-nodeandy

9.3.8 Recovery time

Thenext setof experimentsmeasurethetime requiredfor Pulsarto establisha new epoch

andperformrecovery operations.Sincethe recovery operationsvary greatlydepending

on which Pulsarlayersare in useandwhich operationsare in progressat the endof an

previousepoch,it is necessaryto testa varietyof scenarios.The�rst setof measurements

usesa four-nodecon�guration running storagebench . Eachnodehoststwo physical

devices con�gured in mirrored pairs with devices on neighboringnodes. A secondset

of measurementsusesasimilar con�gurationof coherencebench .

Eachrow of Tables9.3 and9.4 givesthe recovery time in ms for a particularsetof

circumstances.In eachcase,threeof the four nodesare in an epochtogether, possibly

with someunsavedwork in progress.A fourth nodeis booted,endingtheepoch.Thefour

nodesestablishanew epoch,andperformrecoveryactions.Theintervalsreportedindicate

the time from the fourth node's �rst contactwith theothernodesuntil all of therecovery

actionsarecomplete.

The �rst row of Table9.3 shows the time for a “null recovery” – a recovery in which

the only work requiredis to expire the old epochand begin a new one. The reported

time dependsheavily on the (con�gurable)vote expiration interval. Several intervalsare

requiredtosafelyendandbegin theepochs.Thesecondrow dealswith thecasewherethere

areafew unreconciledblocksleft overfrom apreviousepoch.In thiscasethestoragelayer

mustreconciletheseblocksduringrecovery, bycopying thembetweenmirrorpartners.The

third row showsacasewherethesystemhasbeenwriting blocksin “solo mode”duringthe

three-nodeepoch.Whenthefourth nodejoins, all of themodi�ed blocksmustbecopied.
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Recoveryactions Recovery time
Epochestablishmentonly 3.93s

Reconcile4 blocks 4.10s
Reconcile1024blocks 8.06s

Table9.3: Recovery time of storagebench

Recoveryactions Recovery time

Epochestablishmentonly 3.96s
Recv10 reports 4.09s

Reconcile1024blocks,recv10 reports 7.88s

Table9.4: Recovery timeof coherencebench

Whenthe “null recovery” overheadis subtracted,thesystemreconcilesabout250blocks

persecond.

Table 9.4 shows two casestestedusing coherencebench . The �rst row shows the

“null recovery” time. The secondrow shows the casewherethereis no dirty datato be

recovered,but therearesomeoutstandinglicenseswhich mustbereported.Sincethereis

no disk activity required,thetime for this caseis similar to the“null recovery” time. The

third row showsasimilarcase,with theadditionof 1024blockcopiesrequiredfor mirrored

disk reconciliation.

9.3.9 Fault tolerance

Thenext setof experimentsusemodi�ed versionsof themicrobenchmarksmsgbench and

fsbench to testPulsar's behavior in the presenceof faults. The experimentsrequiretwo

changesto thebenchmarks.First thebenchmarksmustruncontinuouslyinsteadof exiting

after a �x ed amountof datais processed.Second,the benchmarksneeda randomfault

injection mechanism;this is implementedby forking a threadat startupwhich kills the
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processoneto twenty minuteslater. Eachbenchmarkprocessruns in a shell loop; after

eachinjectedfault, theloop runstheprogramagain.

The�rst experimentusesmsgbench in aneight-nodecon�guration.Theeightmsgbench

processesall runon asingleLinux machine,andthereareno loadgenerators.Thissimple

experimenttestsPulsar's epochestablishmentmechanismsin a controlledenvironment

underno load.Theexperimentrunsfor eighthours;thesystemconsistentlyrecoversfrom

theinjectedfaultsandestablishesnew epochsasexpected.

A similarexperimentusesfsbench in afour-nodecon�guration,with all fourprocesses

runningon a singlemachine.Oneof the nodeshostsa single,unmirorredphysicaldisk,

andtheotherthreenodesgenerateload. Theexperimentrunsfor onehour, andtheresults

are similar to thoseof the previous experiment: the systemconsistentlyrecovers from

the injectedfaultsandtheloadgeneratormakesprogressin successive epochsasthey are

established.The�le system'son-diskdatastructuressuffer no damagefrom faults.

The�nal experimentusesfsbench in a six-nodecon�guration;eachfsbench process

runs on a different machinein the 1.4 Ghz cluster. Two of the six nodesact as load

generators;the otherfour nodeseachhosta singlephysicaldisk. The physicaldisksare

pairedinto two mirroredvirtual devices. Therefore,the systemshouldbe able to make

progressevenif oneof thenodeshostingaphysicaldisk is unavailable.

The experimentruns for 12 hours. During this time the systemis consistentlyable

to recover from faults and continuemaking progresswith whatever physical resources

areavailable; in particular, the mirroring mechanismfunctionsasexpected. During the

experiment,868new epochsareestablished.In general,eachnodecrashgeneratestwo new

epochs:oneis formedby thesurvivorsafterthenodecrashes,andanotheris formedwhen

thenoderestartsandrejoinstherunningsystem.Thefsbench processesarecon�guredto
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crashon averageevery 10.5minutes.Over 12 hours, 
 6 
 12 
 60� 10� 5��	 411crashesare

expected.This is approximatelyhalf of the868establishedepochs.9

9.4 Summary

Pulsaris aresearchprototype,designedfor superiorfault tolerance;tuningfor performance

occurredrelatively latein Pulsar'slife cycle. Theexperimentsdemonstratesomeshortcom-

ingsin Pulsar'sdesignwhichcanbeaddressedby thefollowing modi�cations.All of these

modi�cationsarenontrivial, but nonecon�ict with Pulsar's basicdesignprinciples.

Asynchronousinterfaces Pulsar's performanceis sometimeshurt by having too many

runnablethreads– several hundredthreadsin somecases.This happensbecause

Pulsar'sstorageandcoherencelayerinterfacesaresynchronous;a threadwhichcalls

readlock or writelock mustblockuntil thelock hasbeenacquired.Consequently,

Pulsar's �le systemmustusea differentthreadfor eachblock it wantsto readcon-

currently. Asynchronousversionsof theseinterfaceswould allow the�le systemto

keepthenumberof threadslow.

Variable granularity Pulsar'scachinganddiskaccessgranularityis �x edatasingledisk

block. However, many operations,suchaslargecontiguous�le accesses,canachieve

higherperformanceif they areperformedatcoarsergranularity. Insteadof specifying

a singledisk block, a coarse-grainedoperationspeci�esanextent, that is, a starting

diskaddressandablockcount.In additionto performingasmallernumberof larger

disk accesses,sucha changereducesnetwork traf�c by bundling many coherence

protocolmessagestogether.

9Extraepochsaregeneratedin responseto other(non-injected)faults.For example,oneof thedisksused
in theexperimentwasreturningintermittentreaderrors.
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Requestbatching Oftenthe�le systemwishestoaccessmany noncontiguousdiskblocks,

suchaswhenreadinga fragmented�le whoseblocksarescattered.In this casethe

�le systemmustmakeonerequestperblock(or extent).A betterapproachis to allow

the �le systemto make a singlebatchedrequest,which the coherencelayer breaks

into batchedsubrequestsasneededto distributeor collectthedatafrom othernodes.

Thismodi�cation reducesnetwork traf�c.

Unsynchronizeddisk accessCurrently, the coherencelayer doesnot allow unsynchro-

nizedaccessto diskblocks;everydiskblockmusthaveanappropriatelicensebefore

it canbeaccessed.However, thesemanticsof the �le systemimply thatsometimes

a block may be safelyreador written without a license. For example,blocksthat

appearin a node's free block pool may be safelywritten by that node,becauseno

other nodewill ever reador write thoseblocks. Supportingunsynchronizeddisk

accessin thecoherencelayerreducescoherenceprotocoltraf�c.

Non-copying�le systeminterface Pulsar's traditional �le systeminterfacerequiresthat

all �le datamustbecopiedwhenit is reador written. A betterinterface,suchasthat

usedin IO-Lite [73], allows zero-copy readsandwritesof �les. This interfaceuses

a list of pointersto datain the buffer cache,andmapswell onto Pulsar's lockable

cache.

Modern �le systemdata structures Pulsar's�le systemis basedontheoutdatedUnix �le

system.Usingmoremodern�le systemtechniques[66] canimproveperformancein

anumberof ways.
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Conclusions

ThisdissertationhasdescribedPulsar, asoftwaresystemwhichsupportstheconstructionof

fault tolerantclusterserver applications.Pulsarprovidesmany servicesto theapplication:

con�guration, messaging,group membership,distributeddisk storage,mirroring, cache

coherence,andacluster�le system.Pulsarimplementstheseservicesasaseriesof layers;

themoresophisticatedservicesarebuilt usingthesimplerservices.Theapplicationactsas

thetopmostlayerin thesystem.

Pulsarprovidesfault tolerancethrougha numberof mechanisms:redundantstorage,

failover of critical roles,andef�cient post-fault recovery. Pulsarallows theapplicationto

participatein fault toleranceby dividing time into periodsof stablecon�guration called

epochs. At the beginning of eachepochPulsarperformslayer-by-layer recovery; when

Pulsarhasrecovered,it noti�es theapplicationof thenew epoch.Theapplicationperforms

its own recovery, perhapsrecon�guring itself arounda failed component,and resumes

operation.

Pulsarhasachieved its goalsof fault tolerance,a rich featureset, and simplicity of

implementation.Theprimarycontribution of Pulsaris its demonstrationthat layeredser-

vicesandepoch-basedfault tolerancemechanismsprovide a clean,simpleway to build a

full-featured,general-purpose,fault-tolerantclusterserver. Othercontributionsarisefrom

131
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problemssolved during the designof Pulsar; theseinclude small-log disk replication,

the sharedlogical disk abstraction,an analysisof a popularcachecoherenceprotocol,

dependencesfor �le systemmetadatawrite-behind,and an online �le systemgarbage

collector.



Appendix A

Coherenceprotocolglobal states

This appendixlists the global statesof the coherencelayer's protocol. Eachglobal state

consistsof thelocalstatesof managerandclient,aswell asthelist of on-the-wiremessages

sentby bothmanagerandclient.
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state manager client m msgs c msgs

0 N0N N0N

1 N0N N02 req2

2 N02 N02

3 N2N N02 grant2

4 N2N N2N

5 12N N2N rev1

6 12N 12N

7 12N N1N rel1

8 N1N N1N

9 01N N1N rev0

10 01N 01N

11 01N N0N rel0

12 01N N02 rel0req2

13 01N N01 rel0req1

14 01N N12 rev0 req2

15 012 N12 rev0

16 012 012

17 012 N02 rel0

18 01N 012 req2

19 01N N02 req2rel0

20 01N N0N rev0 rel0

21 N0N N0N rev0

22 N0N N02 rev0 req2

23 N02 N02 rev0

24 N2N N02 rev0grant2
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state manager client m msgs c msgs

25 12N N02 rev0grant2rev1

26 02N N02 rev0grant2rev0

27 N0N N01 rev0 req1

28 N01 N01 rev0

29 N01 N01

30 N1N N01 grant1

31 01N N01 grant1rev0

32 N1N N01 rev0grant1

33 01N N01 rev0grant1rev0

34 01N N02 rev0 rel0req2

35 01N N01 rev0 rel0req1

36 N1N N12 req2

37 N12 N12

38 N2N N12 grant2

39 12N N12 grant2rev1

40 02N N12 grant2rev0

41 N1N N0N rel0

42 N1N N02 rel0req2

43 N1N N01 rel0req1

44 12N N12 rel1req2

45 12N N0N rel1rel0

46 12N N02 rel1rel0req2

47 12N N01 rel1rel0req1

48 12N N1N rev1 rel1

49 N1N N1N rev1
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state manager client m msgs c msgs

50 01N N1N rev1rev0

51 01N N12 rev1rev0 req2

52 012 N12 rev1rev0

53 01N N0N rev1rev0 rel0

54 N0N N0N rev1rev0

55 N0N N02 rev1rev0 req2

56 N02 N02 rev1rev0

57 N2N N02 rev1rev0grant2

58 12N N02 rev1rev0grant2rev1

59 02N N02 rev1rev0grant2rev0

60 N0N N01 rev1rev0 req1

61 N01 N01 rev1rev0

62 N1N N01 rev1rev0grant1

63 01N N01 rev1rev0grant1rev0

64 01N N02 rev1rev0 rel0req2

65 01N N01 rev1rev0 rel0req1

66 N1N N12 rev1 req2

67 N12 N12 rev1

68 N2N N12 rev1grant2

69 12N N12 rev1grant2rev1

70 02N N12 rev1grant2rev0

71 N1N N0N rev1 rel0

72 N0N N0N rev1

73 N0N N02 rev1 req2

74 N02 N02 rev1
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state manager client m msgs c msgs

75 N2N N02 rev1grant2

76 12N N02 rev1grant2rev1

77 02N N02 rev1grant2rev0

78 N0N N01 rev1 req1

79 N01 N01 rev1

80 N1N N01 rev1grant1

81 01N N01 rev1grant1rev0

82 N1N N02 rev1 rel0req2

83 N1N N01 rev1 rel0req1

84 12N N12 rev1 rel1req2

85 12N N0N rev1 rel1rel0

86 12N N02 rev1 rel1rel0req2

87 12N N01 rev1 rel1rel0req1

88 12N N0N rev1 rel0

89 12N N0N rel0

90 12N N02 rel0req2

91 12N N01 rel0req1

92 12N N02 rev1 rel0req2

93 12N N01 rev1 rel0req1

94 02N N2N rev0

95 02N 02N

96 02N N0N rel0

97 02N N02 rel0req2

98 02N N01 rel0req1

99 02N N1N rev0 rel1
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state manager client m msgs c msgs

100 02N 01N rel1

101 02N N0N rel1rel0

102 02N N02 rel1rel0req2

103 02N N01 rel1rel0req1

104 02N N12 rev0 rel1req2

105 02N 012 rel1req2

106 02N N02 rel1req2rel0

107 02N N0N rev0 rel1rel0

108 02N N02 rev0 rel1rel0req2

109 02N N01 rev0 rel1rel0req1

110 02N N0N rev0 rel0

111 02N N02 rev0 rel0req2

112 02N N01 rev0 rel0req1

113 N2N N1N rel1

114 N2N N12 rel1req2

115 N2N N0N rel1rel0

116 N2N N02 rel1rel0req2

117 N2N N01 rel1rel0req1

118 N2N N0N rel0

119 N2N N02 rel0req2

120 N2N N01 rel0req1

121 12N N02 grant2rev1

122 02N N02 grant2rev0

123 N0N N01 req1



Bibliography

[1] A. Acharya,M. Uysal,andJ. Saltz. Active disks: Programmingmodel,algorithms
andevaluation. In Proceedingsof the 8th InternationConferenceon Architectural
Supportfor ProgrammingLanguagesandOperatingSystems, pages81–91,1998.

[2] K. Amiri. Scalableandmanageablestorage systems. PhDthesis,Carnegie Mellon
University, Pittsburgh,Dec.2000.

[3] D. C.Anderson,J.S.Chase,andA. M. Vahdat.Interposedrequestroutingfor scalable
network storage.ACM Transactionson ComputerSystems, 20(1):1–24,Feb. 2002.

[4] T. E. Anderson,M. D. Dahlin, J.M. Neefe,D. A. Patterson,D. S.Roselli,andR. Y.
Wang.Serverlessnetwork �le systems.In Proceedingsof the15thACM Symposium
onOperatingSystemPrinciples, pages109–126,1995.

[5] T. E. Anderson,M. D. Dahlin, J.M. Neefe,D. A. Patterson,D. S.Roselli,andR. Y.
Wang. Serverlessnetwork �le systems.ACM Transactionson ComputerSystems,
14(1):41–79,Feb. 1996.

[6] R. H. Arpaci-Dusseau,E. Anderson,N. Treuhaft,D. E. Culler, J. M. Hellerstein,
D. Patterson,andK. Yelick. ClusterI/O with River: Making the fastcasecommon.
In Proceedingsof the Sixth Workshopon I/O in Parallel and DistributedSystems,
pages10–22,1999.

[7] C. R. Attanasio,M. Butrico, C. A. Polyzois,S.E. Smith,andJ.L. Peterson.Design
andimplementationof a recoverablevirtual shareddisk. Technicalreport,IBM T. J.
WatsonResearchCenter, Yorktown Heights,NY, 1994.

[8] M. J. Bach. TheDesignof the Unix Operating System. Prentice-Hall,Englewood
Clif fs, NJ,1986.

[9] B. N. Bershad,M. J. Zekauskas,and W. A. Sawdon. The Midway distributed
sharedmemorysystem. In Proceedingsof the 38th IEEE InternationalComputer
Conference, pages528–537,Feb. 1993.

[10] S.Best. JFSlog. In Proceedingsof the4th AnnualLinux ShowcaseandConference,
2000.

139



BIBLIOGRAPHY 140

[11] A. D. Birrell, A. Hisgen,C. Jerian,T. Mann, andG. Swart. The Echodistributed
�le system.ResearchReport111,Digital EquipmentCorporationSystemsResearch
Center, Palo Alto, CA, 1993.

[12] M. A. Blumrich,R. D. Alpert, Y. Chen,D. W. Clark,S.N. Damianakis,C. Dubnicki,
E. W. Felten,L. Iftode, K. Li, M. Martonosi,andR. A. Shillner. Designchoicesin
theSHRIMP system:An empiricalstudy. In Proceedingsof the 25th International
Symposiumon ComputerArchitecture, pages330–341,1998.

[13] M. A. Blumrich,K. Li, R. Alpert,C. Dubnicki,E. W. Felten,andJ.Sandberg. Virtual
memorymappednetwork interfacefor theSHRIMPmulticomputer. In Proceedings
of the21stInternationalSymposiumonComputerArchitecture, pages142–153,1994.

[14] N. Boden,D. Cohen,R. Felderman,A. Kulawik, C. Seitz,J. Seizovic, andW. Su.
Myrinet: A gigabit-per-secondlocal-areanetwork. IEEE Micro, pages29–36,Feb.
1995.

[15] S. Brin andL. Page. Anatomyof a large-scalehypertextual web searchengine. In
Proceedingsof theSeventhInternationalWorld WideWebConference, Apr. 1998.

[16] P. Cao,S. B. Lim, S. Venkataraman,andJ. Wilkes. TheTickerTAIP parallelRAID
architecture.ACM Transactionson ComputerSystems, 12(3):236–269,Aug. 1994.

[17] P. H. Carns,W. B. Ligon III, R. B. Ross,andR. Thakur. PVFS:A parallel�le system
for linux clusters.In Proceedingsof the4thAnnualLinuxShowcaseandConference,
pages317–327,2000.

[18] J.B. Carter, J.K. Bennett,andW. Zwaenepoel.Implementationandperformanceof
Munin. In Proceedingsof the13thACM SymposiumonOperatingSystemsPrinciples,
pages152–164,1991.

[19] C. Chao,R. English,D. Jacobson,B. Sears,A. Stepanov, andJ. Wilkes. DataMesh
architecture1.0. TechnicalReportHPL-92-153,HP Laboratories,Palo Alto, CA,
Dec.1992.

[20] S. Chutani,O. T. Anderson,M. L. Kazar, B. W. Leverett,W. A. Mason,andR. N.
Sidebotham.The Episode�le system. In Proceedingsof the 1992USENIXWinter
TechnicalConference, pages43–60,1992.

[21] P. F. Corbett,S. J. Baylor, andD. G. Feitelson. Overview of the Vestaparallel �le
system.ComputerArchitectureNews, 21(5):7–14,Dec.1993.

[22] P. F. CorbettandD. G. Feitelson.TheVestaparallel�le system.ACM Transactions
onComputerSystems, 14(3):225–264,Aug. 1996.



BIBLIOGRAPHY 141

[23] F. Cristian and F. Schmuck. Agreeingon processorgroup membershipin timed
asynchronousdistributed systems. Technical Report CSE95-428,University of
California,SanDiego,CA, 1995.

[24] M. D. Dahlin,R. Y. Wang,T. E.Anderson,andD. A. Patterson.Cooperativecaching:
Usingremoteclient memoryto improve �le systemperformance.In Proceedingsof
the 1st Symposiumon Operating SystemsDesignand Implementation, pages267–
280,1994.

[25] S.N. Damianakis,A. Bilas,C. Dubnicki,andE. W. Felten.Client-server computing
onSHRIMP. IEEEMicro, 17(1):8–18,Feb. 1997.

[26] W. de Jonge,M. F. Kaashoek,andW. C. Hsieh. The logical disk: A new approach
to improving �le systems.In Proceedingsof the14thACM SymposiumonOperating
SystemPrinciples, pages15–28,1993.

[27] M. Devarakonda,B. Kish, andA. Mohindra. Recovery in the calypso�le system.
ACM Transactionson ComputerSystems, 14(3):287–310,Aug. 1996.

[28] P. C.DibbleandM. L. Scott.Beyondstriping:TheBridgemultiprocessor�le system.
ComputerArchitectureNews, 17(5):32–39,Sept.1989.

[29] C. Dubnicki, A. Bilas, Y. Chen,S. Damianakis,and K. Li. VMMC-2: Ef�cient
supportfor reliable,connection-orientedcmmunication.Submittedfor publication.

[30] M. J. Feeley, W. E. Morgan, F. H. Pighin, A. R. Karlin, H. M. Levy, and C. A.
Thekkath. Implementingglobal memorymanagementin a workstationcluster. In
Proceedingsof the 15th ACM Symposiumon Operating SystemPrinciples, pages
201–212,1995.

[31] E. W. Felten,R. Alpert, A. Bilas, M. A. Blumrich, D. W. Clark, S. Damianakis,
C. Dubnicki, L. Iftode, andK. Li. Early experiencewith message-passingon the
SHRIMP multicomputer. In Proceedingsof the 23rd International Symposiumon
ComputerArchitecture, 1996.

[32] A. Fox and E. A. Brewer. Harvest, yield, and scalabletolerant systems. In
Proceedingsof HotOSVII, 1999.

[33] A. Fox, S. D. Gribble, Y. Chawathe,E. A. Brewer, andP. Gauthier. Cluster-based
scalablenetwork services.In Proceedingsof the16thACM SymposiumonOperating
SystemPrinciples, pages78–91,1997.

[34] E. GabberandE. Shriver. Let's put NetApp andCacheFlow out of business! In
Proceedingsof the9thACM SIGOPSEuropeanWorkshop, pages85–90,2000.



BIBLIOGRAPHY 142

[35] G. R. Ganger, M. K. McKusick, C. A. N. Soules,and Y. N. Patt. Soft updates:
A solution to the metadataupdateproblemin �le systems. ACM Transactionson
ComputerSystems, 18(2):127–153,May 2000.

[36] G. R. Gangerand Y. N. Patt. Metadataupdateperformancein �le systems. In
Proceedingsof the 1st USENIX Symposiumon Operating SystemsDesign and
Implementation, pages49–60,1994.

[37] G.R. GangerandY. N. Patt. Softupdates:A solutionto themetadataupdateproblem
in �le systems. TechnicalReportCSE-TR-254-95,University of Michigan, Ann
Arbor, Aug. 1995.

[38] K. Gharachorloo,D. Lenoski, J. Laudon,P. Gibbons,A. Gupta,and J. Hennessy.
Memoryconsistency andeventorderingin scalableshared-memorymultiprocessors.
In Proceedings of the 17th Annual International Symposiumon Computer
Architecture, pages15–26,1990.

[39] G. A. Gibson,D. Nagle,K. Amiri, F. W. Chang,E. M. Feinberg, H. Gobioff, C. Lee,
B. Ozceri,E. Riedel,D. Rochberg, andJ.Zelenka.File server scalingwith network-
attachedsecuredisks. In Measurementand Modelingof ComputerSystems, pages
272–284,1997.

[40] G. A. Gibson,D. F. Nagle,K. Amiri, F. W. Chang,H. Gobioff, C. Hardin,E. Riedel,
D. Rochberg, andJ. Zelenka.A cost-effective,high-bandwidthstoragearchitecture.
In Proceedingsof the 8th Internation Conference on Architectural Support for
ProgrammingLanguagesandOperatingSystems, pages92–103,1998.

[41] G. A. Gibson,D. Stodolsky, F. W. Chang,W. V. Courtright II, C. G. Demetriou,
E. Ginting, M. Holland, Q. Ma, L. Neal, R. H. Patterson,J. Su, R. Youssef,and
J. Zelenka. The Scotchparallelstoragesystems.In Proceedingsof the 40th IEEE
InternationalComputerConference, pages403–410,Mar. 1995.

[42] C. G. Gray andD. R. Cheriton. Leases:An ef�cient fault-tolerantmechanismfor
distributed�le cacheconsistency. In Proceedingsof the 12th ACM Symposiumon
OperatingSystemPrinciples, pages202–210,1989.

[43] B. Gronvall, I. Marsh,andS. Pink. A multicast-baseddistributed�le systemfor the
internet.In Proceedingsof the8th ACM EuropeanSIGOPSWorkshop, 1996.

[44] B. Gronvall, A. Westerlund,andS.Pink. Thedesignof a multicast-baseddistributed
�le system.In Proceedingsof the3rd Symposiumon Operating SystemsDesignand
Implementation, pages251–264,1999.

[45] R.Hagmann.ReimplementingtheCedar�le systemusingloggingandgroupcommit.
In Proceedingsof the11thACM Symposiumon OperatingSystemsPrinciples, pages
155–162,1987.



BIBLIOGRAPHY 143

[46] D. R. Hanson. C Interfacesand Implementations. Addison-Wesley, Reading,MA,
1997.

[47] J. H. Hartmanand J. K. Ousterhout. The Zebrastripednetwork �le system. In
Proceedingsof the14thACM SymposiumonOperatingSystemPrinciples, pages29–
43,1993.

[48] A. Hisgen,A. D. Birrell, C. Jerian,T. Mann, andG. Swart. New-valuelogging in
theEchoreplicated�le system.ResearchReport104,Digital EquipmentCorporation
SystemsResearchCenter, Palo Alto, CA, 1993.

[49] J. H. Howard,M. L. Kazar, S. G. Menees,D. A. Nichols,M. Satyanarayanan,R. N.
Sidebotham,andM. J.West.Scaleandperformancein adistributed�le system.ACM
Transactionson ComputerSystems, 6(1):51–81,Feb. 1988.

[50] H.-I. Hsiao andD. DeWitt. Chaineddeclustering:A new availability strategy for
multiprocessordatabasemachines. In Proceedingsof the 6th International Data
EngineeringConference, pages456–465,1990.

[51] J. V. Huber, Jr. PPFS:An experimental�le systemfor high performanceparallel
input/output.Master's thesis,Universityof Illinois atUrbana-Champaign,1995.

[52] J.V. Huber, Jr., A. A. Chien,C.L. Elford,D. S.Blumenthal,andD. A. Reed.PPFS:A
highperformanceportableparallel�le system.In Proceedingsof the9thInternational
Conferenceon Supercomputing, pages385–394,1995.

[53] J.E.JohnsonandW. A. Laing.Overview of theSpiralog�le system.Digital Technical
Journal, 8(2):5–14,1996.

[54] M. L. Kazar, B. W. Leverett,O.T. Anderson,V. Apostolides,B. A. Bottos,S.Chutani,
C. F. Everhart, W. A. Mason, S.-T. Tu, and E. R. Zayas. DEcorum �le sytem
architecturaloverview. In Proceedingsof the 1990 USENIX SummerTechnical
Conference, pages151–163,1990.

[55] P. Keleher, A. L. Cox, andW. Zwaenepoel.Lazy releaseconsistency for software
distributed sharedmemory. In Proceedingsof the 19th Annual International
Symposiumon ComputerArchitecture, pages13–21,1992.

[56] J.J.Kistler andM. Satyanarayanan.Disconnectedoperationin theCoda�le system.
ACM Transactionson ComputerSystems, 10(1):3–25,Feb. 1992.

[57] N. P. Kronenberg, H. M. Levy, andW. D. Strecker. VAXclusters:A closely-coupled
distributed system. ACM Transactionson ComputerSystems, 4(2):130–146,May
1986.

[58] L. Lamport. The part-timeparliament. ACM Transactionson ComputerSystems,
16(2):133–169,May 1998.



BIBLIOGRAPHY 144

[59] E. K. LeeandC. A. Thekkath.Petal:Distributedvirtual disks. In Proceedingsof the
7th InternationalConferenceon Architectural Supportfor ProgrammingLanguages
andOperatingSystems, pages84–92,1996.

[60] D. Lenoski,J.Laudon,K. Gharachorloo,A. Gupta,andJ. Hennessy. Thedirectory-
basedcachecoherenceprotocolfor theDASH multiprocessor. In Proceedingsof the
17thInternationSymposiumonComputerArchitecture, pages148–159,May 1990.

[61] D. Lenoski,J.Laudon,T. Joe,D. Nakahira,L. Stevens,A. Gupta,andJ.L. Hennessy.
The DASH prototype: Logic overheadand performance. IEEE Transactionson
Parallel andDistributedSystems, 4(1):41–61,Jan.1993.

[62] S.Levy. Theworld accordingto Google.Newsweek, 16 Dec.2002.

[63] K. Li andP. Hudak. Memory coherencein sharedvirtual memorysystems.ACM
Transactionson ComputerSystems, 7(4):321–359,Nov. 1989.

[64] T. Mann, A. Birrell, A. Hisgen,C. Jerian,and G. Swart. A coherentdistributed
�le cachewith directory write-behind. ACM Transactionson ComputerSystems,
12(2):123–164,May 1994.

[65] M. K. McKusickandG. R. Ganger. Soft updates:A techniquefor eliminatingmost
synchronouswrites in the fast �lesystem. In Proceedingsof the FREENIXTrack:
1999USENIXAnnualTechnicalConference, pages1–17,June1999.

[66] M. K. McKusick,W. N. Joy, S.J.Lef�er , andR. S.Fabry. A fast�le systemfor Unix.
ACM Transactionson ComputerSystems, 2(3):181–197,Aug. 1984.

[67] M. K. McKusickandT. J. Kowalski. Fsck– the UNIX �le systemcheckprogram.
In 4.4 BSDSystemManager's Manual, pages3–21.O'Reilly andAssociates,Inc.,
Sebastopol,CA, 1994.

[68] S. J. Mullender and A. S. Tanenbaum.Immediate�les. Software – Practiceand
Experience, 14(4):365–368,Apr. 1984.

[69] M. N. Nelson,B. B. Welch,andJ.K. Ousterhout.Cachingin theSpritenetwork �le
system.ACM TransactionsonComputerSystems, 6(1):134–154,Feb. 1988.

[70] N. NieuwejaarandD. Kotz. TheGalley parallel �le system. In Proceedingsof the
10thACM InternationalConferenceon Supercomputing, pages374–381,May 1996.

[71] J.K. Ousterhout,A. R. Cherenson,F. Douglis,M. N. Nelson,andB. B. Welch. The
Spritenetwork operatingsystem.IEEEComputer, 21(2):23–36,Feb. 1988.



BIBLIOGRAPHY 145

[72] V. S. Pai, M. Aron, G. Banga,M. Svendsen,P. Druschel,W. Zwaenepoel,and
E. Nahum. Locality-aware requestdistribution in cluster-basednetwork servers.
In Proceedingsof the 8th Internation Conference on Architectural Support for
ProgrammingLanguagesandOperatingSystems, pages205–216,1998.

[73] V. S. Pai, P. Druschel,andW. Zwaenepoel. IO-Lite: A uni�ed I/O buffering and
cachingsystem.ACM TransactionsonComputerSystems, 18(1):37–66,Feb. 2000.

[74] D. A. Patterson,G. Gibson, and R. H. Katz. A casefor redundantarrays of
inexpensivedisks(RAID). In Proceedingsof ACM SIGMOD, pages1–15,1988.

[75] K. W. Preslan,A. Barry, J. Brassow, M. Declerck, A. J. Lewis, A. Manthei,
B. Marzinski, E. Nygaard,S. V. Oort, D. Teigland,M. Tilstra, S. Whitehouse,and
M. O'Keefe. Scalability and failure recovery in a Linux cluster �le system. In
Proceedingsof the4thAnnualLinuxShowcaseandConference, 2000.

[76] K. W. Preslan,A. Barry, J. Brassow, G. M. Erickson,E. Nygaard,C. J. Sabol,S. R.
Soltis,D. Teigland,andM. O'Keefe.A 64-bit, shareddisk �le systemfor Linux. In
Proceedingsof the16thIEEEMassStorageSystemsSymposium, pages22–41,1999.

[77] H. Reiser. ReiserFSv.3whitepaper. http://www.reiserfs.org/contenttable.html,2001.

[78] M. Rosenblumand J. K. Ousterhout. The designand implementationof a log-
structured�le system. In Proceedingsof the 13th ACM Symposiumon Operating
SystemPrinciples, pages1–15,1991.

[79] C.RuemmlerandJ.Wilkes.An introductionto diskdrivemodeling.IEEEComputer,
27(3):17–29,Mar. 1994.

[80] Y. Saito,B. N. Bershad,andH. M. Levy. Manageability, availability andperformance
in Porcupine:A highlyscalable,cluster-basedmail service.In Proceedingsof the17th
ACM SymposiumonOperatingSystemPrinciples, pages1–15,1999.

[81] K. Salem and H. Garcia-Molina. Disk striping. In Proceedingsof the 2nd
InternationalConferenceon DataEngineering, pages336–342,1986.

[82] R. Sandberg, D. Goldberg, S. Kleiman, D. Walsh, and B. Lyon. Design and
implementationof theSunnetwork �lesystem. In Proceedingsof the1985USENIX
SummerTechnicalConference, pages119–130,1985.

[83] P. SarkarandJ. Hartman.Ef�cient cooperative cachingusinghints. In Proceedings
of the 2nd USENIXSymposiumon Operating SystemsDesignand Implementation,
pages35–46,1996.

[84] F. SchmuckandR. Haskin.A shared-disk�le systemfor largecomputingclusters.In
Proceedingsof the1stUSENIXConferenceon File andStorageTechnologies, pages
231–244,2002.



BIBLIOGRAPHY 146

[85] M. D. Schroeder, D. K. Gifford, andR. M. Needham.A caching�le systemfor a
programmer'sworkstation.In Proceedingsof the10thACM SymposiumonOperating
SystemsPrinciples, pages25–34,1985.

[86] M. I. Seltzer, K. A. Smith, H. Balakrishnan,J. Chang,S. McMains, and V. N.
Padmanabhan.File systemlogging versusclustering: A performancecomparison.
In Proceedingsof the 1995USENIXWinter Technical Conference, pages249–264,
1995.

[87] R. A. ShillnerandE. W. Felten. Simplifying distributed�le systemsusinga shared
logical disk. TechnicalReportTR-524-96,PrincetonUniversityComputerScience
Department,PrincetonNJ,1996.

[88] K. Shirriff andJ. Ousterhout.Sawmill: A high-bandwidthlogging �le system. In
Proceedingsof the1994USENIXSummerTechnicalConference, pages49–60,1994.

[89] E. Shriver, E. Gabber, L. Huang,and C. A. Stein. Storagemanagementfor web
proxies. In Proceedingsof the 2001USENIXAnnualTechnical Conference, pages
203–216,2001.

[90] A. Sweeney. Scalabilityin theXFS �le system.In Proceedingsof the1996USENIX
AnnualTechnical Conference, 1996.

[91] A. S.Tannenbaum.DistributedOperatingSystems. PrenticeHall, EnglewoodClif fs,
NJ,1995.

[92] C. A. Thekkath,T. Mann, and E. K. Lee. Frangipani: A scalabledistributed �le
system.In Proceedingsof the16thACM SymposiumonOperatingSystemPrinciples,
pages224–237,1997.

[93] T. Y. Ts'o andS. Tweedie. Plannedextensionsto the Linux Ext2/Ext3 �lesystem.
In Proceedingsof theFREENIXTrack: 2002USENIXAnnualTechnical Conference,
2002.

[94] S.C. Tweedie.JournalingtheLinux ext2fs �lesystem. In LinuxExpo'98, 1998.

[95] C. Whitaker, J. S. Bayley, andR. D. W. Widdowson. Designof the server for the
Spiralog�le system.Digital Technical Journal, 8(2):15–31,1996.

[96] J.Wilkes.DataMesh— parallelstoragesystemsfor the1990s.In Proceedingsof the
11thIEEESymposiumon MassStorage, pages131–136,1991.

[97] J. Wilkes,R. Golding,C. Staelin,andT. Sullivan. The HP AutoRAID hierarchical
storagesystem. In Proceedingsof the 15th ACM Symposiumon Operating System
Principles, pages96–108,1995.



BIBLIOGRAPHY 147

[98] C.-S.YangandM.-Y. Luo. Ef�cient supportfor content-basedroutingin webserver
clusters.In Proceedingsof the2ndUSENIXSymposiumonInternetTechnologiesand
Systems, 1999.


