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Motivation

Scenario { Want to test a new applicationon a hundrednodes

Workstation

Workstation

Workstation

Workstation

WorkstationWorkstation

Workstation Workstation

WorkstationWorkstation

Problem{ Needto pushsoftware to all nodesand collect results
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CurrentApproaches

Distribute from a central server

Client

Client

Client

Network A Network B

Server

rsync, unison, scp

{ Server'snetwork uplink saturates
I Operation takesa long time to ¯nish

{ Wastesbandwidthalongbottleneck links

Siddhartha Annapureddy Shark



CurrentApproaches

File distribution mechanisms

BitTorrent, Bullet

+ Scalesby o²oading burdenon server
{ Client downloadsfrom half-way acrossthe world
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InherentProblemswith Copying Files

Users have to decide a priori what to ship
I Ship too much { Wastebandwidth, takeslong time
I Ship too little { Hassleto work in a poor environment

Idle environments consume disk space
I Usersare loath to cleanup) Redistribution
I Needlow cost solution for refetching¯les

Manual management of software versions

Illusionof havingdevelopmentenvironment
Programsfetchedtransparently on demand
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Networked File Systems

+ Know how to deploy thesesystems

+ Know how to administersuchsystems

+ Simpleaccountability mechanisms

Eg: NFS, AFS, SFSetc.
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Problem:Scalability
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Very slow ¼ 775s
Much better !!! ¼ 88s(9x better)
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Peer-to-PeerFilesystems

P2P Filesystems (Pond, Ivy)

+ Scalability

{ Non-standard administrativemodels

{ New ¯lesystemsemantics

{ Haven't beenwidelydeployed yet

Goal{ Best of Both Worlds

I Convenienceof central servers
I Scalability of peer-to-peer
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Let's Designthis NewFilesystem

ServerClient

Vanilla SFS
I Central servermodel
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Scalability { Client-sideCaching

ServerClient
Cache

Largeclient cacheµa la AFS
I Scalesby avoidingredundantdata transfers
I Leasesto ensureNFS-style cacheconsistency
I With multiple clients,must addressbandwidthconcerns
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Scalability { CooperativeCaching

ServerClient

Client
Client

Client

Client
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Scalability { CooperativeCaching

Clientsfetch data from eachother and o²oad burdenfrom server

ServerClient

Client
Client

Client

Client

I Shark clientsmaintain a distributed index
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Scalability { CooperativeCaching

Clientsfetch data from eachother and o²oad burdenfrom server

Server

Client
Client

Client

Client

Client

I Shark clientsmaintain a distributed index
I Fetch a ¯le from multiple other clients in parallel
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Scalability { CooperativeCaching

Clientsfetch data from eachother and o²oad burdenfrom server

Server

Client
Client

Client

Client

Client

I Shark clientsmaintain a distributed index
I Fetch a ¯le from multiple other clients in parallel

I LBFS-style Chunks{ Variable-sizedblocks
I Chunksare better { Exploit commonalitiesacross̄ les
I Chunkspreservedacross̄ le versions,concatenations
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Scalability { CooperativeCaching

Clientsfetch data from eachother and o²oad burdenfrom server

Server

Client
Client

Client

Client

Client

I Shark clientsmaintain a distributed index
I Fetch a ¯le from multiple other clients in parallel
I Locality-awareness{ Preferentiallyfetch chunksfrom nearby

clients
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Cross-¯lesystemSharing

Globalcooperativecacheregardlessof origin servers

Client

Client
Client

Client

Client
Client

Client
Client

Client

Client

Server Server
A B

I Two groupsof clientsaccessingserversA and B
I Client groupsshare a large amount of software
I Suchclientsautomaticallyform a global cache
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Cross-¯lesystemSharing

Globalcooperativecacheregardlessof origin servers

Client

Client
Client

Client

Client
Client

Client
Client

Client

Client

Server Server
A B

I Two groupsof clientsaccessingserversA and B
I Client groupsshare a large amount of software
I Suchclientsautomaticallyform a global cache
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Application

Linux distribution with LiveCDs

Sharkcd

Sharkcd

Sharkcd

Sharkcd

Knoppix

Knoppix
  Mirror

Knoppix

Knoppix

Slax

Slax

Slax

I LiveCD{ Run an entire OS without usinghard disk
I But all your programsmust ¯t on a CD-ROM
I Downloaddynamicallyfrom serverbut scalability problems
I Knoppix and Slaxusersform global cache{ Relieveservers
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CooperativeCaching{ Roadmap

Client Client

Client

Server

Client

Client

Fetch Metadata

I Fetch metadatafrom the server
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CooperativeCaching{ Roadmap

Client Client

Client

Server

Client

Client

Lookup Clients

I Fetch metadatafrom the server
I Look up clientscachingneededchunksin overlay
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CooperativeCaching{ Roadmap

Client Client

Client

Server

Client

Client

Download Chunks

I Fetch metadatafrom the server
I Look up clientscachingneededchunksin overlay
I Connectto multiple clientsand downloadchunksin parallel
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CooperativeCaching{ Roadmap

Client Client

Client

Server

Client

Client

Download Chunks

I Fetch metadatafrom the server
I Look up clientscachingneededchunksin overlay
I Connectto multiple clientsand downloadchunksin parallel
I Checkintegrity of fetchedchunks

Clientsare mutually distrustful
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File Metadata

Client Server
Metadata:

(fh,offset,count)
GET_TOKEN

Chunk tokens
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File Metadata

Client Server
Metadata:

(fh,offset,count)
GET_TOKEN

Chunk tokens

I Possessionof token implies server permissions to read
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File Metadata

Client Server
Metadata:

(fh,offset,count)
GET_TOKEN

Chunk tokens

I Possessionof token implies server permissions to read
I Tokens are a shared secret between authorized clients
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File Metadata

Client Server
Metadata:

(fh,offset,count)
GET_TOKEN

Chunk tokens

I Possessionof token implies server permissions to read
I Tokens are a shared secret between authorized clients

Givena chunk B...
I Chunktoken TB = H(B)
I H is a collisionresistanthashfunction
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File Metadata

Client Server
Metadata:

(fh,offset,count)
GET_TOKEN

Chunk tokens

I Possessionof token implies server permissions to read
I Tokens are a shared secret between authorized clients
I Tokens can be used to check integrit y of fetched data

Givena chunk B...
I Chunktoken TB = H(B)
I H is a collisionresistanthashfunction
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DiscoveringClientsCachingChunks

Client Client

Client

Server

Client

Client

Discover Clients

I For everychunk B, there's indexingkey IB
I IB usedto indexclientscachingB
I Cannotset IB = TB, as TB is a secret

I IB = MAC (T B ; \Indexing Key")
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Locality Awareness

Client

Client

Client

Client

Network A Network B

I Overlay organizedas clustersbasedon latency
I Indexinginfrastructurepreferentiallyreturnssourcesin same

clusteras the client
I Hence,chunksusuallytransferredfrom nearby clients
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Final Steps

Download Chunk
I Security issuesdiscussedlater

Register as a source
I Client now becomesa sourcefor the downloadedchunk
I Client registersin distributed index{ PUT(IB; Addr)

Chunk Reconciliation
I Reuseconnectionto downloadmore chunks
I Exchangemutually neededchunksw/o indexingoverhead
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Security Issues{ Client Authentication

Client Client

Client

Server

Client

Client

Traditional
Authentication

I Traditionally, serverauthenticatedreadrequestsusinguid s
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Security Issues{ Client Authentication

Client Client

Client

Server

Client

Client

Traditional
Authentication        From Token

Authenticator Derived

I Traditionally, serverauthenticatedreadrequestsusinguid s
I Challenge{ How doesa client know whento sendchunks?
I Chunktoken allows client to identify authorized clients
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Security Issues{ Client Communication

I Client shouldbe able to checkintegrity of downloadedchunk
I Client shouldnot sendchunksto other unauthorized clients
I An eavesdropper shouldn't be able to obtain chunk contents
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Security Protocol

Client
Receiver

Client
Source
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Security Protocol

Client
Receiver

Client
Source

RC

RP

I RC; RP { Randomnoncesto ensurefreshness
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Security Protocol

Client
Receiver

Client
Source

RC

RP

IB; AuthC

EK(B)

I RC; RP { Randomnoncesto ensurefreshness

I AuthC { Authenticator to prove receiverhastoken
I AuthC = MAC (T B ; \Auth C", C; P; RC; RP)
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Security Protocol

Client
Receiver

Client
Source

RC

RP

IB; AuthC

EK(B)

I RC; RP { Randomnoncesto ensurefreshness

I AuthC { Authenticator to prove receiverhastoken
I AuthC = MAC (T B ; \Auth C", C; P; RC; RP)

I K { Key to encrypt chunk contents
I K = MAC (T B ; \Encryption", C; P; RC; RP)
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Security Properties

Client
Receiver

Client
Source

RC

RP

IB; AuthC

EK(B)

Client can check integrit y of downloaded chunk

I Client checksH(Downloadedchunk) ?= TB

Source should not send chunks to unauthorized clients
I Maliciousclientscannot sendcorrect AuthC

Eavesdropper shouldn't get chunk contents
I All communicationencryptedwith K
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Security Properties

Client
Receiver

Client
Source

RC

RP

IB; AuthC

EK(B)

Privacy limitations for world-readablē les
I Eavesdropper can track lookupsof clients
I Eavesdropper hashesdata, ¯nds what exactlyclient downloads

For private ¯les, solution described in paper
I Sacri¯cescross-FSsharing for better privacy

Forward Secrecynot guaranteed
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Implementation

Sharksd

  Server
NFS  V3

Application

Syscall

 Sharkcd

Corald

NFS V3
    Client

Application

Syscall

 Sharkcd

Corald

NFS V3
Client

Server

Client Client

I sharkcd { Incorporatessource-receiverclient functionality
I sharksd { Incorporateschunkingmechanisms
I corald { A node in the indexinginfrastructure

Siddhartha Annapureddy Shark



Evaluation

I How doesShark compare with SFS?With NFS?
I How scalableis the server?
I How fair is Shark acrossclients?
I Which order is better? Randomor Sequential
I What are the bene¯ts of set reconciliation?
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Emulab{ 100Nodeson LAN
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I Shark { 88s
I SFS{ 775s(¼ 9x better), NFS { 350s(¼ 4x better)
I SFSlessfair becauseof TCP backo®s
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PlanetLab{ 185Nodes
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I Shark ¼ 7 min { 95th Percentile
I SFS¼ 39 min { 95th Percentile(5x better)
I NFS { Triggeredkernelpanicsin server
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Data pushedby Server

SFS Shark
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I Shark vs SFS{ 23 copiesvs 185 copies(8x better)
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Data servedby Clients
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PlanetLab hosts
Shark, 40MB

I Maximum contribution ¼ 3.5 copies
I Mediancontribution ¼ 1.5 copies
I Minimum contribution ¼ 0.75 copies
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FetchingChunks{ OrderMatters

I In what order shouldwe fetch chunksof a ¯le?
I Natural choices{ Randomor Sequential

Intuitively , when many clients start simultaneously
I Random

I All clients fetch independentchunks
I More chunksbecomeavailablein the cooperativecache

I Sequential
I Better disk I/O schedulingon the server
I Client that downloadsmost chunksaloneaddsto cache
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Emulab{ 100Nodeson LAN
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I Random{ 133s
I Sequential{ 203s
I RandomWins !!! { 35% better
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Emulab{ 100Nodeson LAN
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I Random+ Reconciliation{ 88s
I Random{ 133s
I Reconciliationcrucial { 34% improvement

Siddhartha Annapureddy Shark



Conclusions

I Networked ¯lesystemso®era convenientinterface
I Current networked ¯lesystemslike NFS are not scalable

I Forcesusersto resort to inconvenienttools like rsync
I Shark o®ersa ¯lesystemthat scalesto hundredsof clients

I Locality-aware cooperativecache
I Supports cross-FSsharing enablingnovelapplications
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Questions

http://www.scs.cs.nyu.edu/shark
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