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1 Introduction 

The purpose of RSpec is simple, though broad - to allow  parties in GENI to communicate 
information about resources in a standard way. There are three major ways in w hich such 
information w ill  be used in GENI: advertising components' resources, requesting those 
resources, and maki ng promises regarding those resources. 

The resources described by RSpec are those that belong to components such as routers, access 
points, and PCs. These resources are the ones used to construct slices on networks: the 
processing, communication, storage, and monitoring elements of components. 

This document has three goals: The first is to describe how  RSpec fi ts into the GENI Ònarrow  
waistÓ, the second is to preset the principles of its design, and the third is to presents a core 
definition of the structures themselves. 

2 How RSpec Fits  Into  The GENI Architecture 

In this section, we list the elements of the GENI architecture [GDD-06-11] that interact w ith 
RSpec, and give a brief overview of how each uses RSpec. 

¥ Component Ma nagers 
Component Managers export (through an advertisement mechanism not specified in 
this document) RSpecs describing the component(s) they manage. In response to 
requests for resources (encoded as an RSpec), they may reply w ith a 'ticket', w hich is 
essentially a signed RSpec promising the holder use of resources. Finally, w hen a 
principal "redeems" a ticket, the CM binds the resources specified in that ticket to a 
particular sl ice. 

¥ Resource Brokers 
In order to 'trade' in resources, brokers w ill  need to be able to describe the resources they 
are trading. The may obtain RSpecs for these resources from Component Managers, 
other brokers, or managed resource pools (such as might be maintained by the GSC.) 

¥ Sl ice Embedding Services 
A slice embedding service's job is to match a set of resources desired by a user to a set of 
physical resources in the GENI substrate. As such, its primary inputs are a virtual 
(desired) topology, and some set of physical resources, both of w hich are expressed as 
RSpecs. 

¥ Portals 
Portals w ill  provide interfaces and services to users - being bui lt on top of the GENI 
narrow waist, they w ill tend to provide "higher level" services such as graphical 
interfaces. In many cases, portals w ill  be built to serve the needs of particular user 
communities. Thus, portals w ill  naturally have to deal w ith resource descriptions - they 
may serve as repositories for the RSpecs of components of interest to certain 
communities, or they may provide alternate ways of view ing resource information (such 
as plotting them on a map.) 
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¥ Users 
We expect that most users w il l not deal directly w ith RSpec. Most users w ill  deal w ith 
software (such as portals) that presents a higher-level front-end view  of resources. This 
software w il l use RSpecs as part of the back-end. Thus, RSpec should concentrate on 
clarity and expressiveness, w ith lower priority given to user-fr iendliness. 

 

  

Figure 1: Producers and Consumers of  RSpec 

3 Principles of the RSpec Design 

In this section, we lay out the design principles for RSpec, w hich guide the concrete 
specifi cation of RSpec in the follow ing section. 

3.1 Standardized Core Schema and Extensibility 

GENI w ill  contain a w ide variety of resources, and that set w ill  not be fi xed over time. Thus, it is 
imperative that RSpec be extensible, in order to evolve along w ith the GENI substrate. It is also 
important that specific classes of components (such as programmable routers) and/ or specifi c 
communities w ithin GENI (such as w ireless experimenters) be able to describe resources at a 
finer level of detail than w ill  be required by general users. Despite these differences, there is a 
common vocabulary than can be used to describe many properties of these resources, and high-
level resource descriptions w il l be suitable for many users and components. 

 

We structure the RSpec design by providing a set of schema called the "Core RSpec" and 
anticipating community and user-driven extensions. GENI w ill  provide a standardization 
process by which the core schema is maintained, and w idely used extensions are standardized. 
The core RSpec describes resources in terms that are general enough to apply to most 
components, and are suffi cient for many users to find and request the resources they need. 
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This document is concerned w ith defi ning the general principles of RSpec, the core schema, and 
the method of extensibil ity. An y examples of extensions are given only for i llustrative purposes, 
and do not constitute a standard. 

3.2 Resource Naming 

Al l  resources in RSpec are given a unique identifi er.  When describing a specifi c resource, the ID 
is called a Òresource identif ierÓ (RID). Components described w ithin an RSpec are identif ied by 
GID; the GID acts as a context to make RIDs unique.  The <GID, RID> pair uniquely defi nes a 
resource globally. The RID is assigned by the generator of the RSpec (which w ill  commonly be 
the componentÕs manager), creating a local ly generated global identi fi er. This al lows a user to 
request a specific network interface, or a ticket to promise the use of a particular processor. It 
also enables composability, described in the next section. 

When used in its request role, each resource requested is also named w ith a unique identif ier, 
called a Òrequest resource identif ierÓ (RRID). This RRID can be referenced in replies to the 
request, to unambiguously identify the particular resource in the request that is being satisfied Ð 
for example, if a requestor has asked for two processing elements, the response to the request, 
by including the RRID, can indicate w hich requested processing element has been assigned to 
which physical processor. In order to request a specifi c resource, a request RSpec can also 
include that resourceÕs RID in its request; to ask for any resource matching its request, the 
requestor simply omits the RID. 

Open Questi on: Is this suffi cient to support the description of resources in the 
abstract? In the architecture, we have suggested that resource brokers (and 
possibly others) w ill  deal in Òtokens,Ó as a more abstract representation of 
resources Ð for example, to trade Ò2 hours of 1GHz CPU timeÓ, w ithout 
specify ing a particular component. At  some later point, the token would be 
redeemed for a ticket out of the brokerÕs holdings. One can certainly imagine the 
GSC wanting to dole out resources in this way. Is i t suffi cient to create tokens 
from the above design by simply leaving out the GID and/ or RID, and do we 
consider tokens to be part of RSpec? 

3.3 Composability 

Because resources have unique identifi ers, it is possible to obtain information about a 
component's resources from multiple sources or in multiple passes, and assemble this into a 
coherent w hole. This supports a w ide range of diff erent possible resource discovery 
mechanisms and composition of services. In a multiple-pass resource discovery system, an 
initial query could provide a high-level resource description, and subsequent queries could 
provide more detai ls; the unique identifi ers can be used to combine data fr om the different 
passes. In the case of service composition, consider, for example, a case of a user (or portal) that 
uses three services: 

¥ A monitoring service that exports information (using an extension to RSpec) about 
components' operational states, such as their processor loads 

¥ A service that provides detai led information (again, using an RSpec extension) about a 
components' operating environment, such as the instal led operating system and libraries 
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¥ A resource broker which provides the user w ith information about when it can, or may 
be able, to allocate a given set of resources. 

The composability of RSpec allows the user to combine al l of these sources of information, each 
encoded as an RSpec, into a single RSpec. 

Practical  Consideratio n: We note that for composability to work as designed, all 
parties describing a resource must agree on the RID of that resource. In practice, 
we expect that the componentÕs manager w il l be considered the authoritative 
assigner of RIDs for a componentÕs physical resources. 

3.4 What the Core RSpec Does and Does Not Contain 

We describe here, at a high level, what is contained in the core RSpec schema. We believe that 
this represents a minimal set of resource descriptions that make RSpec useful for most GENI 
components. 

The categories of data marked as ÒNot IncludedÓ in this section are simply not included in the 
core RSpec schema. We do not preclude the possibility that extensions w ill be defined that 
include this data. 

An  RSpec describing a particular component need not contain every type of data - some classes 
of data may not apply to some components, or may not be necessary or available for a 
particular query. 

3.4.1 Included: Allocatable Resources 

The core job of RSpec is to describe resources that can be al located to slivers. We divide these 
into four broad categories: 

¥ Processing: General purpose CPUs, special purpose processors (e.g. network processors) 

¥ Communication: Network interfaces, internal data buses, etc. 

¥ Storage: RAM , ROM, hard drives, NVRAM , etc. 

¥ Measurement: The abil ity of the component to measure and record the functioning of 
the other resource types (e.g. the ability to col lect packet traces) 

Resources may be specified in absolute terms (processor cycles per second bytes per second of 
communication, etc.), abstract terms (packets per second that can be handled by a processor), or 
as "best effo rt" or "fair share". 

3.4.2 Included: Constraints Between Resources 

When describing al locatable resources, RSpec can contain simple constraints describing the 
relationships between those components. For example, if a storage resource (such as a disk) and 
a communication resource (such as a NIC) must share l imited bandwidth on a communication 
bus, this can be expressed in the RSpec. RSpecs may also express metrics in terms of ranges 
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(such as a range of possible bandw idths), or as a set of discreet values (such as the set of speeds 
supported by an Ethernet interface). 

3.4.3 Included: Resource Availability 

The basic description of an allocatable resource describes its existence - it says nothing at al l 
about whether the resource is available to be al located, or when. An RSpec may also contain 
information about whether the resources in it are available for al location. This information may 
be provided by a variety of sources, including the component's CM, a resource broker, or a 
managed resource pool. (Note that allocation state may depend on which user and/ or sl ice is 
requesting resources.) When using RSpec to make a request for resources, the requestor may 
include availability information to request use of the resources at a particular time. A signed 
RSpec that contains information about resource availabi lity represents a promise to provide the 
described resource for the specified time, and is called a ticket.  

Practical  Consideratio n: It is important to re-iterate that not every RSpec need 
include every category of data Ð it w il l be, in many cases, perfectly reasonable to 
talk about resources w ithout talki ng about their availabil ity. 

Open Questi on: Is the specifi cation of resource availabi lity binary, or more 
complicated than this? For example, if I want to say Ò400 M Hz of CPU are 
available for the next day, then 800 M Hz are avai lable for the fol low ing weekÓ, 
do I have to create tw o RSpecs? (One that says there is a 400M Hz CPU, w ith one 
set of availabi lity, and another that says there is an 800M Hz CPU, w ith different 
availabil ity.) Or can I somehow report, in a single RSpec, that different amounts 
of capacity are avai lable at different times? The former would seem to lead to a 
simpler specification of al location state, but could get unw ieldy for describing 
the availabil ity of large sets of components over long periods of time. 

3.4.4 Included: Connectivity Information 

As GENI is a network substrate, the connectivity between components is one of its most 
important properties. Connectivity between resources can be expressed in RSpec w ith the help 
of those resourcesÕ unique identif iers: an RSpec can include a reference to a resource in another 
RSpec - an interface, for example, in one RSpec can indicate that it connects to a point-to-point 
link found in another RSpec. Thus, an RSpec describing a component need not include 
descriptions of all of the components adjacent to that component; it can simply include 
Òexternal referencesÓ to those components. Connectivity information can even be expressed in 
an RSpec separate from the components themselves: in such an arrangement, one might obtain 
the RSpecs for individual components from their component managers, but obtain their 
connectivity information from a higher-level source, such as an aggregate. 

3.4.5 Included: Network Link Properties 

Many properties of network l inks can be described in terms of the interfaces that they connect 
to, such as link technology (e.g. Ethernet, raw  optical wavelength) and bandwidth. Some 
properties, however, such as propagation delay, are properties of the link itself, and not the 
interfaces that connect to it. Some configurable, sl iceable network connectivity in GENI (such as 
a tunnel broker or Ethernet sw itch w ith VLANs) w ill  be considered a component in its ow n 
right: such resources can express link properties as part of the component description. Simple 
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links (such as an Ethernet cable), however, w i ll not be considered components. Thus, it is 
necessary to represent simple links and their properties in RSpec.  These properties can be 
attached to a resourceÕs connectivity information. 

3.4.6 Included: Execution Environment 

 
In order to select resources, a user must not only know what resources exist and are avai lable, 
but also what execution environment is available for them. This comprises at least two pieces of 
information: fi rst, at w hat level the resource is virtualized, and second, a coarse description of 
the virtual ized environment. Resources in GENI may be sliced at different levels, depending on 
what is feasible on the resource, and to achieve different research and deployment goals: A 
resource may not be virtual ized at all ('raw ' access), provide the illusion of raw hardware (a 
'fu ll ' virtual machine such as Xen or VM Ware), or be virtualized in software (a vserver, jail , or 
virtual router). The virtualization presents some execution environment to the experimenter - 
whether that be a particular processor architecture (x86), a particular set of system calls (the 
Linux system cal ls), etc. This environment is described only at a high level Ð e.g. the instruction 
set or operating system - in the core RSpec, and w ill l ikely be described in more detail  in 
extensions. 

3.4.7 Not Included: Allocation Policies 

The set of policies that may be applied to the al location of a resource may differ greatly 
depending on w hich principal or slice is requesting those resources, and may be considered 
non-public information. Rather than tryi ng to encode such policies themselves, we express the 
outcomes of policy decisions: we can construct an RSpec for a particular principal giving the 
resource availabil ity for that principal. 

3.4.8 Not Included: Ephemeral Operational State  

The core RSpec definition does not include ephemeral operational state, such as CPU load, 
uptime, or measurements of variable networks (such as the Internet) that a component is 
connected to. 

3.4.9 Not Included: Resource Costs 

Resource brokers may implement "market systems", in w hich some currency, real or virtual, is 
used to determine the relative "worth" of resources. Rather than try to invent such a currency 
and define its semantics in the core RSpec specifi cation, we leave this to the resource brokers. 

4 RSpec Definition 

Important Note: This section remains to be fleshed out, pending discussion of 
the rest of the document. Warning: The examples and XSD given in this section 
are from older RSpec discussions, and thus are not yet entirely consistent w ith 
the remainder of the document, or w ith each other. 

RSpecs are encoded as XM L 1.0 documents. The schema for the core RSpec is defi ned using 
XM L Schema version 1.0. Extensions to RSpec are also specified w ith XM L and XM L Schema, 
and are included in RSpec documents using the XML namespace functionality. 
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4.1 Examples 

In this section, we provide concrete examples to il lustrate the way resources w ill  be represented 
in RSpec. To flesh out the full  landscape of RSpec, in addition to the core RSpec modules, we 
use hypothetical extensions. 

4.1.1 Example 1: Wireless Access Networks with a Backbone Link 

For our fi rst example, we consider an experiment in w hich a researcher w ishes to create two 
w ireless access networks at different sites, and connect them through the GENI backbone. Site 
A, at the University of Utah, contains a number of access points, and w ill be used by numerous 
real mobile users, i .e., users w ith laptops, PDAs, and/ or cell phones. Site B, at Rutgers, contains 
both access points and a set of GENI components that w ill  be used to generate packets on the 
access network at site B. The experimenter w ishes to connect these two sites w ith a Òvirtual T3Ó 
across the GENI backbone, that is, a link w ith a guaranteed bandwidth of 45Gbps. 

For Site A , the RSpec might look l ike this: 

<component type=”virtual access point” requestID=”siteA-ap1”  
        physicalID=”geni.us.utah.wireless.node45”> 
    <!-- Ask for 1GHz of processor power on a general-purpose 
         processor --> 
    <processing requestID=”cpu1”> 
        <power units=”CyclesPerSecond”> 
            <value>1000000000</value> 
        </power> 
        <function>Full</function>  
    </processing> 
    <!-- Ask for 10 GB of storage on the nodes' disk --> 
    <storage requestID=”disk1”> 
        <capacity units=”GB”> 
            <value>10</value> 
        </capacity> 
        <access>R/W<access> 
    </storage> 
    <!-- Here, we use a hypothetical 'wireless' name space, which extends 
         the standard 'communication' type with wireless-specific 
         information. The tags without a name space come from the base RSpec  
         definition. Here, we ask for an 802.11g network on channel 16. --> 
    <wireless:communication requestID=”nic1”> 
        <medium>FreqShared</medium> 
        <mediumtype>broadcast</mediumtype> 
        <wireless:protocol>802.11g</wireless:protocol> 
        <wireless:frequency type=”802.11channel”>16</wireless:frequency> 
    </wireless:communication> 
    <!-- There is a fourth major resource type, measurement, but its syntax 
         is not yet defined --> 
</component> 
<component type=”virtual access point” requestID=”siteA-ap2” 
        physicalID=”geni.us.utah.wireless.node42”> 
... Repeat for each desired access point ... 
</component> 

There are a few  things to notice about this example. First, each resource is identifi ed w ith a 
unique requestID, so that it can be unambiguously referenced. Setting the physicalID for a 
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resource (in this case, the entire component) indicates that a specifi c resource is being requested; 
omitting it allow s a sl ice embedding service or component manger to chose a resource on the 
user's behalf. Naming for components is still  under discussion, and thus the name that appears 
above is merely a placeholder which may change in later versions of this document. Third, this 
RSpec uses a hypothetical ÒwirelessÓ name space to extend the base RSpec w ith attributes 
specifi c to w ireless nodes.  This name space (not yet defi ned) would be under the control of the 
Wi reless Working Group or some entity that it delegates. Final ly, note that mobile users do not 
appear in the RSpec: RSpecs describe allocatable resources, w hich users are not. If, however, 
slivers were to be run on the user devices, then they could appear in an RSpec. 

The RSpec for Site B may look like this: 

<component type=”virtual access point” requestID=”siteB-ap1”> 
    ... Contents omitted for brevity; Similar to SiteA-ap1 above 
</component> 
<component type=”virtual node” requestID=”siteB-client1”> 
    <!-- This component will be used as a client to generate load on 
         the access network at site B. --> 
    <processing requestID=”client1-cpu”> 
        <!--  We don't require a general purpose processor, merely one 
              that can generate packets --> 
        <function>Generate</function> 
    </processing> 
    <storage requestID=”client1-disk”> 
        <!-- Our packet generator will use some small scratch space, 
             but this temporary state does not need to be  
             persistent --> 
        <capacity units=”MB”> 
            <value>5</value> 
        </capacity> 
        <access>R/W<access> 
        <persistence>transient</persistence> 
    </storage> 
    <wireless:communication requestID=”client1-nic1”> 
        <medium>FreqShared</medium> 
        <mediumtype>broadcast</mediumtype> 
        <wireless:protocol>802.11g</wireless:protocol> 
    </wireless:communication> 
 </component> 
 

Note here that we have omitted the physicalID so that site B's component manager can chose 
physical resources for us, and have not requested a particular 802.11 channel, again allow ing 
the CM to chose any avai lable one. 

Finally, here is w hat the RSpec for the cross-site link might look like. As noted earl ier, RSpecs 
for l inks are very much a work in progress, so the final version may look substantial ly different. 
The purpose of this example is to illustrate the types of things that may be expressed about a 
link. 

<link type=”point-to-point” requestID=”siteA-siteB-backbone”> 
    <endpoint requestID=”siteA-endpoint” 
        physicalID=”geni.us.utah.gateway”> 
    </endpoint> 
    <endpoint requestID=”siteB-endpoint” 
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        physicalID=”geni.us.rutgers.gateway”> 
    </endpoint> 
    <medium>SpaceShared</medium> 
    <mediumtype>PointToPoint</mediumtype> 
    <!-- Our virtual link should have exactly 45 Mbps of (guaranteed)  
         bandwidth --> 
    <capacity units=”Mbps”> 
        <value>45</value> 
    </capacity> 
    <!-- We want a maximum of 25 ms latency (one-way) --> 
    <latency units=”ms”> 
        <range> 
            <min>0</min> 
            <max>25</max> 
        </range> 
    </latency> 
</link> 

Note that we have requested that this link be betw een a set of gateways, one at each site. 
However, it is unlikely that a direct link between the two sites exists, and thus a Òcut throughÓ 
will  have to be established on the GENI backbone to provide this experiment w ith the illusion 
of a virtual T3. We w ill  submit this part of the RSpec to a sl ice embedding service or a tunnel 
service, w hich w il l fi nd a suitable set of substrate resources to instantiate this l ink. 

4.1.2 Example 2: User-programmable Routers Connected by the Backbone 

In this example, we ask for two backbone routers. We want specific routers, connected by a 
lambda. Each router has a number of programmable network processors; we w ill  be aski ng for 
one on each router. The routers also have some memory space available for queuing outgoing 
packets, and we w ill  request a certain amount of that queuing space. Like the example above, 
this example assumes the existence of a domain-specific 'routing' extension to RSpec, most 
likely under the control of the Backbone Working Group. Note that this example does not yet 
specify  how these two routers are to connect to other GENI components or the legacy Internet. 

<component type=”virtual router” requestID=”router1” 
        physicalID=”geni.backbone.pop.seattle.prouter1”> 
    <!-- We want a network processor on this router, but don't care 
         specifically which one we get --> 
    <processing requestID=”router1-np”> 
        <function>Classify</function> 
        <function>Modify</function> 
    </processing> 
    <!-- We want buffer space to queue outgoing packets from the NP --> 
    <routing:storage requestID=”router1-oqueue”> 
        <capacity units=”KB”> 
            <value>50</value> 
        </capacity> 
        <persistence>transient</persistence> 
        <!-- Specify that this storage is the output queue for the NP --> 
        <routing:queue> 
            <routing:direction>outgoing</routing:direction> 
            <routing:queueFor>router1-np</routing:queueFor> 
        </routing:queue> 
    </routing:storage> 
    <!-- Request a specific interface on the router, which we will get 
         all to ourselves --> 
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    <communication reqestID=”router1-interface1” 
        physicalID=”geni.backbone.pop.seattle.prouter1.interface3”> 
        <capacity units=”Gbps”> 
            <value>10</value> 
        </capacity> 
        <medium>exclusive</medium> 
    </communication> 
</component> 
<component type=”virtual router” requestID=”router2” 
        physicalID=”geni.backbone.pop.sanjose.prouter3”> 
... Contents look very similar to router1 above 
</component> 
<!-- Now we request to use a lambda on a specific fiber --> 
<link type=”point-to-point” requestID=”backbone” 
    physicalID=”geni.backbone.fiber.seattle-sanjose”> 
    <endpoint requestID=”router1-lambda” 
        physicalID=”geni.backbone.pop.seattle.prouter1.interface3 ”> 
    </endpoint> 
    <endpoint requestID=”router2-lambda” 
        physicalID=”geni.backbone.pop.sanjose.prouter3.interface1 ”> 
    </endpoint> 
    <!-- Here, FreqShared indicates that the fiber is shared by several 
         different labmdas (wavelengths) --> 
    <medium>FreqShared</medium> 
    <mediumtype>PointToPoint</mediumtype> 
    <!-- It is quite likely that '10Gbps' is not the correct way to specify 
         the capacity of a lambda. Thus, this will likely be replaced by 
         some more-appropriate metric in an 'optical' name space --> 
    <capacity units=”Gbps”> 
        <value>10</value> 
    </capacity> 
</link> 

4.2 RSpec Definition in XSD Format 
<?xml version="1.0"?> 
<xsd:schema targetNamespace="http://www.isi.edu/~faber/GMC_types" 
  xmlns:tns="http://www.isi.edu/~faber/GMC_types" 
  xmlns:xsd="http://www.w3.org/2000/10/XMLSchema" 
  xmlns:html="http://www.w3.org/1999/xhtml" 
  xmlns="http://www.w3.org/2000/10/XMLSchema"> 
 
  <!-- To add: 
       Component 
       CommunicationStyle 
       ProcessingUnits: CyclesPerSecond 
       Append Only 
       Doc processor function 
       ID - physical or virtual? 
       Request ID 
       Link type 
        BW, latency, layer 
       Medium name 
  --> 
 
  <xsd:simpleType name="MetricValue"> 
    <xsd:annotation> 
      <xsd:documentation> 
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 This is a single value specifying a fixed metric.  It is exactly 
 equivalent to 
 &lt;derived&gt;&lt;constant&gt;x&lt;/constant&gt;&lt;/derived&gt;, but 
much 
 shorter to type. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:double"/> 
  </xsd:simpleType> 
 
  <xsd:complexType name="MetricRange"> 
    <xsd:annotation> 
      <xsd:documentation> 
 This data type expresses a metric that can take on one of several 
 values, or a continuous range of values. 
      </xsd:documentation> 
      <xsd:documentation> 
 A continuous range is given 
 using the &lt;min&gt; and &lt;max&gt; elements to bound the (inclusive) 
 range of values the metric may take. 
      </xsd:documentation> 
      <xsd:documentation> 
 For a discrete set, one can either add the &lt;by&gt; element to a 
 continuous specification, which specifies an increment value.  This 
 converts the continuous range into a discrete set of values formed by 
 starting at the minimum value and repeatedly adding the increment until 
 the value exceeds the maximum.  This is analogous to a for loop. 
 Alternatively, you can list the discrete values each in a 
 &lt;discrete&gt; element. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:choice> 
      <xsd:sequence> 
 <xsd:element name="min" type="tns:MetricValue"/> 
 <xsd:element name="max" type="tns:MetricValue"/> 
 <xsd:element name="by" type="tns:MetricValue" minOccurs="0"/> 
      </xsd:sequence> 
      <xsd:sequence> 
 <xsd:element name="discrete" type="tns:MetricValue"  
   maxOccurs="unbounded"/> 
      </xsd:sequence> 
    </xsd:choice> 
  </xsd:complexType> 
 
  <xsd:simpleType name="MetricName"> 
    <xsd:annotation> 
      <xsd:documentation> 
 The set of valid names for metrics used when referencing one metric 
 freom a derived metric. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="power"/> 
      <xsd:enumeration value="capacity"/> 
      <xsd:enumeration value="rate"/> 
      <xsd:enumeration value="latency"/> 
    </xsd:restriction> 
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  </xsd:simpleType> 
 
  <xsd:complexType name="MetricTerm"> 
    <xsd:annotation> 
      <xsd:documentation> 
 This is a term in an arithmetic constraint of a resource metric.  It's 
 an encoding of a simple linear forumla into a data structure.  Each 
 choice of term value is documented below.  Expressions are evaluated 
 from the inside out so:  
 <html:pre> 
   &lt;sum&gt; 
     &lt;product&gt; 
       &lt;term&gt;&lt;constant&gt;2&lt;/constant&gt;&lt;/term&gt; 
       &lt;term&gt;&lt;constant&gt;3&lt;/constant&gt;&lt;/term&gt; 
     &lt;/product&gt; 
     &lt;term&gt;&lt;constant&gt;1&lt;/constant&gt;&lt;/term&gt; 
   &lt;/sum&gt; 
 </html:pre> 
 is a verbose way to say 7. 
      </xsd:documentation> 
      <xsd:documentation> 
 Each choice for a MetricTerm is described below. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:choice> 
      <xsd:element name="constant" type="tns:MetricValue"> 
 <xsd:annotation> 
   <xsd:documentation> 
     A simple constant value. 
   </xsd:documentation> 
 </xsd:annotation> 
      </xsd:element> 
      <xsd:element name="metric" > 
 <xsd:annotation> 
   <xsd:documentation> 
     Substitution for the value of another metric in this resource 
     description.  The "resource" attribute is the ID attribute of the 
     referenced resource and the "metric" attribute identifies the 
     specific metric (power, capacity, latency, etc.) to use. 
     Constraints must be resolvable, though it is difficult to specify 
     data structure constraints that allow complexity but avoid possible 
     circular definitions. 
   </xsd:documentation> 
 </xsd:annotation> 
 <xsd:complexType> 
   <xsd:attribute name="resource" type="xsd:string" use="required"/> 
   <xsd:attribute name="metric" type="tns:MetricName" use="required"/> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="sum"> 
 <xsd:annotation> 
   <xsd:documentation> 
     A sum of constraint terms. 
   </xsd:documentation> 
 </xsd:annotation> 
 <xsd:complexType> 
   <xsd:sequence> 
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     <xsd:element name="term" type="tns:MetricTerm" minOccurs="2"  
       maxOccurs="unbounded"/> 
   </xsd:sequence> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="product"> 
 <xsd:annotation> 
   <xsd:documentation> 
     A product of constraint terms. 
   </xsd:documentation> 
 </xsd:annotation> 
 <xsd:complexType> 
   <xsd:sequence> 
     <xsd:element name="term" type="tns:MetricTerm" minOccurs="2"  
       maxOccurs="unbounded"/> 
   </xsd:sequence> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="difference"> 
 <xsd:annotation> 
   <xsd:documentation> 
     The difference between constraint terms.  Note that differences are 
     pariwise. 
   </xsd:documentation> 
 </xsd:annotation> 
 <xsd:complexType> 
   <xsd:sequence> 
     <xsd:element name="term" type="tns:MetricTerm"  
       minOccurs="2" maxOccurs="2"/> 
   </xsd:sequence> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="quotient"> 
 <xsd:annotation> 
   <xsd:documentation> 
     The quotient of constraint terms.  Note that division is 
     pariwise. 
   </xsd:documentation> 
 </xsd:annotation> 
 <xsd:complexType> 
   <xsd:sequence> 
     <xsd:element name="term" type="tns:MetricTerm"  
       minOccurs="2" maxOccurs="2"/> 
   </xsd:sequence> 
 </xsd:complexType> 
      </xsd:element> 
    </xsd:choice> 
  </xsd:complexType> 
       
  <xsd:complexType name="Metric"> 
    <xsd:annotation> 
      <xsd:documentation> 
 This is the data type for resource metrics.   All resources are 
 characterized by one or more metrics with units attached to them.  In 
 the simplest form this value is just a real number that describes the 
 amount of the resource.  The type can also express ranges of available 
 values (continuous or discrete) and arithmetic constraints. 



RSp ec                                                                              Oct o b e r  5 , 20 0 7 ( 0. 4 )  

 17 

      </xsd:documentation> 
      <xsd:documentation> 
 An example of two components that are arithmetically constrained is a 
 storage resource (ID="disk") and communication resource (id=Net) that 
 share a 300Mb/s bus.  The storage resource could have a rate="1 to 300" 
 (rateUnits="Mbs") and the communication resource a capacity of (300 - 
 disk:rate) (units="Mbs").  This would be expressed as: 
 <html:pre> 
   &lt;storage id="disk"&gt; 
     &lt;capacity 
units="MB"&gt;&lt;value&gt;300&lt;/value&gt;&lt;/capacity&gt; 
     &lt;rate&gt; 
       
&lt;range&gt;&lt;min&gt;1&lt;/min&gt;&lt;max&gt;300&lt;/max&gt;&lt;/range&gt; 
     &lt;/rate&gt; 
   &lt;/storage&gt; 
   &lt;communication&gt; 
     &lt;capacity&gt; 
       &lt;derived&gt; 
  &lt;difference&gt; 
    &lt;term&gt;&lt;constant&gt;300&lt;/constant&gt;&lt;/term&gt; 
    &lt;term&gt;&lt;metric resource="disk" 
metric="rate"/&gt;&lt;/term&gt; 
  &lt;/difference&gt; 
       &lt;/derived&gt; 
     &lt;/capacity&gt; 
   &lt;/communication&gt; 
 </html:pre> 
      </xsd:documentation> 
      <xsd:documentation> 
 Each resource subclasses this datatype to constrain the acceptable 
 units for the reources, but all use the language for expressing 
 constraints. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:choice> 
      <xsd:element name="value" type="tns:MetricValue"/> 
      <xsd:element name="range" type="tns:MetricRange"/> 
      <xsd:element name="derived" type="tns:MetricTerm"/> 
    </xsd:choice> 
  </xsd:complexType> 
 
  <xsd:simpleType name="ProcessorFunction"> 
    <xsd:annotation> 
      <xsd:documentation> 
 For processing resources that do not have full programmability, this 
 data type describes their capabilities in the terms we discussed on 
 list.  I'll document those more fully later. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="Full"/> 
      <xsd:enumeration value="Modify"/> 
      <xsd:enumeration value="Generate"/> 
      <xsd:enumeration value="Classify"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
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  <xsd:simpleType name="ProcessingUnits"> 
    <xsd:annotation> 
      <xsd:documentation> 
 These are the units of processing power.  These are a little vague 
 right now and are strawmen for what will eventually characterize 
 processing power. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="IntegerMultiplyPerSecond"/> 
      <xsd:enumeration value="FLOPS"/> 
      <xsd:enumeration value="FrameDecodesSecond"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:complexType name="Processing"> 
    <xsd:annotation> 
      <xsd:documentation> 
 This is the data type for describing a processing resource.  Each 
 allocable processing resource will be described by a separate 
 occurrance of this data type, each uniquely identified by an ID 
 attribute. 
      </xsd:documentation> 
      <xsd:documentation> 
 The processor's capacity is expressed in the "power" attribute in units 
 given in the "units" attribute.  "Power" is a metric data type, so it 
 can be constrained as described in that data type's description.  If 
 the "function" element is present, it describes the processors 
 capabilities. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:attribute name="ID" type="xsd:string" use="required"/> 
    <xsd:sequence> 
      <xsd:element name="power" use="required"> 
 <xsd:complexType> 
   <xsd:complexContent> 
     <xsd:extension base="tns:Metric"> 
       <xsd:attribute name="units" type="tns:ProcessingUnits"  
  use="optional" default="IntegerMultiplyPerSecond"/> 
     </xsd:extension> 
   </xsd:complexContent> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="function" type="tns:ProcessorFunction" 
minOccurs="0"/> 
    </xsd:sequence> 
  </xsd:complexType> 
   
  <xsd:simpleType name="DataRates"> 
    <xsd:annotation> 
      <xsd:documentation> 
 Several components describe their capacity in terms of data rates. 
 This base type sets values for a few application independent rates that 
 other types can use. 
      </xsd:documentation> 
    </xsd:annotation> 
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    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="Kbs"/> 
      <xsd:enumeration value="Mbs"/> 
      <xsd:enumeration value="Gbs"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:simpleType name="CommunicationUnits"> 
    <xsd:annotation> 
      <xsd:documentation> 
 These are the units a communication resource can describe its capacity 
 in.  In addition to the generic data rates in the base class, rates can 
 be given in terms of the units addded here. 
      </xsd:documentation> 
      <xsd:documentation> 
 I'm not sure how to actually use a sub-classing here, so the DataRates 
 terms are copied. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="Kbs"/> 
      <xsd:enumeration value="Mbs"/> 
      <xsd:enumeration value="Gbs"/> 
      <xsd:enumeration value="MessagesPerSecond"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:simpleType name="CommunicationMedium"> 
    <xsd:annotation> 
      <xsd:documentation> 
 These are values that a communication resource can use to describe its 
 interaction with other communication resources, or to specify that no 
 such interaction exists.  The various shared values correspond to time, 
 space, and frequency division multiplexing while "exclusive" implies 
 that the communication is unaffected by other communicators.  Again, 
 straw men. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="TimeShared"/> 
      <xsd:enumeration value="FreqShared"/> 
      <xsd:enumeration value="SpaceShared"/> 
      <xsd:enumeration value="Exclusive"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:simpleType name="CommunicationModel"> 
    <xsd:annotation> 
      <xsd:documentation> 
 A data type used to characterize the underlying communication model in 
 very broad terms.  Placeholder, of course. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="Connectionless"/> 
      <xsd:enumeration value="ConnectionOriented"/> 
    </xsd:restriction> 
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  </xsd:simpleType> 
 
  <xsd:complexType name="Communication"> 
    <xsd:annotation> 
      <xsd:documentation> 
 The communication resource data type.  Like processing, it describes 
 its capacity in the "capacity" attribute expressed in the units in the 
 "units" attribute.  "Units" default to Mbs, and can be omitted. The ID 
 must be unique.   Again, "capacity" is a metric and can be constrained. 
      </xsd:documentation> 
      <xsd:documentation> 
 If the "medium" element is present, it characterizes the interaction of 
 the communication resource with other resources.  If the "model" 
 element is present, it charcaterizes the model.  Both elements are 
 optional, but can only occur once. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:attribute name="ID" type="xsd:string" use="required"/> 
    <xsd:sequence> 
      <xsd:element name="capacity"> 
 <xsd:complexType> 
   <xsd:complexContent> 
     <xsd:extension base="tns:Metric"> 
       <xsd:attribute name="units" type="tns:CommunicationUnits"  
  use="optional" default="Mbs"/> 
     </xsd:extension> 
   </xsd:complexContent> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="medium" type="tns:CommunicationMedium" 
minOccurs="0"/> 
      <xsd:element name="model" type="tns:CommunicationModel" minOccurs="0"/> 
    </xsd:sequence> 
  </xsd:complexType> 
 
  <xsd:simpleType name="MeasurementUnits"> 
    <xsd:annotation> 
      <xsd:documentation> 
 Another extension of the DataRates type to specialize for measurement. 
 Measurement devices may characterize their output in terms of events. 
      </xsd:documentation> 
      <xsd:documentation> 
 I'm not sure how to actually use a sub-classing here, so the DataRates 
 terms are copied. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="Kbs"/> 
      <xsd:enumeration value="Mbs"/> 
      <xsd:enumeration value="Gbs"/> 
      <xsd:enumeration value="EventsPerSecond"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:simpleType name="MeasurementType"> 
    <xsd:annotation> 
      <xsd:documentation> 
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 A simple attempt to characterize the sort of measurement a mesaurement 
 resource may be up to.  Obviously a straw man. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="Sensor"/> 
      <xsd:enumeration value="GENIMonitor"/> 
      <xsd:enumeration value="SNMPAgent"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:complexType name="Measurement"> 
    <xsd:annotation> 
      <xsd:documentation> 
 A measurement resoucre description.  Of a set of sketches, this is the 
 sketchiest.  The resource is characterized in terms of its measurement 
 capacity in the "capacity" attribute (which is again a constrainable 
 Metric datatype) in the uints in the "units" attribute.  The type of 
 measurement accomplished is given in the "type" attribute, expressed in 
 the broad terms of the MeasurementType datatype. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:attribute name="ID" type="xsd:string" use="required"/> 
    <xsd:attribute name="type" type="tns:MeasurementType"/> 
    <xsd:sequence> 
      <xsd:element name="capacity"> 
 <xsd:complexType> 
   <xsd:complexContent> 
     <xsd:extension base="tns:Metric"> 
       <xsd:attribute name="units" type="tns:MeasurementUnits" 
  use="optional" default="EventsPerSecond"/> 
     </xsd:extension> 
   </xsd:complexContent> 
 </xsd:complexType> 
      </xsd:element> 
    </xsd:sequence> 
  </xsd:complexType> 
 
  <xsd:simpleType name="CapacityUnits"> 
    <xsd:annotation> 
      <xsd:documentation> 
 Storage capacity units.  All of these are in bytes. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="KB"/> 
      <xsd:enumeration value="MB"/> 
      <xsd:enumeration value="GB"/> 
      <xsd:enumeration value="TB"/> 
      <xsd:enumeration value="PB"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:simpleType name="LatencyUnits"> 
    <xsd:annotation> 
      <xsd:documentation> 
 Units used to describe the latency of the storage resource.  Time 
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 units. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="sec"/> 
      <xsd:enumeration value="msec"/> 
      <xsd:enumeration value="usec"/> 
      <xsd:enumeration value="nsec"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:simpleType name="StoragePersistence"> 
    <xsd:annotation> 
      <xsd:documentation> 
 Some storage can be removed from components and transported other 
 places for post mortem analysis or other use.  This datatype is used to 
 indicate if the resource in question is removable or not. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="persistent"/> 
      <xsd:enumeration value="transient"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:simpleType name="StorageAccess"> 
    <xsd:annotation> 
      <xsd:documentation> 
 How can users of the storage resource use it.  The standard choices are 
 variants of reading, writing, and appending.  Are there more? 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:restriction base="xsd:string"> 
      <xsd:enumeration value="R/O"/> 
      <xsd:enumeration value="R/W"/> 
      <xsd:enumeration value="W/O"/> 
      <xsd:enumeration value="A/O"/> 
    </xsd:restriction> 
  </xsd:simpleType> 
 
  <xsd:complexType name="Storage"> 
    <xsd:annotation> 
      <xsd:documentation> 
 Sorage resources may characterize themselves across three axes - 
 capacity, data rate, and atency.  Each axis has a metric in an 
 attribute of the obvous name, but only capacity is a required 
 characterization.  Each axis is a constrainable metric and has its own 
 associated attribute for the units of that metric. 
      </xsd:documentation> 
      <xsd:documentation> 
 In addition, optional elements specifying the type of permissable axis 
 (the "access" element) and the persistence of the storage (the 
 "persistence" element) may appear.  Both are optional. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:attribute name="ID" type="xsd:string" use="required"/> 
    <xsd:sequence> 
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      <xsd:element name="capacity"> 
 <xsd:complexType> 
   <xsd:complexContent> 
     <xsd:extension base="tns:Metric"> 
       <xsd:attribute name="units" type="tns:CapacityUnits" 
  use="optional" default="MB"/> 
     </xsd:extension> 
   </xsd:complexContent> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="latency" minOccurs="0"> 
 <xsd:complexType> 
   <xsd:complexContent> 
     <xsd:extension base="tns:Metric"> 
       <xsd:attribute name="units" type="tns:LatencyUnits" 
  use="optional" default="msec"/> 
     </xsd:extension> 
   </xsd:complexContent> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="rate"> 
 <xsd:complexType> 
   <xsd:complexContent> 
     <xsd:extension base="tns:Metric"> 
       <xsd:attribute name="units" type="tns:DataRates" 
  use="optional" default="Mbs"/> 
     </xsd:extension> 
   </xsd:complexContent> 
 </xsd:complexType> 
      </xsd:element> 
      <xsd:element name="access" type="tns:StorageAccess" minOccurs="0"/> 
      <xsd:element name="persistence" type="tns:StoragePersistence"  
 minOccurs="0"/> 
    </xsd:sequence> 
  </xsd:complexType> 
 
  <xsd:complexType name="ResourceGroup"> 
    <xsd:annotation> 
      <xsd:documentation> 
 This data type describes a components resources - or one configuration 
 of a set of possible constained configurations.  Elements with types of 
 the "Processing," "Communication," "Measurement," and "Stroage" defines 
 above may appear more than once , with the collection defining the 
 component resources.  As described under the "Metric" data type, these 
 resources may constrain their capacities in terms of each other's 
 capacities. 
      </xsd:documentation> 
      <xsd:documentation> 
 Any ResourceGroup can be assigned an identifier using teh ID attribute 
 to simplify references to that ResourceGroup. 
      </xsd:documentation> 
    </xsd:annotation> 
      <xsd:attribute name="ID" type="xsd:string"/> 
    <xsd:sequence> 
      <xsd:element name="processing" type="tns:Processing"  
 minOccurs="0" maxOccurs="unbounded"/> 
      <xsd:element name="communication" type="tns:Communication"  
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 minOccurs="0" maxOccurs="unbounded"/> 
      <xsd:element name="measurement" type="tns:Measurement"  
 minOccurs="0" maxOccurs="unbounded"/> 
      <xsd:element name="storage" type="tns:Storage"  
 minOccurs="0" maxOccurs="unbounded"/> 
    </xsd:sequence> 
  </xsd:complexType> 
 
  <xsd:complexType name="constrainedResources"> 
    <xsd:annotation> 
      <xsd:documentation> 
 This is a part of the constraint system that presents choices 
 between complete configurations.  The name is somewhat confusing. 
 This data type describes a set of possible configuration choices, 
 each surrounded by an &lt;and&gt; ... &lt;/and&gt; pair.  The set 
 of &lt;and&gt;s is then put in an &lt;or&gt; to indicate that any 
 one of the choices contained in an &lt;and&gt; ... &lt;/and&gt; 
 pair is possible, but only one choice from the enclosing 
 &lt;or&gt; ... &lt;/or&gt; is acceptable. 
      </xsd:documentation> 
      <xsd:documentation> 
 For example:  
 <html:pre> 
   &lt;or&gt; 
     &lt;and&gt; 
       &lt;processing> 
  &lt;power&gt;&lt;value&gt;10&lt;/value&gt;&lt;/power&gt; 
       &lt;/processing&gt; 
       &lt;storage&gt; 
  &lt;capacity&gt;&lt;value&gt;10&lt;/value&gt;&lt;/capacity&gt; 
       &lt;/storage&gt; 
     &lt;/and&gt; 
     &lt;and&gt; 
       &lt;measurement&gt; 
  &lt;capacity 
units="EventsPerSecond"&gt;&lt;value&gt;100&lt;/value&gt;&lt;/capacity&gt; 
       &lt;/measurement&gt; 
     &lt;/and&gt; 
   &lt;/or&gt; 
 </html:pre> 
 describes a component that can either be a 10 Mhz CPU with a 10 
 MB disk or a 100 event/s sensor, but no other mix of 
 configuration is possible. 
      </xsd:documentation> 
      <xsd:documentation> 
 This allows one to specify that a node can support one of several 
 mutually exclusive configurations (which can be internally 
 constrained using Metric constraints).   
      </xsd:documentation> 
      <xsd:documentation> 
 Each &lt;and&gt; block may have an identifier and a weight 
 attribute that can be used in describing choices and expressing 
 preferences.  &lt;and&gt; groups with higher weight values are 
 preferable to the entity describing the resources.  The type of 
 the &lt;and&gt; group extends the ResourceGroup type to provide 
 this attribute.  All ResourceGroups can have an identifier. 
      </xsd:documentation> 
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      <xsd:documentation> 
 N.B. A single available configuration is expressed as an &lt;or&gt; 
 group with a single &lt;and&gt; group inside. 
      </xsd:documentation> 
    </xsd:annotation> 
    <xsd:sequence> 
      <xsd:element name="or"> 
 <xsd:complexType> 
   <xsd:sequence> 
     <xsd:element name="and" minOccurs="1" maxOccurs="unbounded"> 
       <xsd:complexType> 
  <xsd:complexContent> 
    <xsd:extension base="tns:ResourceGroup"> 
      <xsd:attribute name="weight" type="xsd:double"/> 
    </xsd:extension> 
  </xsd:complexContent> 
       </xsd:complexType> 
       <xsd:key name="ResourceKey"> 
  <xsd:selector 
path="tns:and/tns:processing|tns:and/tns:communication|tns:and/tns:measuremen
t|tns:and/tns:storage"/> 
  <xsd:field path="@ID"/> 
       </xsd:key> 
       <xsd:keyref name="ResourceKeyRef" refer="tns:ResourceKey"> 
  <xsd:selector  
 
path="tns:and/tns:processing/tns:metric|tns:and/tns:communication/tns:and/tns
:metric|tns:measurement/tns:and/tns:metric|tns:and/tns:storage/tns:metric"/> 
  <xsd:field path="@resource"/> 
       </xsd:keyref> 
     </xsd:element> 
   </xsd:sequence> 
 </xsd:complexType> 
      </xsd:element> 
    </xsd:sequence> 
  </xsd:complexType> 
</xsd:schema> 
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