
STA613/CBB540 HOMEWORK 6

DUE TUESDAY, APRIL 9TH

(1) Tree models. Your collaborator has two sets of data for you to analyze: the
first is a genotype data from a diverse collection of dogs; the second is a set
of nucleotide sequences that are already aligned for you from dog, mouse, rat,
zebrafish, gorilla, macaque, and human.
(a) What model will you use to represent the dog genotype data?
(b) If your collaborator asks you for certain statistics according to your data,

will you be able to approximate these using your model?
(i) Approximate time (in generations) to most recent common ancestor?

(ii) Average length of a generation?
(iii) Selection in a specific region?
(iv) The genotypes of the most recent common ancestor?

(c) What model will you use to represent the multi-species nucleotide align-
ment?

(d) If your collaborator asks you for certain statistics according to your data,
will you be able to approximate these using your model?

(i) The nucleotide sequence of the ancestral organism?
(ii) Time to most recent common ancestor?
(iii) Branching structure describing the ancestral relationships between

species?
(iv) Selection in a specific region?
(v) Structure of the corresponding protein (assuming there is one)?

(e) If the zebrafish sequence is removed from the second data, will this make
your analyses easier or harder? Why?

(f) If instead of nucleotide sequences, these were amino acid sequences in the
second data set, how would you modify your model?

(2) Classification. Please download the ‘class hw6.txt’ file from the course website.
In this file you will see a matrix with 1000 rows and six columns. The first two
columns represent the continuous features for 1000 samples; the last four columns
represent four different possible classifications for the data. We are going to
compare performance of three different classifiers: K nearest neighbors, random
forest, and SVM, with fixed parameter settings. For each classifier and each of
the four classifications, perform 10-fold cross validation to make predictions for
each sample (once). For K nearest neighbors, set k = 5 and use the default
distance metric. For random forest (see: randomForest package), use the default
settings for mtry and ntrees. For SVM (see: svm in e1071), use the default
kernel (RBF).
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(a) First, plot each of the examples: plot(x,y, col=z[i]+1) to see what shape the
classes take

(b) As above, produce a 1000 × 12 matrix of predictions for 10-fold cross vali-
dation of the four data sets with the three methods (don’t show)

(c) Use a roc curve to compare the performance for each of the examples: plot
four figures (and label them) showing the ROC curves for each of the four
classifications, each containing the three different classifiers and their area
under the curve metrics (AUC).

(d) For each of the four classifications, which method performed best, and why
do you think it performed best?


