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Abstract:  This paper arguesthat the increasing use of
proxies is not a stop-gap measure, but rather, that proxies
play a fundamertal role in the Internet architecture: They
bridge discortinuities between di eren t regions of the Inter-
net. To be e ectiv e, however, proxies needto coordinate and
communicate with ead other. Toward this end, this paper
describes a signalling protocol that can be usedto establish
and con gure a sequenceof one or more proxies along any
end-to-end ow. The protocol is realized as an extension of
IP, which simpli es its deployment in the Internet. The paper
also demonstrates how a collection of proxies might use the
signalling protocol to provide an enhancedend-to-endservice.

|. Intr oduction

This paper proposesa unied signalling protocol in-
tended to help and extend the functionality of proxies in
the Internet. Our goal is to expose more information to
proxies|thereb y allowing them to better adapt themsehes
to their environment|without requiring ead proxy to in-
vernt its own signalling and detection mecanisms. Such a
protocol hasthree main bene ts:

Proxies that implemert dierent functions can coordi-
nate their activities and avoid working against ead other.

Proxies often have to resort to heuristics to interpret
what is happening with a given packet ow. Actions of
oneproxy signalling schemecan alter the appearanceof the
ow in a way that breaksthe heuristics of another proxy.
With a unied signalling scheme, the signalling artifacts
are all known.

Proxiesthat needto seeevery padcet in the ow cannot
operate on nodesthat canbe routed around. With the pro-
posedsceme, other unrelated proxies can explicitly route
the ow through speci ¢ nodes.

The useof such a schemeshould not unduly burden prox-
ieswith complexmedanisms,or lossof cortrol. The ideais
to leave as much autonomy as possiblewith the individual
proxies, and only intro duce simple mecanisms.

Our focus on proxies is motivated by what we view as
a fundamental shift in the structure of the Internet. Al-
though the Internet wasoriginally conceivedasa at collec-
tion of physical networks, it hasprovenusefulover the years
to impose additional logical structure on this at space.
The most widely recognized example is the autonomous
system which aggregatesthe collection of networks man-
aged by a single administrativ e authority for the purpose
of propagating routing information.

This paper arguesthat the generalization of this idea|
partitioning the Internet into a collection of related network
elemers (hosts, links, routers)lis fundamertal. We call
these partitions regions and we obsene that they can be
de ned according to a variety of dierent criteria. Intu-

itiv ely, a region de ned on someplaneis a connectedset of
network elemers that share someproperty. Many planes
(criteria) are possible. Administrativ e cortrol of routing is
one example; it results in a set of regionsthat correspond
to the set of autonomous systems. It is easyto imagine
other criteria along which the Internet can be broken into
regions. For example:

Trust: Regionscan correspond to inter-connected groups
of network elemerns (routers, hosts) that share common
trust assumptions.

Performance: Regions can form according to perfor-
mance considerations,for example, high-bandwidth versus
low-bandwidth, or high-latency versuslow-latency.
Reliabilit y: Regionscanform accordingto the reliabilit y
characteristics of the underlying network technology; e.g.,
reliable terrestrial versusunreliable wireless.

Address Space: Regionscancorrespondto groupsof net-
work elemeris that interpret addressesin the same way.
For example, hidden networks usea di erent addressspace
than the public Internet.

QoS Aggregation: Regions can share a common QoS
mechanism, such as IntServ [7], Di Serv [5], [10], and best
e ort.

Power: Regionscan correspond to collections of elemeris
that have common power characteristics, for example op-
erate with limited cycle rates or battery life.

Services: Regions can be de ned by servicesthat are
available; e.g., multicast is not available in all parts of the
Internet.

Note that there is no reasonto expect there to be any rela-
tionship betweenregionsde ned on di erent planes. That
is, there may or may not be an obvious mapping (e.g., one-
to-one, nested) betweenrouting regions (i.e., autonomous
systems) and trust regions. Regionsde ned according to
di erent criteria may overlap with ead other in arbitrary
ways (Figure 1).

Fig. 1. Regionson di erent planescan overlap.

Recognizingthat the Internet consistsof many overlap-
ping regionsis important becausethere is often a discon-
tinuity at the boundary betweenregions, and the routers
that sit at such boundariesare often askedto hide (smooth
over) this discortinuity. Said another way, it is often the
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casethat dierent assumptions hold on either side of a
boundary router, and as a consequenceadditional func-
tionalit y is loadedinto the router to transition padketsfrom
oneregionto the other. SincelP, by itself, makesvery few
assumptionsabout the underlying networks, this assump-
tion boundary is usually of little consequencéo the router's
forwarding behavior. Changesin assumptions, however,
are exactly why network administrators install rew alls at
trust boundaries,Network AddressTranslation (NAT) [26]
boxesat addressspaceboundaries,QoSbrokers[20] at ser-
vice model boundaries, transcoders and caches at perfor-
mance boundaries,and so on.

One possibleresponseto recognizing that the Internet
consists of a collection of logical regions (each of which
consistsof one or more physical networks), is to add a new
layer to the Internet architecture; onethat ts betweenlP
and TCP [11]. The main problem with this approad]|
aside from the obvious dicult y in changing the Inter-
net architecturelis that settling on a meaningful parti-
tion is problematic: there are too many possible criteria
that could be usedto carve up the Internet, and there is
no reasonto believe that they would be mutually consis-
tent (e.g., that trust regionswould always be sub-regions
of routing regions,and so on).

An alternativ e strategy, which we advancein this paper,
is to extend the current architecture with the ability to do
on-the-y region discovery. Our approac, which we call
transparent proxy signalling, discovers the interesting re-
gionstraversedby a given o w, and allows proxiesrunning
on all the boundary routers along this path between the
sourceand destination hoststo coordinate with ead other.
The main cortribution of this paper is to describe proxy
signalling in somedetail, and to illustrate how it might be
usedto manageproxies running on boundary routers.

Il. Pr oxies

This section preseris a simple taxonomy of proxies, and
in the process,identi es the requiremerts they place on
the signalling protocol they use to establish and con g-
ure themseles. For the purposeof this discussion,we use
the term proxy to refer to both the code module running
on a boundary router that implements an enhancedservice
acrossa region, and the router itself. Also, we usethe term
proxy service to referto the abstract service(e.g., compres-
sion) implemerted by a one or more proxies. There can be
many di erent implementations of a servicelike compres-
sion, but they will only be consideredto be the sameproxy
serviceif they can inter-operate with ead other.

A. Simple Taxonomy

Proxiesare usedin at leasttwo situations|they standin
for either a host or a communication channel. This paper
focuseson the latter.

When we say that a proxy standsin for a host, we mean
that clients identify the proxy asthe end point for a con-
nection, and the proxy selectsan appropriate server and
redirects the connectionto that host. This situation is il-
lustrated in Figure 2. In the caseof a TCP connection,for

%

Fig. 2. Proxy for a Host: The proxy extendsthe connection from
itself to another host (either real or virtual).

Proxy

example,the proxy implemerts redirection either by estab-
lishing a secondTCP connectionto the serer and patching
the two together, or by running a hand-o protocol that
passeghe connectionstate to the server [22]. Sud proxies
are usually said to be classial, and they have been well
studied in the literature (e.g., HTTP cades).

Fig. 3. Proxy for a Connection: We have an end-to-end connection set
up, and a proxy is inserted into the connection to enhanceit.

Host 1 Host 2

Host 1

Host 2

We are primarily interested in the classof proxies that
e ectiv ely stand in for a communication channel, as illus-
trated in Figure 3. Sud proxiestypically augmert a padet
ow to achieve certain goals: increasedsecurity, reduced
latency, increasedbandwidth, and so on. They are often
called transprent since the end hosts are not aware that
the proxy has intercepted and processedits padets. An
important property of such proxiesis that they operate on
communication channelscreated by other ertities; they do
not initiate or terminate connectionsthemsehes. When we
use the term proxy throughout the rest of the paper, we
are referring to transparent proxies that augmert a com-
munication channel.

We also di erentiate between proxies that are stand-
alone and distributed (or peered). The former can operate
completely on its own, while the latter require someform
of signalling protocol to negotiate what proxies will peer
with ead other.

B. Examples

Transparert proxies implement a wide variety of ser-
vices. One class\brackets" a segmen of the end-to-end
path, with the ow running between the edge proxies
transformed in a way that better matches the available
network elemens. These are always distributed proxies,
and they implemert transformations like compression(to
reduce bandwidth consumption), encryption (to prevernt
eavesdropping), and Forward Error Correction (to accom-
modate lossy transmission facilities) [27], [16], [2].

Another class of proxies transform the content of the
ow. The reasonsfor transforming the ow varies, and
includes conversion of data to a format supported by the
receiver, asin ICEBER G [30]. Another type of transforma-
tion is adaption to the bandwidth available to the receier.
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Examples of this include video stream thinning [9], [19],
[15], in which a video ow is adapted to available band-
width by dropping selectedframes, and distilling [13], in
which the resolution or color palette of the image is re-
ducedto reducethe transmissiontime.

Yet another classof proxies are designedto improve var-
ious aspects of TCP. The Internet draft on Performance
Enhancing Proxies [6] describes seweral such proxies, in-
cluding relatively simple functions like TCP ACK Spac-
ing [3], [23] (this proxy eliminates bursts of TCP data by
smoothing out the ow of TCP ACKs), and TCP Snoop
[4] (this proxy hides packet drops on lossy links from the
TCP senderto avoid wrongly triggering TCP congestion
cortrol).

C. Benets of Signalling

We believe that most proxies, including both stand-alone
and distributed, benet from being able to communicate
with other proxies along the ow, simply for the sake of
learning if the function it wants to implement interferes
with any other proxies or if the function is already imple-
mented. For example, a TCP Snoop or distilling proxy
could be interested in knowing if other proxies along the
path might interfere with their heuristic or perform similar
transformations.

A more complex exampleis a situation where we want
to sendsensitive data over a slow, lossyradio channel. To
courter eavesdroppingwe want to encrypt data; to com-
pensatefor the high error rate we might use FEC; and to
improve performance we could compressthe data before
sendingit. If we want to use all these transformations,
they have to be applied in the right order. Compression
is not useful on encrypted data, and encrypting or com-
pressingthe data produced by FEC makes no sensesince
it would destroy the property given by FEC. This ordering
can be learned via proxy signalling.

D. Why not End-to-End?

This last example raisesan important pointjwh y not
have the applications implemert the desired service (e.g.,
compressiongncryption, and FEC) themselhes,asopposed
to depend on proxies? The most obvious reasonfor this
break with the end-to-endargumert [24]is that end hosts
do not necessarilyknow how the channel needsto be con-
ditioned. It is only aspadkets crossassumptionboundaries
that it is possibleto discover how the channel needsto be
enhanced. Also, proxies can be usedto augmert legacy
applications that are di cult to change.

Proxiesare certainly allowedto run on end hosts|doing
so can be viewed as a way to retrot a new serviceto an
existing application. However, theseend-hostproxies need
to signal their peersto learn what functions needto be
applied to the packet stream. This is precisely the role
of proxy signalling|to provide a mecanism that allows
all the proxies along a ow to communicate information
about the behavior of the ow and the servicesthey can
apply. Note that not all ertities needto participate|some
routers are proxy-aware, while others just forward padkets.

We believeit to be the case,however, that routers situated
at important region boundariesare likely to participate.

E. Why not Link-L evel?

A related questionis why we don't deal with theseprob-
lems at the link-level, since in many cases,the \region"
spansonly a singlelink. The answer is that for sometypes
of problems, we may very well dealwith it usinga link-level
solution. Howewer, if we assumethat other proxy services
will still be operating at the network- or transport-level,
it could be bene cial for them to know that a link-level
proxy is operating. For example, if encryption is known
to be implemented on a link, this meansthat it would be
meaninglessfor any higher level compressionor FEC proxy
to operate on this link. We can alsoimagine other services,
such as NAT, that our proposedsctemewould not be al-
lowed to cortrol, but which would be bene cial to some
proxiesto know about.

A secondargumert for using network- or transport-level
proxiesinstead of link-level solutionsis that sud a solution
supports the concatenationof services.If the sametype of
serviceis operating over two or more links alongthe path, it
may make senseo mergethe regionsinto a\sup er-region"”.
For example, if compressionis usedon any two links along
the path, this meansthat data will be compressedand un-
compressedtwice, once for ead link. Moving the service
to a network- or transport-level proxy would allow a merg-
ing of the two regionsthat would reducethe computational
overhead. Keeping data compressedin the path between
the end of link oneand the beginning of link two will reduce
the bandwidth consumedon theselinks aswell. This argu-
ment, however, is not universally applicable. For example,
keepingthe redundancy added by FEC betweentwo high-
loss links will save adding/removing the redundancy, but
will waste bandwidth on the intermediate, low-loss, links.

A nal obsenation is that keeping proxy signalling at
the ow level hastwo potential advantages. First, it means
that we gain the ability to involve the end point, and al-
low it to signal its preferencesto any proxies along the
path. Second,it makesit easierto exploit application-level
knowledge,aswould be the casefor an image distiller or a
video stream thinner.

F. Requirements

Proxiesrequire two key servicesfrom a signalling proto-
col: detection and communication. Detection is necessary
for distributed proxiesto nd their peers,and is often helps
all proxies detect duplicate and interfering proxy services.
Communication is neededfor con guration and adaption of
peeredproxies, and with knowledge of other proxies, may
allow non-peer proxies to better adapt to ead other.

G. Signaling In-Band

There are two additional points to make about our ap-
proach. First, eventhough proxy detection and communi-
cation can be done out-of-band by sending UDP packets,
opening a cortrol-connection, or a variety of other meth-
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ods, we believe there are advantagesto supporting in-band
signalling:

All signalling s visible to other proxiesthat are operating
on the same ow.

Network ertities like Di Serv will treat all communica-
tion relating to the ow as part of the ow, regardlessif
they are aware of the proxies or not.

Signalling that is dependernt on the position within the
ow or the data being transmitted can be syndironized
with the data/p osition in the ow that it relatesto.

H. Deployment

One advantage of the scheme proposedin this paper is
that it is designedto be deployedincremertally. The most
likely scenariois that it would rst be deployed to coor-
dinate proxy deployment within the accessetworks of in-
dividual administrative domains. When ows are setup
betweentwo domains that both support proxy signalling,
additional synergy e ects will occur to give an ever better
serviceto the users. As functionality moves\in wards" to-
wards the core network and proxies becomemore plentiful,
the role of avoiding con icts will grow in importance.

The administrators at the end point domains will likely
also be more motivated to run proxies to make the con-
nection going in and out of their domains as e ective as
possible,even at the \cost" of allowing outside ertities (i.e.
proxies outside their own domain) to requestthat proxies
be run on their behalf.

I1.

Signalling  Pr otocol

This section describes our proposedsignalling protocol.
Our strategy is to incorporate proxy signalling into the ow
by using a new IP option to tag packets containing proxy
signalling messagesjust like TCP options are usedfor sig-
nalling extensionsto TCP [17]. An important consequence
of this designis that control information passedbetween
proxies can be kept syncronized with the data being car-
ried by the ow. The major parts of the protocol are:
Region Discovery: Establish the proxy region, which is
the superset of all regionsde ned by various proxies.
Proxy Detection: Find the proxies along the path be-
tweenthe end points willing to operate on this ow.

Con guration: Determine which of the detected proxies
to activate, and with what parameters.

Comm unication: Insert proxy messagesinto the ow
and de ne what these messagedook like.

Termination:  Handle termination of the ow.

While proxies could be initiated at any time during the
lifetime of a o w, it is often desirableto setup proxiesat the
time the ow is established. This ensuresthat once data
starts o wing, the proxiesare already in placeand ready to
processthe data stream. This meanswe needto piggybadk
proxy setupon o w setup. Our designis primarily targeted
at TCP sinceconnectionsetup and termination are explicit
and standardized, although it should work equally well for
UDP ows if we are able to recognizethat a ow is being
established.

We describe the proxy region setup in terms of how it
is piggybaded on TCP connection setup, but the tech-
nigues we describe are the sameas oneswe would useto
set up a proxy region on-the-y, that is, asyndironously
with respect to connectionsetup. In fact, on-the-y setup
is required to support re-con guration of proxies;e.g. if a
proxy is added or removed during the lifetime of the ow.
We commert on on-the-y setup aswell as UDP and IPv6
issueslater in this section.

Sincewe want to keep everything in-band, but without
unnecessarilydisrupting the ow, we usean IP option for
tagging and containing information about the proxy sig-
nalling protocol. The signalling scheme imposesno other
restrictions, such as packet ordering, on the ow.

A. Proxy Region Discovery

Our rst goalis to detect any proxies along the end-to-
end path. This establishesthe proxy region, which is a
superset of all regions detected, and is bound by border
proxies. A border proxy is the rst proxy aware entity in
the path of a padket.

To establish a proxy region during TCP connection
setup, the rst proxy-aware ertity on the path of the SYN
tagsthe SYN with the PROXY IP option and marks itself
asthe Client Side Border (CSB).

Assuming the sener is not proxy-aware, it doesnot in-
clude the PROXY option in SYNACK it sendsthe client.
When this untagged SYNACK reaches the rst proxy-
aware ertity that saw the corresponding PROXY-tagged
SYN, this entity knows that it is the Senrer Side Border
(SSB). It tagsthe SYNACK with the PROXY option, sets
the CSB to the value in the SYN, and marks itself as the
SSB.

When the tagged SYNACK reachesthe CSB, a complete
proxy region has beendetected, and all proxies on the for-
ward and reversepaths know who their upstream border is.
The PROXY option is remaved from the SYNACK before
it is forwardedto the client.

,,,,,,,,,,,,,,

- N
ISYNACK;
I

H Proxy:

Fig. 4. Proxy detection and region establishment: In this example, the
proxy region is establishedbetween proxy 1 and 2.

Figure 4 illustrates how the proxy region is detected in
a simple network. Any proxies between Proxy 1 and 2
just record the IP addressesof the borders and passthe
SYN/SYNA CK along.

The proxy border functionality can be implemerted by
the end points, allowing the application to becomeinvolved
in the con guration and deployment process.This includes
giving the end points the option of requestingthat no prox-
ies be deployed for this ow; e.g. for short-lived ows or
0 ws where proxies are not desired.
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B. Proxy Detection

During region discovery we also have opportunit y to dis-
cover all candidate proxies along the path of the ow. Ide-
ally, we would like to passfull con guration alongwith the
SYN/SYNA CK, but in IPv4 this is not possibledueto size
constraints (max 40 bytes) on IP options.

When a proxy receives a PROXY tagged SYN or
SYNACK, it savesa copy of the padket. Before passing
the padcket along, it setsa Previous proxy eld (see Fig-
ure 5) to its own IP address. This meansthat every proxy
alongthe ow path, exceptthe border proxy that inserted
the PROXY option, knows the IP addressof the proxy
upstream of itself.

CSB| SSB

Fig. 5. Fields of the PROXY option.

Previous Proxy

Flags

Also, eadh proxy usesthe ag Setup Preference(seeFig-
ure 6) to indicate its setup preference. Speci cally, the
proxy setsthe eld to the higher value of its own prefer-
enceand the preferencein the received PROXY option.

Value | Meaning
0 No proxy wants to run.
1 A proxy wants to run.
2 A proxy wants to run, and wants to be
setup during connectionsetup.
3 A proxy wants to run, and must be setup
during connection setup.

Fig. 6. The valuesof the Setup Preference ag.

When the SSBis created, it sendsa con guration mes-
sage(CONF) to its Previous Proxy. The CONF badktracks
the path of the SYN along the path de ned by the previ-
ous proxy elds recorded by eadh proxy. Note that the
CONF messagdand the ACTIVE messagele ned below)
are not piggybadked on the TCP connectionestablishmen
messagesthey are sert as separatelP datagrams.

Each proxy alongthe path of the CONF padket appends
a eld listing its IP address,the proxy servicesit supports,
and con guration parametersfor theseservices.The exact
nature of this information is dependert on what model of
con guration is used.

The CSB waits for the SYNACK and CONF message,
and when both have arrived, it sendsthe CONF back to
the SSB along the Previous Proxy path of the SYNACK
in a similar fashion. It then examinesthe Setup Pref-
erence ag. Assuming that this indicates that there are
proxies that needto be setup during connection establish-
ment, the SYNACK is not forwarded yet. Alternativ ely,
the SYNACK can be releasedimmediately and the region
is setup on-the-y instead.

Once the CONF padket reachesthe SSBit contains in-
formation about all proxiesin both directions of the ow.
The SSBcannow resolve con icts and decide,basedon the
con guration parameters,which proxy servicesto activate.

It then sendsactivation messagegACTIVE) badk to the
CSB. Each proxy along the path(s) con gure themseles
according to the information contained in the activation
message. If the node is not part of the nal proxy con-
guration, it simply passesthe ACTIVE messageon and
marks the state information asre-usable.

Oncethe activation messageseac the CSB, the system
is ready to run, and the SYNACK is released. The nal
ACK serwesasacon rmation that the ACTIVE padket was
received by the SSBand that everything is setup correctly.

A complete examplewith o ws along asymmetric paths
is shawvn in Figure 7. Note that even though the routes
are asymmetric, the nal path of the ow may become
symmetric; e.g. if trac is routed through P3 in both
directions.

On-the-y setupdiers from the precedingdescription in
two ways. First, it doesnot a ect padket forwarding, and
in particular, padkets are forwarded normally during re-
gion establishmen. Second,we cannotrely on any implicit
mechanismto acknowledgethe ACTIVE messageInstead,
this must be done explicitly with an ACTIVE-A CK mes-
sage.The SSBonly starts forwarding padets through the
proxy \tunnel" when it has received the ACTIVE-A CK.
This ACTIVE-A CK can, however, be piggybaded on the
rst padket tunneled into the proxy region by the CSB.

C. Con guration

We have already discussedthe mecanics of proxy con-
guration signalling: The CONF messageis built up by
having ead proxy examinethe CONF messageshat comes
to them, and deciding what to o er in their own con gu-
ration messages.This doesnot, however, allow proxies to
take into consideration downstream proxies, but this is of-
ten not needed.If a proxy is surroundedby peeredproxies
that it needsto consider,then information about the up-
streamspeerwill be contained in the CONF message.For
stand-aloneproxies, the sameis true|an y proxy that can
aect it will be upstream, and thus visible. A proxy that
is downstream from an interfering proxy and wants to be
selectedover another could do this by invalidating the con-
guration messagef the interfering upstream proxy before
passingthe CONF messageon.

While this approad is feasible, we believe it to be a
bit crude. Instead, we allow the con guration messageso
contain instructions to the SSBabout how to dealwith this
proxy servicewith respect to other services. This is done
with simple instructions suc as:

Maximize distance between peers,i.e. make the proxy
\cover" as much of the ow aspossible.

This proxy should be usedonly as a last resort.

This proxy haspriorit y over the speci ed proxy or proxy
service.

This proxy servicerequiresthat the o w is untouched by
the speci ed proxy or proxy service.

The number of peersneeded;e.g., 0 for a stand-alone
proxy, 1 for a\normal" peeredproxy.

Proxies can be referred to by their IP addressesand for
proxy service,a servicelD|a number that uniquely iden-
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: The rst proxy to seean untagged SYN (1) becomesCSB, tags

the SYN and passesit on (2{5). When a proxy that saw the tagged SYN seesan untagged SYNACK (6), it becomesSSB. It passesa tagged

SYNACK (7a{9a) along, and also sendsa CONF along the path of the SYN (7b{9b).

The CSB holds on to the SYNACK, but passesthe

CONF along the path of the SYNACK (10{12). The SSB responds to the CONF with ACTIVE packets along each path (13a{15a, 13b{15b).
When the ACTIVE packets reach the CSB, it sendsthe SYNACK along (16).

ties ead proxy service. This nhumber is usedin con gu-
ration to enable proxies to identify their peersand other
known services,and also to tag proxy messageso make
demultiplexing of proxy message® cien t.

Note that while our signalling scheme o ers exibilit y
to proxy protocol designers,it leaves all policy-related
decisionsto the participating proxies. This means that
eadh proxy that implemens a given service must main-
tain knowledgeabout how it interferes/cooperateswith all
other proxy services,and this knowledgeis codi ed in the
proxy implementation. We are working on an extensionto
this schemein which policy decisionsare made by a pol-
icy engine. During con guration, ead proxy appendsthe
properties of ead proxy serviceit oers. The policy en-
gine of the SSBthen examinesall properties, and basedon
them chooseswhat proxies and servicesto activate.

A generalpolicy engineis beyond the scope of this pa-
per, but we can suggesthow such an enginemight function.
On the one hand, a proxy servicelike compressionhas the
following three properties: it is greedy (it wants to span
as much of the path between hosts as possible), it mod-
i es padket contents, and it requires a peer that restores
the packet contents. On the other hand, a distilling proxy
service is stand-alone (it requires no peer to operate), it
requiresunmodi ed packet contents, it is a singleton proxy
(only a single instance should be running for any given
ow), it permanertly modi es padket contents, and it per-
manertly modi es the number of bytes transmitted.

D. Proxy Communication

Messageshetween proxies can be divided into two cat-
egories: Those that are dependert on the position in the
ow, and thosethat are not. To accommalate both types
of messageswe provide two methods of sendingproxy mes-
sages:

1. By piggybadking short messagesn padketsthat are part
of the ow. This is done by encapsulatingthe messagen
a PROXY option, and adding the option to a packet that
is part of the ow.

2. By sending the messagein a separate padket, similar
to the CONF padket. This type of messagehas no size
restrictions beyond packet size.

We expect that most messagesthat are position-
dependert will actually be encaded into the ow by
the proxies, but for completenesswe also provide an
application-independert way of sending this type of mes-
sage.If longermessagesre needed this canbe achieved by
sendinga short messageavithin the o w telling the proxy to
bu er until it getsa separatepadket with further instruc-
tions.

Sometypes of proxies might want to add messagedo
many or all padkets, either in the form of tags that iden-
tify this asa padket that should be processedpr by giving
instructions for how to processthem. If TCP is used, it
would make senseto adjust the MTU of the ow, thereby
ensuringthat thesetags or instructions t in packets with-
out having to fragmert them.

E. Removal

When the ow is terminated, it is natural that the proxy
region is removed and all proxies disabled. The question
is when the o w should be consideredto have terminated.
The simple caseis when a TCP connection is terminated
normally, with both sidessendingFINs and ACKing them.
In this case,the proxy regionborders, upon seeingthe FIN,
appendsa proxy messageelling the proxiesin the region
to shut down for that data direction.

An additional medanism is neededfor the casewhen
the ow is not properly shut down (e.g., link failure), since
proxies want to releasethe resourcesthey are using for
the broken ow. Again, the medanism is dependert on
the type of ow. If TCP is used, we have seweral ways of
examining the ow. If the connectionis using TCP Keep-
alive [8], [28], then keep-alive packets can be monitored.
We can also send dummy SYN padkets to both hosts, to
exploreif the hostsstill considerthe connectionto be open.

We expect that most typesof proxieswill not modify the
ow in such a way that the proxy needsto be in place to
maintain the connection. For example, a proxy-pair that
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compress/decompresglata over a slow link will not alter
the ow in any way. In thesecaseswe can do a \soft ter-
mination" of proxy services. This meansthat individual
proxies or proxy-pairs stop operating on the ow, and no-
tify proxies up- and downstream of themselhes that they
withdraw from the proxy region. For a more complete
removal, the proxies in the ow can be re-con gured by
re-running proxy detection and con guration.

If a proxy alters the o w, for exampleby modifying con-
tents as perceived by the receiwer, then this proxy must
remain for the duration of the ow. The only way to with-
draw this type of proxy is a \hard termination”, which by
necessiy includes terminating the ow since the function
of the proxy has created a discrepancy between the data
sent and the data received and the proxy is vital to main-
taining the connection. This situation is similar to the case
of a link failure. One obsenation helps us here: A proxy
that permanenly alters the content or padkagingofa o w's
data is likely to have intimate knowledgeof the typeof ow
it alters, and thus it should have a better idea of how to
determineif the ow hasin fact beenbroken, or if it is just
idle.

When a ow is believedto be broken, all proxiesthat can
do a soft termination should do soimmediately, or as soon
as the resourcesconsumedby the broken ow are needed
by another ow. Hard termination should be avoided for
aslong as possible.

F. Routing

Routing decisionsare madeindependert of our signalling
scheme, but there are several implications to this design,
which we now discuss.

F.1 Asymmetric Routes

As outlined sofar, the proposedschemeworks provided
we have a perfect network with bi-directional static routes.
There are many reasonsfor asymmetriesin routing, in-
cluding both routing artifacts aswell as planned asymme-
tries (e.g. satellite downlink and phone uplink). Asym-
metries inside the proxy region can be dealt with either
by re-routing trac, or if the proxy servicessupport it, by
running the proxy in onedirection only.

‘Host A / ™~

| Proxy 2| -« | Proxy 3|<—> (HOS'[ 3

Fig. 8. An asymmetric
proxy 1, but not trac

route: Trac from Host A to Host B pass
in the reversedirection.

The real problem is asymmetriesthat causepadkets to
be routed around the borders. If during setupthe CSB sees
the ACK from the client without having seenthe SYNACK
from the seneer, it knows that the route is asymmetric, as
in Figure 8. In this case,the best strategy is to either pass
the border responsibility to another proxy, or cancelthe
proxy region altogether.

F.2 Route Changesand Choke Points

A proxy regionis establishedbasedon the routing at the
instant it is created. Subsequet route changescan disrupt
the region. Route changeswithin the proxy region are not
a problem since routes between proxies are pinned. Route
changesoutside the region can, however, causepackets to
be routed around the proxy regionborders. Padkets not en-
tering the regionthrough the border proxiesare not subject
to route pinning, and may not even be recognizedas being
part of the proxy-modi ed o w by interior proxies.

At rst glance,having pacets go from senderto receiver
without entering the region may not seemvery disruptiv e,
but since proxies may alter contentjand for TCP ows,
alter sequencenumbers of data padets|this can causese-
vere problems.

A rst step in dealing with the problem is to have all
proxies that are part of the ow be on the lookout for
padkets belongingto the o w, and notify the upstreambor-
der (and possibly forward the \escaped" padket) if any are
detected. This deals, albeit imperfectly, with any padck-
ets that are routed around the border, but later enter the
region. It does,however, nothing for padketsthat are com-
pletely routed around the region.

There are no satisfactory ways of dealing with this, short
of tricks like modifying the client addressduring connection
setup, thus making the sener think that the SSBis the
connectingclient. However, all such tric ks have undesirable
side-e ects; breaking host-basedauthentication is one of
the more obvious consequences.

The key issue,as with asymmetric routes, is placemert
of border proxies. The only solution that is guaranteed to
deal correctly with the problem of route changesand asym-
metric routes is to place border proxies on choke points in
the net; i.e., points in the net that connecttwo (or more)
networks in such a way that there are no other ways to
go betweenthe two networks. Thesechoke points often oc-
cur naturally at points where rew alls and site-wide HTTP
proxies are deployed. To place a proxy that can act as a
border would be only a minor addition to an existing re-
wall/cache.

Fortunately, we can do better. The end points are the
only true choke points, and by extending the proxy region
to include the end points, the problem goes away. The
only reasonfor not mandating end point participation is
the obsenation of how slowly support for other useful ex-
tensionsto the existing protocols has been deployed; e.g.
TCP SACK [18]. Our compromiseis a schemethat works
without end point participation, but is designedto extend
to end points and givesaddedbene t if end points are in-
cluded.

F.3 Routing Outside the IP Path

One weaknessof the scheme outlined so far is that it
assumesthat all proxies must reside along the IP path of
the ow. There are circumstanceswhere one would like
to take a detour o the IP path, for example, to reach a
cycle serer with signi cant capacity to run the service.
This is possiblewith our scheme. All that hasto happenis
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that the proxy that knows about the cycle serer redirects
the CONF packet to the node(s) not on the original IP
path, thereby allowing them to participate. These proxy-
proxies are not part of the proxy signalling scheme. They
only exploit the fact that the proxy signalling scheme is
uniform.

G. E ects of NAT

Sincethe schemeusespinned routes, routing proxy-hop
by proxy-hop. This can causeproblems with proxies re-
siding in another addressdomain (i.e, behind a NAT box),
unlessthe addresstranslator is con gured to translate the
addressesinside the PROXY option. This type of trans-
lation is already neededfor someapplication protocols, so
this should not require any new functionality in the NAT-
box.

H. E e cts of Packet Loss

If a SYN or SYNACK padket is lost, the end points time
out and resendthe padket. In most caseswerely onthe end
points to regeneratethese packets. We do, however, have
additional padkets in this schemethat are not monitored
by the end points.

By having the CSB hold onto the SYNACK until it has
receivedthe ACTIVE message(s)ye are ableto piggybadk
on the client's retransmission mecanism: a lost CONF
or ACTIVE messagecausesthe client to resendits SYN
padket and thus re-run the proxy detection, causinga re-
transmission of the CONF message.

Howevwer, this is a very slow medanism, so additionally,
the bordersimplement a faster acting retransmission pol-
icy. Sincethe SYNACK and CONF are sert at the same
time from the SSB, they should arrive at the CSB at ap-
proximately the sametime. If the CSB has received the
SYNACK (or CONF), it should wait one RTT and then
resendthe SYN.

Similarly, the CSB should resendthe CONF if after two
RTTs the ACTIVE messagehas not arrived. If after re-
transmitting the CONF and waiting two RTTs the AC-
TIVE hasnot beenreceived by the CSB, it must retrans-
mit the SYN instead, sincethe padket lossmay be due to
a node going down or dropping the state information, and
with hop-by-hop routing, this breaksthe route.

The RTT usedis the measuredtime betweenwhen the
CSB sendsthe SYN and receivesthe SYNACK (or CONF).
For all but very high delay paths, this will be signi cantly
lessthan the timeout usedby TCP for a lost initial SYN
segmei.

We also use the client's initial SYN timeout to bound
the number of retransmissionsallowed. As long as the
SYNACK has not been received by the CSB, we allow
any number of retransmissions. Once the SYNACK has
reached the CSB, however, it should be releasedif the re-
gion has not yet been established after four retransmis-
sions. The SYNACK should also be releasedif the CSB
receivestwo resent SYN packets from the client. Releasing
the SYNACK meansthat either the proxy region estab-
lishment should be abandoned, or the ow should switch

to on-the-y operation.

I. Overhead and Delay

One of the potential problems of this schemeis that it
delays connection establishmen. One of the aims of the
designis that it should causeaslittle delay and overhead
as possible.

The minimum time to establisha proxy region when pig-
gybading on connection setup is one RTT, plus the time
neededto run the con guration engine and the time for
ead proxy to examinethe SYN/SYNA CK before passing
it along. The time to run the con guration engine and
examinethe padkets should be negligible comparedto the
added communication time.

While the added delay may be acceptablefor the cases
where we actually do end up creating a region and run
proxies, it is especially important to minimize the impact
when this is not the case. To this end, we examine our
proposedsceme.

The casewhereno proxiesare presen is trivialthe  ow
setup is una ected. If there are only proxies that are not
candidates for client-side border, then these proxies will
not set the PROXY option, and again the ow is setup
normally with only the cost of examining the packet before
forwarding it.

If we have a candidate for client side border, but no
candidate for serer side border, then the CSB will set
the PROXY option, but will receive a SYNACK with no
PROXY option. It will then know that no proxy regioncan
be setup, and allow the o w setupto proceednormally. The
impact will, as before, be very limited. Howewer, in this
casenon-border proxiesin the path to the server will have
state that should time-out and be released. Additionally ,
the CSB canresendthe SYN with a PROXY option telling
proxiesto discard any state they have for this connection.

In summary, the caseswhere a region cannot be estab-
lished carries only a minimal latency impact on the ow
establishmen, and will only causea temporary waste of
state memory in proxies.

In the casewhen a region can be established, but no
proxy wants to run, this will be indicated by the Setup
Preference ag. In this case,the CSB will senda CONF
messageelling proxiesto shut down.

J. IPv6 and UDP-baseal Protocols

IPv6 makesit possibleto improveon the schemejust out-
lined. Speci cally, the CONF messagegan be put into an
extension headerand piggybadked on the SYN/SYNA CK
messageslin addition to saving two padkets, this simpli es
the problem of handling padket loss and has the e ect of
making the CSB the point where con guration is doneand
ACTIVE messagesaresert. Unfortunately, this alsomeans
that the CSB will not know that the proxies have beencor-
rectly con gured whenit is time to releasethe SYNACK.
Thus, we needto usean ACTIVE-A CK, just asin the on-
the-y setup. The net result is that con guration will take
approximately aslong in IPv6 asin IPv4, but in IPv6 we
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will send fewer padcets and only lost ACTIVE-messages
needto be considered.

Similar argumerts apply to UDP-based protocols|jw e
either have to usethe stchemeas demonstratedin Figure 7,
or if possible,piggybad on o w setup padkets. Notice that
sinceUDP o ws are application-basedertities, identifying
UDP owswill require application participation, which al-
lows us to extend the signalling schemeto the end points.

A secondcomplication is that we need a bi-directional
ow to piggybadk message®n. If the UDP ow is strictly
unidirectional, there is no easyway to nd the borders. A
kludge would be to piggybad on boguspadkets, and inter-
ceptICMP responsesgeneratedasresponsesput in reality,
the only reasonableway to deal with it is by cooperation
by the end points.

Fortunately both of these problems can be solved in
the application without requiring modi cations to the end
point UDP and IP implementations, since, unlike TCP,
UDP requires that IP options can be both sert and re-
ceived by the application (RFC1122,section 4.1.3.2[8]).

K. Summary

While Figure 7 paints afairly complexpicture, the med-
anism used is really fairly simple. For a region estab-
lished at connectionsetup, the SYN/SYNA CK padkets are
taggedto inform proxies along their path that a proxy re-
gion is being setup and to establish the borders of the re-
gion. The CONF messagéadktracks the path of the SYN
and SYNACK, passingead proxy and collecting con gura-
tion information. This information is usedto con gure the
proxies at the border that originated the CONF message,
onceit returns. Once a con guration is made, the AC-
TIVE messagesre sert out along the paths of the SYN
and SYNACK to activate the proxies.

IV. Examples

This section demonstrateshow proxy signalling can be
usedin a few example scenarios. In a sense,it illustrates
how di erent policies might be implemerted on top of the
signalling mecanism.

A. Compression

Figure 9 depicts a client communicating with a serer
over a path that spansa low-bandwidth region. This region
is bordered by two proxies, P1 and P2. Additionally , there
is a third proxy, P3, at the gateway to the autonomous
systemthat the server belongsto. All three proxiessupport

the compressionproxy service.

Fig. 9. An examplenet with three proxies and a low-bandwidth link.

A.1 Client-to-Server Detection

The client initiates the connection to the server, and
when the SYN reaches P1, the proxy decidesit wants to
operate on this ow. SupposeP1 setsthe PROXY option

and forwardsthe SYN. When the SYN reachesP2, it saves
a copy of the SYN and passest on.

Proxy P3 sits at an ISP gateway and supports a large
number of proxy servicesto help the ISP customers. It has
available resourcesand decidesto participate in the proxy
region.

A.2 Sener-to-Client Detection and Con guration

The host is proxy unaware and repliesto the SYN with
a SYNACK without the PROXY option.

When the SYNACK readiesP3, it realizesthat it is on
the boundary of the proxy region. It can now announce
itself asthe sener-sideborder, or withdraw from the proxy
region by just passingthe SYNACK along upstream. It
decidesto participate asboundary. It also sendsa CONF
messageortaining information about the proxy servicesit
supports to the previous proxy in the path of the SYN.

P2 receivesthe SYNACK, and notesthat it already de-
cided to be part of the opposite direction of this ow, so
it passesthe SYNACK on. It then receivesthe CONF
messageand inserts information about its proxy services
before passingthe CONF on to its previous proxy.

Proxy region

Fig. 10. The proxy region has been established,and compressionset up
between P1 and P3.

Proxy P1 receivesthe SYNACK and seesthat there is
a sener-sideproxy. It then waits for the CONF message.
When it arrives, it examinesit and seesthat there are
two proxies that support the compressionservice. It in-
serts information about its own proxy servicesand passes
the CONF on to the previous proxy along the path of the
SYNACK.

When P2 receivesthe CONF, it inserts con guration in-
formation for its supported proxy servicesand passesthe
CONF packet on to its previous proxy.

When the CONF reachesP3, the con guration informa-
tion is examined. The compressionproxy service speci es
that it should maximize its region, and this is re ected
in the con guration information supplied by ead proxy.
Basedon this, it is decidedthat the compressionproxies
on P1 and P3 should be activated. A single ACTIVE mes-
sageis sert (sincethe paths of the SYN and SYNACK were
identical) activating P1, and remaoving P2 from the proxy
region. P2 receivesthe ACTIVE messagepassest on, and
then marks the state information for this ow asre-usable.

Suppose the ACTIVE messageis lost before reacing
P1, causing P1 to retransmit the CONF message. If P2
has already removed the state information for this ow, it
will not know what to do with the CONF messageand this
will causeP1 to retransmit the SYN instead. If the state
is still available, the CONF will be forwarded correctly to
P3, who will retransmit the ACTIVE if the retransmitted
CONF matchesthe original CONF, or elserecon gure and
transmit a new ACTIVE message.
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B. Adding a Second Proxy Type

The previous scenariois a simple example with a trans-
forming proxy pair, where one proxy undoesthe transfor-
mation made by its peer. As could be seen,most of the
actual policieswerederived from the proxy serviceinvolved

(compression),not from the signalling protocol.
(Gl — [ — [P — [P — [P —

Fig. 11. A fourth proxy is addedto the scenaio.

In Figure 11afourth proxy, P4, is addedbetweenproxies
P2 and P3. Proxy P4 supports a picture distilling function
[13] that reducesthe size of still imagesby reducing the
resolution and number of colors used. The proxy is only
activated for certain types of ows (e.g., HTTP connec-
tions) that it knows how to parse.

Detection and con guration proceedsasin the previous
example, up to the point where the CONF reades P4.
At this point P4 decidesthat it wants to run. However,
if things were to proceedas in the previous example, P4
would only seecompresseddata, and thus not be able to
distill any images.

Client) —— - Server,

Fig. 12. Compressionis con gured to avoid interfering with the distilling
proxy.

Proxy reglon

—_— Dlstllllng

However, if the distilling proxy knows about the com-
pressionproxy service,it can examinethe CONF and see
that an upstream proxy has announceditself. It can then
decideeither to not announceitself, or announceitself and
indicate that it is incompatible with compression. In this
case,the SSBcould decideto run compressionbetweenP1
and P2, thus allowing the distiller to run. The result is
illustrated in Figure 12.

Conict resolution can happen in the reverse fashion
too. If the compressionproxy in P3 knows about the dis-
tilling proxy, it could conclude from the distilling proxy's
announcemen that it should not activate its compression
proxy module. As can be seenfrom this example, the
knowledge of other proxies can help the dierent proxy
servicesmake informed decisionsabout how to con gure

themseles.
Proxy regio
(Gien)—[p1— —P3—(sene)
—Dlstlllmg

Fig. 13. A normally dormant distilling proxy on P3 is activated to allow
compressionto operate between P1 and P3.

Figure 13 illustrates another twist to this scenario: P3
could support the distilling proxy, although it would not
normally want to activate it. But in this case,activating
the distiller would resolve the problem and still allow data
to be compressedetweenP1 and P3.
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We can conclude from this example that knowledge of
other proxy servicesdoesnot have to be encaled into the
proxy servicespeci cation, but canbe addedto individual
proxy implemenations.

V. Related Work

As merntioned in Section Il, Performance Enhancing
Proxies are similar to the types of proxies we are inter-
ested injones that enhancethe end-to-end ow. Proto-
col boosters[12] is another framework for deploying proxy
mechanismsthat pioneeredmany conceptsin the area. Our
work goes beyond these frameworks to dewvelop a general
signalling protocol that facilitates coordination amongpro-
tocol boostersand PEPs.

Proxy signalling is similar to active networks [29], [1],
[25], [31] in that both enhancethe serviceprovided by the
network by depositing code in the routers along an end-to-
end path. In an environment like ANTS [31], for example,
the arrival of a capsulethat corntains the ID of a program
the application wants the router to run can be interpreted
as the application signalling the router. ANTS provides
other mechanismsas well, including a protocol for retriev-
ing the code if it is not locally available, and a runtime
ervironment for executing the code.

There are two important di erences between proxy sig-
nalling and active networks, however. First, logistically,
proxy signalling canbeincremertally deployedand caneas-
ily co-existwith the existing Internet infrastructure. This
is becauseit requires only the addition of a single IP op-
tion. Second,and more fundamertally, active networking
is application-certric, whereasproxy signalling is network-
certric. That is, with active networking the application
running on the end-hostdecideswhat code the intermedi-
ate routers needto run on its behalf. In contrast, proxy
signalling is designedaround the idea that routers, know-
ing how they are situated in the network (i.e., what region
boundariesthey run on) decide what proxies they should
run.

One outgrowth of the active networks e ort that bears
a particular resenblanceto our proposalis the ACTIVE
IP Option [32]. Howewer, ACTIVE IP is usedfor carrying
code rather than messages.

Other approachesto deploying code into the network,
such as ICEBERG[30], MARCH[14], and End-to-End
Paths [21], base their proxy deployment on a top-down
approad, where a proxy con gurator knows a priori what
proxy servicesare available and what execution nodes ex-
iststhat canrun them. In cortrast, the schemepresened in
this paper is more of a bottom-up approac, where knowl-
edgeabout available proxy servicesand execution nodesis
discovered incremertally .

The top-down approad hasmany advantages,especially
with respectto administration and security, but at the price
of restricting decisionson proxy deploymernt to a singlead-
ministrativ e ertity. This hasthe disadvantage that unless
a prior agreemenm about cooperation exists, the proxy in-
frastructure at the senderand receiver cannot cooperate,
and may in fact end up interfering with ead other.
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VI.

This paper preseris a signalling framework for transpar-
ert proxies. The bulk of the signalling is performed within
the context of the ow that the proxy operateson, thereby
making it transparert to unaware network ertities, includ-
ing both end hosts and intermediate routers. It enables
proxiesto be detectedand con gured aspart of the normal
connectionestablishmen. A uni ed approad is taken, mo-
tivated by the obsenation that coordination among prox-
ies is desirable since it allows proxies to accourt for the
actions of other proxies and avoid con icts due to interfer-
ing heuristics. The schemesupports both aware end points
(allowing them to cortrol proxies along the path) and un-
aware end points (allowing for incremertal deployment).

The medanisms neededby the signalling protocol are
mainly those that are neededby a transparent proxy any-
way, thus lowering the impact of supporting the protocol.

The signalling protocol leavespolicy decisionsabout de-
ployment of proxiesin the hands of individual proxies, but
opensthe possibility for a coordinated policy mecanism.
A current areaof investigation is how we can build a policy
mechanism that for many caseswill not require a proxy to
have intimate knowledge of other proxies' behavior in or-
der to con gure itself. We are looking at a mecanism that
abstracts many common properties of proxies, and allow
other proxiesto reasonabout their own behavior vis-a-vis
the advertised abstract properties of other proxies.

In any distributed scheme like this, security will be an
issue. A malicious host that is on the path of a ow can
already causeproblems. A more serious problem is that
of spoofed padkets and denial of service attacks against
the proxy infrastructure. This is a problem we plan to
addressin future researd. Another problem left for future
considerationis that of multicast ows. We believe that a
scheme sharing many properties of the one preseried here
could be developed, but in its current form this schemecan
not easily be extendedto deal with multicast.

Conclusions and Future Work
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