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Abstract

For mary network senerapplicationsextractingthemax-
imum performanceor scalabilityfrom the hardwaremay
no longer be much of a concern,given today's pricing
— a $300 systemcan easily handle 100 Mbps of Web
senertraf c, whichwould costnearly$30,000permonth
in mostareas. Freedfrom worrying aboutabsoluteper
formance we re-examinethe designspacefor simplicity
andsecurity andshaw thata designapproachnspiredby
Unix pipes,ConnectionConditioning(CC), can provide
architecture-neutraupportfor thesegoals.

By moving securityand connectionmanagemeninto
separatelters outsidethe sener program,CC supports
multi-process multi-threaded,and event-driven seners,
with no changego programmingstyle. These lters are
customizablendreusablemakingit easyto addsecurity
to any Web-basedervice.We shav thatCC-aidedseners
cansupporta rangeof securitypolicies,andthatof oad-
ing connectiormanagemerdllows evensimplesenersto
performcomparablyto muchmorecomplicatedsystems.

1 Intr oduction

Web sener performancehas greatly improved due to
a number of factors, including raw hardware perfor
mance pperatingsystemsmprovementgzerocopy, tim-
ing wheels[29], hashedPCBs), and parallel scale-out
via load balancerq9, 11] and contentdistribution net-
works[2, 14]. Coupledwith the slowerimprovementsn
network price/performancegxtractingthe maximumper
formancefrom hardware may not be a high priority for
mostWeb sites. Hardwarecostscanbe dwarfedby band-
width costs— a $300systemcaneasilyhandle100 Mbps
of Webtrafc, which would cost$30,000per monthfor
wide-areabandwidthin the USA. For mostsites,the per
formanceandscalabilityof the sener softwareitself may
not be majorissues- if the site canafford bandwidth,it
canlikely afford therequiredhardware.
Thesefactorsmay partly explain why the ApacheWeb
sener's market sharehasincreasedo 69% [17] despite
a decadeof sener architectureresearch8, 12, 13, 18,
30, 32] that has often producedmuch fasterseners —
with all of the otheradwances Apaches simple process
pool performswell enoughfor mostsites. The bene ts

may want higher performanceper machine but eventhe
event-drivenZeusWebsener, oftenthe bestperformerin
benchmarksgarnerdessthan2% of the market[17]

Given theseobsenationsand future hardware trends,
webelievedesignerarebettersenedby improving sener
simplicity andsecurity Deployedsenersarestill simple
to attackin mary ways, andwhile somesener security
researcti6, 21] hasaddressedheseproblems,it implic-
itly assumeshe useof event-drivenprogrammingstyles,
making its adoptionby existing systemsmuch harder
Even whenthe researchcan be generalizedjt often re-
quiresmodifying the code of eachapplicationto be se-
cured,which canbetime-consumingnderrorprone.

To addresstheseproblems,we revisit the lessonsof
Unix pipesto decomposesener processingin a sys-
tem called ConnectionConditioning (CC). Requestsare
bundled with their soclets and passedhrougha series
of general-purposaserlevel lters thatprovide connec-
tion managemenand security bene ts without invasive
changedo the mainsener. These Iters allow common
securityandconnectiormanagemeroliciesto beshared
acrossseners,resultingin simplerdesignfor sener writ-
ers, and more testedand stablecode for lter writers.
This designis also architecture-neutrat it canbe used
in multi-processthreadedandevent-drivenseners.

We demonstrat€onnectionConditioningin two ways:
by demonstratingts designandsecuritybene tsfor new
seners, and by providing security bene ts to existing
seners. We build an extremely simple CC-avare Web
sener that handlesonly one requestat a time by mov-
ing all connectionmanagemento lters. This approach
allows this simple designto ef ciently sene thousands
of simultaneougonnectionswithout explicitly worrying
aboutunpredictable/unboundeltlaysandblocking. This
seneris idealfor ervironmentshatrequiresomerobust-
ness,suchassensorsandis so small andsimplethat it
canbeunderstoodvithin afew minutes.

Despiteits size, this sener handlesa broadrangeof
workloadswhile resistingDoS attacksthat affect other
seners, both commercialand experimental. Its perfor
manceis sufcient for mary sites— it generallyoutper
forms Apacheaswell assomeresearchVebseners.Us-
ing the Iters developedfor this sener, we canimprove

of cost, e xibility, and community supportcompensate the security of the ApacheWeb sener aswell asa re-

for ary lossin maximumperformance.SomeWeb sites

searctsener, Flash,with atolerableperformanceémpact.



2 Background

All sener software architecturesiltimately addresshow
to handlemultiple connectionghat canblock in several
places, sometimesfor arbitrarily long periods. Using
someform of multiplexing (in the OS, the threadlibrary,
or atapplicationlevel), theseschemesry to keepthe CPU
utilized even when requestsblock or clients download
dataatdifferentspeedsBlocking stemsfrom two sources,
network and disk, with disk beingthe more predictable
source. Sincethe client is not underthe sener's con-
trol, any communicatiorwith it cancausenetwork block-
ing. Typical delaysinclude gapsbetweenconnectingto
the sener and sendingits requestreadingdatafrom the
sener'sresponsegr sendingsubsequentquestsn aper
sistentconnection Disk-relatedblockingoccurswhenlo-
cating les ondisk,orwhenreadingle databeforesend-
ing it to theclient. Of thetwo, network blockingis more
problematic becauselient may delayinde nitely, while
moderndisk accessypically takeslessthan10ms.

The multi-processseners are conceptuallythe sim-
plest, and are the oldestarchitecturesfor Web seners.
One processopensthe soclet usedto acceptincoming
requestsandthen createanultiple copiesof itself using
thefork()  systemcall. The earliestsenerswould fork
a new procesghat exited after eachrequestbut this ap-
proachquickly changedo a pool of pre-forkedprocesses
that sene multiple requestdeforeexiting. On Unix-like
systems this modelis the only option for Apachever
sionl, andthedefaultfor version2.

Multi-threadedand event-driven seners use a single
addresspacedo improve performancendscalability but
alsoincreaseprogrammingcompleity. Sharingdatain
one addressspacesimpli es bookkeeping,cross-request
policy implementations,and application-l&el caching.
The trade-of is programmeieffort — multi-threadedoro-
gramsrequire proper synchronizationand event-driven
programsrequire breakingcode into non-blockingpor-
tions. Both actwities requiremoreprogrammeeffort and
skill thansimply forking processes.

While thesearchitecturegiffer in memoryconsump-
tion, scalability and performancewell-written systems
usingary of thesearchitectureganhandlelargevolumes
of trafc, enoughfor the vastmajority of sites. A site's
choiceof websener likely depend®n factorsotherthan
raw capacity suchasspeci c features, e xibility, operat-
ing systemsupportadministratofamiliarity, etc.

3 Design

Using a pipe-like mechanisnanda simple API, Connec-
tion Conditioningperformsapplication-leelinterposition
on connection-relatedystemcalls, with all policy deci-
sionsmadein userlevel processesalled Iters. Applying
thepipedesignphilosophytheselters eachperformsim-
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Figure1: Typical ConnectionConditioningusage- the sener
processnvokesaserief Iters connectedo eachotherandthe
senervia Unix-domainsoclets.The rst Iter createsheactual
TCPlistensocletthatis exposedto theclients. Clientsconnec-
tionsareaccepteatthis Iter , andarepassedia le-descriptor
passinghroughtheother Iters and nally tothesenerprocess.

ple tasks but their combinationyieldspower and e xibil-
ity. In this section,we describethe designof Connection
Conditioninganddiscussts impacton applications.

3.1 GeneralOverview

ConnectionConditioningreplacesthe sener's codethat
acceptsnew connectionsandinterposeoneor more |-
ters. This design,shawvn in Figure 1, connectghe lters
andthe sener procesausing Unix-domainsoclets. The
TCP listen soclet, usedto acceptnew connectiondrom
clients,is movedfromthesenertothe rst lter. If were-
placedthe clientswith standardnput, this diagramwould
look like a pipedsetof processespavnedby ashell.

While modeledon Unix pipes, ConnectionCondi-
tioning differs in several domain-speci crespects. The
mostimportantdifferenceis thatratherthanpassingoyte
streamsthe interfacebetween lters aswell asbetween
the lter andsener processs passingan atomic,delim-
ited bundle consistingof the le descriptor(soclet) and
associatedequest. Using Unix-domain soclets allows
open le descriptordo be passedrom oneprocesgo an-
othervia the sendmsg() systemcall. While requests
arepassedetweenlters, thesener'sreplyis written di-
rectlyto theclient soclet.

Passingheclient's TCPconnectionratherthanproxy-
ing the data,providesseveralbene ts. First, the standard
networking calls behae asexpectedsinceary calls that
manipulatesoclet behaior or query soclet information
operateon the actualclient soclet insteadof a loopback
soclet. Second]ateng is alsolower thana proxy-based
solution,sincedatacopying is reducedandthe chanceof
ary Iter blockingdoesnotaffectdatasentfromthesener
to the client. Third, performancds also lessimpaired,
sinceno extracontext switchesor systencallsareneeded
for the responseath, which transfermore datathanthe
requestpath. Finally, the effort for using CC with exist-
ing sener softwareis minimized, sinceall of the places
wherethe sener writes databackto the client are unaf-
fected.Also unmodi ed aresystemdik e externalCGl ap-
plications,to which the sener canfreely passthe client's
soclet,justasit wouldwithout CC.



This approachallows Iters to be much simplerthan
seners, and to be written in different styles — all of
the parsingand concurreng managemenhormally as-
sociatedwith acceptingrequestscan be isolatedinto a
single protocol-speci ¢ lter thatis usableacrossmary
seners. Remawing this compleity allows each Iter and
thesenerto usewhateverarchitectures appropriate Pro-
grammerscan usethreads,processesor eventsas they
see t, bothin the sener andin the Iters. For simple
senersand lters, it is even plausibleto not even have
ary concurreng andhandleonly onerequesttatime,as
we demonstratéaterin the paper This approachs feasi-
ble with ConnectionConditioningbecausell connection
managementanbe movedinto the lters.

Notethatthe lters aretied to the numberof features,
not the numberof requestssoa sener will have a small
numberof lters evenif it hasmary simultaneouson-
nections. In practice,we expectthat most seners will
use4 lters. Filter 1 will manageconnectionsand take
stepsto reducethe possibility of denial-of-servicattacks
basedon exhaustingthe numberof connections Filter 2
will separatenultiplerequest®nasingleconnectionand
presentthem as multiple separateconnectionsjn order
to eliminateidle connectiongrom usingsenerresources.
Filter 3will performprotocol-speci ccheckgo stopmal-
formedrequestshuffer over ows, and othersecurityat-
tacks.Filter 4 canperformwhateserrequesprioritization
policy thesener desires.

Filters are generally tied to the protocol, not the
application, allowing Iters to be usedacrossseners,
and encouragind’best practices” Iters that consolidate
protocol-relatedhandling so that mary seners bene t
from historical information. For example, the “beck”
denial-of-serviceattack [26] exploits a quadraticalgo-
rithm in URL parsing,andwasdiscoreredand x ed on
Apachein 1998. The exact sameattackis still effective
againstthe thttpd sener [1], despitebeingdemonstrated
in athttpd-derved senerin 2002[21]. The beckattack
is worse for thttpd than Apache, since thttpd is event-
driven,andthe attackwill delayall simultaneougonnec-
tions,insteadof justoneprocessThttpdis usedatanum-
berof high-pro le sites,includingKmart, Napstey MTV,
DrudgeReport,andPaypal. Using CC, a single security
Iter couldbe usedto protecta rangeof senersfrom at-
tacks,giving senerdeveloperanoretime to respond.

CC lters arebestsuitedto ernvironmentsthat consist
of request/respongmairs,whereno hiddenstateis main-
tained acrossrequests,and where eachtransactionis a
singlerequestandresponseln this scenarioall request-
relatedblockingisisolatedin the rst (client-facing) lter,
which only passesdt oncethefull requesthasarrived. In-
termediatelters seeonly completerequestsanddo not
have to be designedo handleblocking. If thesener'sre-
sponsegan t into the outboundsoclet buffer, thenary

remainingblockingin thesenermaybeentirelybounded
andpredictableln thesecasesthesenercanevenhandle
justasinglerequesatatime, withoutary parallelism.All
of the normalsourceof unpredictabléblocking (waiting
on the request,sendingthe reply) are handledeither by
CC lters or by the kernel. This situationmay be very
commonin sensorstyle senerswith smallreplies.

To handleother modelsof connectionoperation,like
persistentonnectionsthe semanticof lters canbeex-
tendedn protocol-speci cways. Sincepersistentonnec-
tionsallow multiple requestaindresponsesver a single
connectionsimply passingheinitial requesto thesener
doesnot prevent all future blocking. After the rst re-
guestis handled the sener may have to wait for further
requestsEvenif theseneris designedo tolerateblock-
ing, it may causeresourcessuchasprocessesr threads,
to be devotedto the connection.In this case the sener
canindicateto the lter thatit wantsthe le descriptor
passedo it againon future requests Sincethe Iter also
hasthe le descriptoropen,the sener cansafelycloseit
withoutdisconnectingheclient. In thismannertheclient
seeghe bene ts of persistentonnectionsbut the sener
doesnothaveto wasteresourcesnanagingheconnection
duringthetimesbetweerrequests.

3.2 ConnectionConditioning Library

To implementConnectionConditioning,we provide a li-
brary, shavn in Figure2. Onefunctionreplaceshethree
systentallsneededo createastandard’ CPlistensoclet,
and the rest are one-to-oneanalogueof standardUnix
systemcalls. The parametergor mostcalls areidentical
to their standardcounterpartsandthe remainingparam-
etersareinstantlyrecognizablgo sener developers.We
believe thatmodifying existing senersto useConnection
Conditioningis straightforward, andthat usingthemfor
new senersis simple. Any of thesecalls canbe used
in process-basedhreaded,or event-driven systems,so
this library is portableacrossprogrammingstyles. This
library alsodepend®on only standardJnix systemcalls,
anddoesnot useary kernelmodi cations, sois portable
acrosgmary operatingsystems.Thelibrary contains244
linesof codeand89 semicolonslts functionsare:

cc_createlsock — instantiatesall of the Connection
Conditioning lters usedby this sener. Each lter in
the NULL-terminatedarrayfilters|] is spavnedas
a separatgrocessusingary argumentsprovided by the
sener. Each lter sharesa Unix-domainsoclet with its
parent. The list of remaining lters to spavn is passed
to the newly-created Iter. The nal lIter in thelist cre-
atesthe listen soclet that acceptsconnectionsand re-
questsfrom the client. The sener speci es all of the
Iters, as well as the parameterqgaddress,port num-
ber, backlog)for the listen soclet, in the cc_createlsock
call. The sener processno longer needsto call the



int  cc_createlsock(struct in_addr  sin_addr,
in_port_t sin_port,
int  backlog,
char *filters[]);
int  cc_accept(int s, struct sockaddr *addr,
socklen_t  *addrlen);
ssize t cc_read(int fd, wvoid *buf,
size_t  count);
int cc_close(int fd, int closeAllFilters);
int  cc_select(int n, fd _set *readfds,
fd_set  *writefds,
fd_set *exceptfds,
struct timeval *timeout);
int  cc_poll(struct polifd  fds[],
nfds_t nfds, int timeout);
int  cc_dup(int oldfd);
int  cc_dup2(int oldfd, int  newfd);
pid_t cc_fork(void);

Figure2: ConnectionConditioningLibrary API

socket /bind /listen  systemcallsitself. The return
value of cc_createlsockis a soclet, suitablefor usewith
cc_acceptOur lter instantiatiordiffersfrom Unix pipes,
sincethe sener instantiateghem, insteadof having the
shellperformthesetup.This approactrequiresmuchless
modi cation for existing seners,andit alsoavoids con-
icts with stdin/stdout.

cc.accept—this call replacegheaccept systemcall,
andbehaessimilarly. However, insteadof receving the
le descriptorfrom the networking layer, it is receved
from the lIter closestto the sener. The le descrip-
tor still connectsto the client and is passedusing the
sendmsg() systemcall, which alsoallows passingthe
requestitself. The requestis readand buffered, but not
presenteget.

cc_read—whencc_readis rst calledonasocletfrom
cc_accept,t returnsthe bufferedrequestandbehaesas
a standardread systemcall on subsequentalls. The
reasonfor this behaior is becausehe soclet is actually
terminatedat the client. If ary Iter wereto write data
into the soclet, it would be sentto the client. So, the

Iters sendthe (possiblyupdatedyequestvia sendmsg
whentheclientsocletis beingpassed.

In multi-processseners,with mary processesharing
the samelisten soclet, the atomicity of sendmsg and
recvmsg ensureshat the sameprocessgets both the
le descriptorandthe request.If requestswill be larger
than the Unix-domainatomicity limit, eachprocesshas
its own Unix-domainsoclet to the upstream ter, and
calling cc_acceptsendsa sentinelbyte upstreamThe up-
stream lter sendsreadyrequestgo ary willing down-
streamlter onits own soclet.

cc_close— sincethe sameclient soclet is passedo all
of the Iters andthe actual sener, somemechanisms
neededo determinewhenthe soclet is no longer use-
ful. Some Iters maywantto keepthe connectionopen
longer than the sener, while other lters may not care
aboutthe connectiorafterpassingt on. Thecc_closecall
providesfor this behaior — the sener indicateswhether
only it is donewith the connectionor whetherit andall
Iters shouldabandorthe connection. The former case
is usefulfor presentingnultiple requeston a persistent
connectionas multiple separateconnections. The latter
casehandlesall otherscenariosaswell aserror condi-
tions wherea persisteniconnectionneedsto be forcibly
closedby thesener.

cc_select, cc_poll — these functions are neededby
event-driven seners, and stemfrom transferringthe re-
guestduring cc_accept. Since the requestis read and
buffered by the CC library, the actualclient soclet will
have no data waiting to be read. Some event-driven
seners optimistically readfrom the soclet after accept,
but othersusepoll /select to determinewhenthere-
questis ready In this case,the standardsystemcalls
will notknow aboutthe bufferedrequest.So, we provide
cc_selectand cc_poll that checkthe CC library's buffers
rst, and returnimmediatelyif buffered requestsexist.
Otherwisethey simply call the appropriatesystemcalls.

cc_dup, cc.dup2, cc_fork — Thesdunctionsreplacehe
Unix systemcalls dup, dup2, andfork . All of these
functionsaffect le descriptorssomeof which may have
beencreatedvia cc_accept.As such,thelibrary needso
know whenmultiple copiesof thesedescriptorsexist, in
orderto adjustreferencecountsandclosethemonly when
thedescriptoriis closedby all readers.

While the CC Library functionsare easily mappedto
standardsystemcalls, transparentlycorverting applica-
tions by replacingdynamically-linkedlibrariesis not en-
tirely straightforvard. The cc_createlsockcall replaces
socket , bind , andlisten , but thesecalls are also
usedin other contexts. Determiningfuture intent at the
time of thesocket call maybedif cult in general.

4 Evaluation

Ourevaluationof ConnectiorConditioningexploresthree
issueswriting seners,CC performanceandCC security
We alsoexamine Iter writing, but thisissueis secondary
to developersf the Iters arereusableandeasilyextensi-
ble. We rst presenta simplesener designedvith Con-
nectionConditioningin mind, andthendiscusghe effort
involvedin writing lters. We comparéts performanceo
otherseners,andthencomparethe performanceeffects
of other Iters. Finally, we examinevarioussecuritysce-
narios,and shov that ConnectionConditioningcanim-
prove sener security



4.1 A Simple Sewer

To demonstratéhe simplicity of writing aWeb sener us-
ing ConnectiorConditioning,we build anextremelysim-

ple Web sener, called CCSerer. Using this sener, we

test whetherthe performanceof such a simple system
would be sufcient for mostsites. The pseudo-codéor

themainloop,almosthalfthesener, is shovnin Figure3.

This listing, only marinally simpli ed from the actual
sourcecode,demonstratelow simpleit canbe to build

senersusing ConnectionConditioning. The total source
for this sener is 236 lines, of which 80 are semicolon-
containinglines. In comparison,Flashs static content
handlingandHaboob(not including NBIO) requireover
2500semicolon-linesand Apaches core alone(no mod-
ules)containsover 6000. Notethatwe arenotadwocating
replacingothersenerswith CCSenrer, sincewe believeit

makessensedo simply modify senersto useCC.

CCsSerer's design sacri ces some performancefor
simplicity, andachievesfairly goodperformancevithout
much effort. Its simplicity stemsfrom usingCC lters,
and avoiding performancetechniqueslike application-
level caching. CCSerner radically departsfrom current
sener architecturesby handling only one requestat a
time. The only exceptionis whenthe responsexceeds
the size of the soclet buffer, in which caseCCSener
forks a copy of itself to handlethatrequest.Within lim-
its, the soclet buffer sizecanbeincreasedf very popular
les arelargerthanthe default, in which caseonetime
cachemissin the mainprocesss alsojusti ed — with the
useof the zero-coly send le call, multiple requestdor
a le consumevery little additionalmemorybeyondthe
le' sdatain the lesystemcache Parallelismisimplicitly
achivedinsidethe network layer, which handlessending
thebufferedresponseto all clients.

CCsSerer ignoresdisk blocking for two reasons:de-
creasingmemory costsmeansthat even a cheapsystem
cancachea reasonablyarge working set,andconsumer
gradedisk drives now have sub-10msaccesgimes, so
evenadisk-boundworkloadwith small les canstill gen-
eratea fair amountof throughput. To really exceedthe
sizeof mainmemory the clientsmustrequesfairly large
les, which canbereadfrom diskwith highbandwidth.It
is possibleto build degeneratavorkloadswith thousands
of small- le accessedyut usinga Iter thatgiveslow pri-
ority to heavy requestorgdescribedn Section4.2) will
limit the performancealegradationthatotherclientssee.

The only obvious denial-of-serviceattackwe can see
in this approachis that an attacler could requestmary
large les, causinga large numberof processeso exist,
and could male the situationworse by readingthe re-
sponsedatavery slowly. This situationis not uniqueto
CCSerer — ary sener, particularlythreadedor process-
oriented seners, are vulnerableto theseattacks. All

char *filters[] = {"flt_prior", "flt_persist",
"flt_request", NULL};

char requestitMAXREQUEST];

int s, ¢

s = cc_createlsock(INADDR_ANY, SERV_PORT,

BACKLOG, filters);

while  ((c = cc_accept(s, NULL, NULL)) >= 0) {
bool is_child = false, send_body = true;
off t  offset = 0;
fileinfo file;
cc_read(c, request, sizeof(request));
file = parse_and_openfile(request);

send_header(c, file.size);

set_sendbufsize(c, SENDBUFSIZE);

if (file.size > SENDBUFSIZE) {
/* let a child process send the body */

if  (cc_fork() 1= 0) send_body = false;
else is_child = true;

}

if (send_body) /* send the body */

sendfile(c, file.fd, &offset, file.size);

cc_close(c);

close(file.fd);

if  (is_child) return  0O;

Figure3: Pseudaodeof thereally simpleCCSener

of thesetechniquescan be handledsimilar to how they
would be handledin otherseners. We could setprocess
limits in the shellbeforelaunchingthe sener, in orderto
ensurehattoo mary processearenot created.To handle
the“slow reading”attack,we couldsplit the send le into
mary small pieces,andexit if ary pieceis receved too
slowly. With CC lters, we couldusea lter thatplaces
low priority on heavy requestorsywhich would reducethe
priority of ary attacler.

All of theotherconcernghatonewould expect,suchas
how long to wait betweera connectiorestablishmenand
the requestarrival, how long to keeppersistentconnec-
tionsopen,etc.,arehandledby lters outsidethe sener.
Normally, all of theseissueswould causea sener that
handledonly onerequesatatimeto blockfor unbounded
amountsof time, andwould necessitatsomeparallelism
in thesener'sarchitecturegvenfor simple/shortequests.

4.2 Filters

We have developed lters thatimplementdifferentcon-
nectionmanagemenandsecuritypolicies. We nd lter
developmentelatively straightforvard,andthatthe basic
Iter framawork is easyto modify for differentpurposes.
Commonidiomsalsoemegein this approachleadingus
to believe that Iter developmentwill be manageabléor
theprogrammersvho needto write their own.



Total (Semicolons)
Packaging 687(248)
Persistence +76(+26)
Priority 531(211)
Slow Read 587(212)

Table 1: Line countsfor lters — the persistencelter is
conditionally-compiledsupportin the packaging lter, so its
countsare shavn asthe extra codefor this feature. The other
Iter line countsincludethebasicframevork, whichis 413lines
of sourceand152semicolons.

We have found two commonbehaioral stylesfor |-
ters,andtheseshapetheir design. Thosethatimplement
someactiononindividualrequestssuchasstrippingpath-
namecomponent®r checkingfor variouserrors,canbe
designedasa simpleloop that acceptsonerequestpro-
cessedt, andpassedt to thenext Iter. Thosethatmake
policy decisionsaacrosamultiple request&reconceptually
smallsenersthemseles.

These lters are an important aspectof the system,
sincethey arekey to preservingprogrammingstyle while
enhancingsecurity In traditional multi-processseners
without ConnectionConditioning, making a policy de-
cision acrossall active requestss dif cult enough,but
it is virtually impossibleto considerthoserequestshat
are still waiting in the acceptqueue. Sincethe number
of thoserequestsnay exceedthe numberof processem
thesener, certainsecurity-relategholicy decisionsareun-
availableto theseseners.

The lters, in contrastcanuseadifferentprogramming
style,like event-drivenprogrammingsothateachrequest
consume®nly a le descriptorinsteadof an entire pro-
cess.In this mannerthe Iters canexaminemary more
requestsand can more cheaplymake policy decisions.
We usea very simpleevent-drivenframework for the pol-
icy lters, sincewe are particularly interestedin trying
to implementpoliciesthat caneffectively handlevarious
DoS attacks. To gain cross-platformportability and ef-
ciency, we usethe libeventlibrary [19], which supports
platform-speci cevent-delveryapproachegqueug15],
epoll, /dev/poll) in addition to standardselect and
poll . Our Iters include:

Requestpackaging—this Iter isoftenthe rst lIter in
ary sener. It acceptonnectionsteadstherequestsand
handscompleterequestdo thenext Iter. By makingthe
Iter event-driven,it canhandleattacksthattry to stane
the sener by openingthousandf connectionawithout
sendingequestsThe lter is only limited by thenumber
of le descriptorsavailableto it, andwe implementsome
simplepoliciesto preventstanation. Any connectiorthat
is incomplete(hasnot senta full request)beforea con-
gurable timeoutis terminatedandif the lter is running

out of soclets,incompleteconnectionareterminatecby
network addressThis Iter maintainsa 16-arytreeorga-
nized by network addresswhereeachnodehasa count
of all openconnectionsn its children. The lter follows
the pathwith the heaviestweights,ensuringthatthe con-
nectionit terminatess comingfrom therangeof network
addressewith the mostincompleteconnections.

Persistentconnectionmanagement-while persistent
connection$elpclients,they presentonnectiormanage-
mentproblemsfor seners,sothis Iter takesmultiple re-
qguestsfrom a persistentconnectionand separateshem
into individual requests. Whenthe sener is donewith
thecurrentrequestit closesthe connectionandthis Iter
re-sendghe next requestasa new connection.Sincethe
Iters keepsasoclet open,the sener closinga persistent
connections only alocal operationandis not visible to
the client. We expectthatthis Iter would bethe second
Iter aftertherequespackaginglter.

Recency-basedprioritization — this lter actsasa
holding areaafterthefull requeshasarrived. It provides
adefaultpolicy thatmakeshigh-rateattackdesseffective,
without requiringarny feedbackor throttling information
from the sener. As a side-efect, it also provides sim-
ple fairnessamongdifferentusers.This would be thelast

Iter beforethesener. This Iter basicallyacceptsll re-
guestzomingfrom the previous lIter , andthenpicksthe
highest-priorityrequestvhenthe senerasksfor one.The
detailsof this approactaredescribedn Sectiond.2.1.

Slow read prevention — this lter limits the damage
causedy “slow read”clients,whorequestlarge le and
thenkeepthe connectioropenby readingthe dataslowly.
In a DoS scenariojf a client could keepthe connections
openarbitrarily long, the prioritization Iter alonewould
not preventit from having too mary connections. This
Iter explicitly checkshow mary concurrentonnections
eachclient has,and delaysor rejectsrequestdrom ary
clientrangethatis too high. We currentlysetthe defaults
to allowing nomorethan25%of all connectiongrom a/8
network range 15%from a/16,and10%from a/24. This
approacHimits slow-readDoS, but cannot fully protect
againsDDoS.Still, any securityimprovements abene t
for awide rangeof seners.

We have alsodevelopedothermorespecializedlters,
suchasoneghatlook for oddly-formattedequestsdetect
andstrip the beckattack,etc. Line countinformationfor
the lters describedhbove arepresentedh Tablel.

4.2.1 The RecencyAlgorithm

To handlerate-basedattackscoming from sets of ad-
dressesye useanalgorithmthataggreyatedraf c statis-
tics automaticallyat multiple granularities,but doesnot
lose preciseness.We breakthe network addressnto 8
piecesof 4 bits each.We usean 8 deepl6-arytree,with



10000
9000 [T,
8000 ;
7000 ’

Flash
CC-Flash -
CCserver

Apache
Haboob

2 CC-Apache
& 6000 }
2] %
§ 5000 E*unusne 2
g 4000 |
o4

3000 “,

2000 po@gnn

" i,
1000 -
0.1 1 10 100 1000

Single File Size(KB)

Figure4: SingleFile Requests/sec

an LRU list maintainedacrossthe 16 elementsof each
parent. Eachnodealso containsa countto indicatehow
mary requestarestoredin its subtreesThetreeis lazily
allocated-ary levelsareallocatedonly whendistinctad-
dressesxist in the subtree.Whena new requestarrives,
it is storedin thetree,creatingary nodesthatareneeded,
andupdatingall countsof requestsWhenit is timeto pro-
videthenext requesto beservicedwe descenaachevel
of the tree, usingthe LRU child with a nonzerorequest
countat eachlevel. Therequesthosenby this processs
removed,all countsareupdatedandall childrenalongthe
patharemovedto the endsof their respectie LRU lists.
Subtreewithout requestsanbe prunedif needed.

If an attacler owns an entire range of network ad-
dresses,a low-frequeng client from another address
rangewill alwaystake priority in having its requestser
vicedor its incompleteconnectiongeptalive. Evenif the
low-frequeng client is more active than ary individual
compromisednachinethis algorithmwill still giveit pri-
ority dueto thetraf c aggreationbehaior. At the same
time, the aggregationdoesnot lose precision— if evena
singlemachinean theattacler'srangeremainsuncompro-
mised,whenit doessendrequeststhey will receve prior-
ity overtherestof themachinesn thatrange.

4.3 PerformanceEvaluation
Thoughperformanceas not a goal of ConnectionCondi-
tioning, we evaluateit sothatdesignerandimplementors
have someideaof whatto expect. While we believe it is
true that performances generallynot a signi cant factor
in thesedecisions,t would becomeworrying if the per
formanceampactcausedry signi cant numberof sitesto
rejectsuchan approach.As we shaw in this section,we
believe thatthe performancempactof ConnectionCon-
ditioningis acceptable.

4.3.1 Testbedand Servers

Our testbedseners consistof a low-end, single proces-
sor desktopmachine,aswell asan entry-level dual-core
sener machine.Most of our testsarerun on a $200 Mi-
crotel PC from Wal-Mart, which comeswith a 1.5 GHz
AMD Sempronprocessar40 GB IDE harddrive, anda
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built-in 100 Mbps Ethernetcard. We add1 GB of mem-
ory and an Intel Pro/1000MT Sener Gigabit Ethernet
network adapter bringing the total costto $396. Using

aGigabitadaptemllows usto breakthe 100Mbpsbarrier,

justfor the sale of measurementrhe dual-coreseneris

anHP DL320with a2.8 GHz Intel PentiumD 820,2 GB

of memory anda 160GBIDE harddrive. Thismachinds

still modestlypriced,with alist price of lessthan$3000.
Both machinesun the Linux 2.6.9kernelusingthe Fe-

doraCore3 installation.Our testharnesonsistsof four

1.5GHz Semprormachinesconnectedo thesenerviaa

NetgearGigabitEthernetswitch.

In variousplacesin the evaluation,we comparediffer-
ent seners, so we briey describethem here. We run
the Apachesener [3] version1.3.31,tunedfor perfor
mance.Wherespeci ed, we runit with eitherthe default
numberof processe®r with higher values,up to both
the “soft limit,” which doesnot requirerecompilingthe
sener, andabove the soft limit. The Flashsener[18] is
an event-drivenresearchsener that usesselectto multi-
plex clientconnectionsWe usethe standardrersionof it,
ratherthanthe morerecentversion[23] thatusessend le
andepoll. The Haboobsener [32] usesa combinationof
eventsandthreadswith the SEDA framework in Java. We
tuneit for higher performanceby increasingthe lesys-
tem cachesizefrom 200MB to 400MB. CCSerer is our
simplesingle-requessenerusingConnectionCondition-
ing. CC-ApacheandCC-Flasharethe ApacheandFlash
senersmodi ed to useConnectionConditioning. In all
of thesenersusingConnectionConditioning,we employ
a single Iter unlessotherwisespeci ed. Sincethe CC
Library currently only supportsC and C++, we do not
modify Haboob All senershave loggingdisabledsince
theirloggingoverheadwsary signi cantly.

4.3.2 Single-FileTests

The simplesttest we can performis a le transfermi-
crobenchmarkwhereall of the clientsrequestthe same
le repeatedlyn atightloop. Thistestis designedo give
an upperboundon performancedor each le size,rather
thanbeingrepresentatie of standardraf c. Theresultsof
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this teston the Microtel machineare shown in Figures4
and5 for requestrate andthroughput,respectiely. The
relative positionsof Flash,Apache,and Haboobare not
surprisinggiven other publishedstudieson their perfor
mance.Performancenthe HP seneris higher, but qual-
itatively similar, andis omittedfor space.

The performanceof CCSerer is encouraging,since
this would meanthat it should have acceptableperfor
mancefor ary site usingApache. Any performancdoss
dueto forking overheadoncethe responsesize exceeds
the soclet buffer size is not particularly visible. This
sener is clearly not functionally comparablego Apache,
but given the use of multiple processesn requesthan-
dling, we arepleasedvith theresults.

Using Connection Conditioning lters with other
seners also seemspromising, as seenin the resultsfor
CC-Apacheand CC-Flash.Both shov performancdoss
whencomparedo their native counterpartshut thelossis
morethanlikely tolerablefor mostsites. We investigate
this furtheron a morerealisticworkloadmix next.

4.3.3 Mor e Realistic Workloads

While the single- le testsshaw relative requestprocess-
ing costs,they do not have the variety of les, with dif-
ferentsizesandfrequeng distributions,thatmight be ex-
pectedin normalWebtrafc. For this, we alsoevaluate
thesesenersusinga morerealisticworkload. In particu-
lar, we useadistribution modeledonthestatic le portion
of SpecV¢b99[28], which hasalsobeenusedby otherre-
searcherf23, 30, 32]. TheSpecV¢b99benchmarlscales
dataset size with throughput,and reportsa single met-
ric, the numberof simultaneougonnectionsupportecht
aspeci ed quality of service.

We insteaduse x eddatasetsizesandreportthe max-
imum throughputachieved, which provides a broader
rangeof resultsfor eachsener. We maintainthe general
accesgpatterns- adatasetcontainsaspeci ed numberof
les perdirectory with a speci ed accesdrequeng for
les within eachdirectory The accesdrequeng of the
directoriesfollows a Zipf distribution, so the rst direc-
tory is accessedll timesmorethantheN™ directory
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The resultsof thesecapacitytests,shavn in Figures6
and7, shav someexpectedtrends,aswell assomesub-
tler results. The mostobvioustrendis thatoncethe data
setsizeexceedghe physicalmemoryof the machine the
overall performancealropsdueto disk accesseg-or most
seners,theperformancerior to this pointis roughlysim-
ilar acrosdifferentworking setsizes,indicatingvery lit-
tle additionalwork is generatedior handlingmore les, as
longasthe les t in memory CCSenrer performsalmost
threetimesaswell on the HP sener asthe Microtel box,
demonstratingjoodscalabilitywith fasterhardware.

The performancedrop at 3 or 4 GB insteadof 1.5/2.5
GB canbeunderstoody takinginto accountSpecVéb's
Zipf behaior. Eventhougha 1.5and2.5 GB datasets
exceedthe physicalmemoriesof the machinesthe Zipf-
distributed le accessausegshe more heavily-usedpor-
tion to t in main memory so this size hasa mix of in-
memoryanddisk-boundrequestsAt 3GB, morerequests
are disk-bound,causingthe drop in performanceacross
all seners. The HP machine,with alarger gapbetween
CPU speedanddisk speedshaws relatively fasterdegra-
dationwith the 4GB dataset. ThoughCCSenrer makes
no attemptto avoid disk blocking, its performancas still
goodon this workload.

In general,the resultsfor the CC-enabledsenersare
quite positive, sincetheir absoluteperformances quite
good,andthey shawv lessoverheadhanthesingle le mi-
crobenchmarksvould have suggested.The main reason
for this is that the microbenchmarkshav a very opti-
misticview of senerperformancesoary additionalover
headsappearto be muchlarger On real workloads,the
additionaldatamalesthe overallworkloadlessamenable
to cachingin the processarso the overhead®f Connec-
tion Conditioningarelessnoticeable.

4.3.4 Chained CC Filters

Inter-procescommunicatiorusingsocletshastradition-
ally beenviewed as hearyweight, which may raisecon-
cerns about the practicality of using smaller single-
purposelters chainedtogetherto composebehaior.
Totestthelateng effects,we varythenumberof Iters
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usedin CCSerer, andhave a singleclient issueonere-
guestatatime for asingle100-byte le. All of the Iters

exceptthe rst aredummy lters, simply passingalong
therequesto thenext Iter. Theseresults,shavn in Fig-
ure 8, show thatlateng is nearlylinearin the numberof
Iters, andthateach lter only adds34 secondgHP)or
94 secondgMicrotel) of overhead.Comparedo wide-
areadelaysof 100msor more, the overheadof chained
Iters shouldnot besigni cant for mostsites.

Theperformanceffectsof chainedlters areshavnin
Figure9, whereanin-memorySpecVéb-like workloadis
usedto drive thetest. Giventhe nearlineareffect of mul-
tiple Iters onlateng, theshapeof thethroughputurveis
not surprising.For smallnumbersof lters, thedecrease
is closeto linear, but the degradationslows down asmore

Iters areadded Evenwith whatwe would considetto be
farmore lters thanmostsiteswould use,thethroughput
is still well above whatmostsitesneed.

CCsSerer performsbetteron the HP sener than the
Microtel box on both tests,presumablydueto the faster
processocoupledwith its 1IMB L3 cache.Thedual-core
throughputsscalewell versusthe single-corejndicating
the ability of the various Iters in the CC chainto take
adwantageof the parallelresourcesWhile enablingboth
coresimprovesthethroughputin this test,it doesnotim-
prove the latengy benchmarkbecauseonly one request
progresseshroughthe systemat a time. The savtooth
patternstemsfrom several factors:someexploitable par
allelismbetweertheclean-upactionsof onestageandthe
start-upactionsof the next, SMP kernel overhead,and
dirty cachelines ping-pongingbetweenthe two indepen-
dentcachess Iters runondifferentcores.

4.4 Security Evaluation

Herewe evaluatethe securityeffectsof ConnectionCon-
ditioning, particularly the policy lters we describedin
Sectiond.2. Note thatsomeof thesetestshave beenused
in previousresearch21] — our contributionis themecha-
nismof defendingagainsthem,ratherthanthe attacks.
Our primaryreasorfor selectinghesetestsis thatthey
aresimplebut effective — they could disruptor dery ser
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vice to a large fraction of Web sites,andthey do not re-
quire ary signi cant skill. Eachattackingscriptrequires
lessthan200linesof codeandonly a cursoryknowledge
of network programmingandHTTP protocolmechanics.
Someof theseattackswould alsobe hardto detectfrom
atraf c viewpoint — they eitherrequirevery little band-
width, or their requestbehaior canbe madeto look like
normaltrafc. We focuson the Apachesener both be-
causeits popularitymalkesit an attractie target,andbe-
causadts architecturavould normallymake somesecurity
policies harderto implement. All resultsare shovn for
only the Microtel box becausehesetestsfocusprimarily
onqualitatve behaior.

4.4.1 Starvation Test—Incomplete Connections

To measurehe effect of incompleteconnectionson the
variousseners,we have oneclientmachinesendastream
of requestgor small les, while othersopenconnections
without sendingrequestsWe measurehetrafc thatcan
be generatedy the regularclient in the presencef var
ious numbersof incompleteconnections. Theseresults
areshavnin Figure10,andshow variousbehaior for the
differentseners. For the process-basefipachesener,
eachconnectionconsume®ne processfor its life. We
seethat a default Apachecon guration takes only 150
connectionsat which point performancedrops. Apache
employs a policy of waiting 300 secondsbefore termi-
natinga connection so at this limit, throughputdropsto
0.5requests/second@houghFlashandHaboobareevent-
driven,neitherhave supportfor detectingor handlingthis
condition. Flashs performanceslowvly degradeswith the
numberof incompleteconnectionsand becomesunus-
able at 32K connectionswhile Haboobs performance
sharplydropsafter 100 incompleteconnections.Flashs
performancealegradatiorstemsfrom the overhead®f the
select systemcall [4].

With the CC Filters, all of thesesenersremainoper
ational underthis load, even with 32K incompletecon-
nections. Sincethe lter terminatesthe oldestincom-
pleteconnectionwhennew traf ¢ arrives,it canstill han-
dle workloadsof 1800requests/sefor CC-Apache and
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3700requests/sefor CCSenrer and CC-Flash. This test
demonstrateshe architecture-neutrasecurity enhance-
ment that ConnectionConditioning can provide — both
a multi-processsener andan event-driven sener handle
this attackbetterwith ConnectiorConditioningthantheir
own implementatiorprovides.

4.4.2 Prioritization Test

Thoughtherequespackaginglter closesconnectionsn
afair mannertheprevioustestdoesnot demonstratéair-
nessfor valid requestssowe devise anothertestto mea-
surethis effect. Thetestconsistof anumberof clientsre-
guestindarge les from adefaultApachewhichcanhan-
dle 150 simultaneousequests. The remainingrequests
arequeuedor delivery, soaninfrequentclient may often
nd itself waiting behind150 or morerequests.Thein-
frequentclientin ourtestsrequestasmall le, to obsene
theimpacton lateng.

The resultsof this test, in Figure 11, showv the effect
on lateng of the infrequently-accessinglient. The la-
teng of thesmall le fetchis showvn asa functionof the
numberof clientsrequestindarge les. Without the pri-
oritization lter , Apachetreatstherequestn roughly rst-
come, rst-servedorder Whenthetotal numberof clients
is lessthanthe numberof processegheinfrequentclient
canstill getservicereasonablyquickly. However, once
the numberof clientsexceedsthe numberof sener pro-
cessesthelateng for theinfrequentclientalsoincreases
asmoreclientsrequestles.

With CC-Apacheand the prioritization Iter, though,
the behaior is quite different. Theincreasean the num-
berof large- le clientsleadsto aslightincreasen lateng
onceall of the processesire busy After that point, the
lateng levels again. This small stepis causeddy thein-
frequentclient being blocked behindthe next requestto
nish. Onceary request nishes, it getsto run, so the
lateng stayslow.

Performingthis kind of prioritization in a multiple-
processsener would be dif cult, sinceeachconnection
wouldbetiedto aprocessAs aresult,it would behardfor
thesenerto determinewvhatrequesto handlenext. With
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ConnectionConditioning,the lter' s policy canview all
outstandingrequestsand make decisionsbeforethe re-
guestgeachthesener.

4.4.3 PersistenceTest

Persistent connections present another avenue for
connection-basedtanation, similar to the incomplete
connectionattack. In this scenario,an attacler requests
a persistentconnection requestsa small le, andkeeps
the connectionopen. To avoid completestanation, ary
reasonabl@roduction-classener will have somemech-
anismto shutdown such connectionseither after some
timeoutor under le descriptompressure.

Implementinga self-managingolutionis tied to sener
architecture complicatingmatters. While detecting le
descriptorpressuras cheapin event-drivenseners,they
arealsolessvulnerablesincethey canutilize tensof thou-
sandof le descriptorsin contrastmulti-processeners
are designedto handlefar fewer simultaneousconnec-
tions,anddeterminingthatpersistentonnectiompressure
exists requiresmore synchronizationand inter-process
communicationreducingperformanceThe simplestop-
tion in thesecircumstancess to provide administrator
controlledcon gurationoptionsregardingpersistenton-
nectionbehaior asApachedoes.However, the trade-of
is thatif thesetimeoutsaretoo short,they make persis-
tentconnectiongessuseful,while if they aretoolong, the
possibility of runningout of sener processemcreases.

Figure12shavstheeffectof anattaclertryingto stane
the sener via persistentconnections. We use Apaches
default persistentonnectiontimeoutsof 15 secondsand
150sener processesAn attacler opensmultiple connec-
tions, requestsmall les, andholdsthe connectionopen
until the sener closesit. For ary closedconnectionthe
attacler opensa new connectiorandrepeatghe process.
We vary the numberof connectionaisedby the attacler.
We also have 16 clients on one machinerequestingthe
SpecV¢b99-like workload with a 500 MB datasetsize.
We shaw thethroughputrecevedby theregularclientsas
a function of the numberof slow persistentonnections.
On Apache,the throughputdropsbeyond 150 persistent
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300

connectionsput CC-Apacheshaws virtually no perfor
mancdoss. Its maximumperformances lowerthanstan-
dard Apachedueto the CC lters, but it supportsmore
openconnections. Apaches sener processesever see
the waiting periodsbetweernrequests.This supportonly
requiredmodifying 8 linesin Apache.

5 Discussion

In this section,we discusssomealternatvesto Connec-
tion Conditioning, someof the objectionsthat may be
raisedto our claims,andpossibledeploymentquestions.

5.1 Novelty and Simplicity

Ourcontributionin ConnectiorConditioningis theobser
vationthatUnix pipescanbeappliedto seners,providing
all of thebene tsassociatewvith text processingsimplic-
ity, composabilityandseparatiorof concernswhile still
providing adequatgerformance.In retrospectthis may
seemobvious,but we believe that ConnectionCondition-
ing'sdesignandfocuson adoptabilityaredirectly respon-
sible for its otherbene ts. Our approachallows vastly
simplersenerswith performancehatapproachesr even
exceedghedesigndntroducedn the pastfew years.Par-
ticularly for small seners,suchassensorspur approach
provideseasydevelopmentwith a broadrangeof protec-
tion, somethingnot available in other approaches.We
malke noapologiedor building ontheideaof Unix pipes—
giventheoptionto build onagreatidea,we seenoreason
to developnew approachepurelyfor the sale of novelty.

CC alsoprovidesthe ability to incorporatebestprac-
ticesinto existing seners,without having to startfrom a
cleanslate. Given the stateof today's hardware, some-
one designinga sener from scratchmay develop a de-
sign similar to ConnectionConditioning. However, even
mary researctseners,with no compatibility constraints,
have becomeincreasinglycomplicatedover time, rather
thansimpler We considerthe ability to supportexisting
senerslike Apachewhile still allowing new designdike
CCSererto bea contribution of this work.

5.2 Rich Web Sewer APIs

Several senersprovide rich APIs that canbe usedto in-
spectandmodify request@andresponses Apachehasits
moduleformat, Microsoftdevelopedi SAPI, Netscapele-
velopedNSAPI, andNetwork Appliancedeveloped CAP.
Any of thesecould be usedto protecttheir hostsener
from attackdik e the beckattackmentionecearlier How-
ever, we believe ConnectionConditioning can provide
protectionfrom aseparatelassof attacksnotamenabléo
protectionvia sener APIs. Theseattackssuchasthe“in-
completeconnection”stanation attack, wastesener re-
sourcesassoonasthe connectiorhasbeenacceptedand
theseconnectionsare acceptedwithin the framework of
the sener. Particularly for process-baseseners,there-
sourcesonsumedustby acceptingheconnectiorcanbe
signi cant. By moving all of theinspectiorandmodi ca-
tion outsidethe sener, ConnectiorConditioningprovides
protectionagainstthis classof attack. Even event-driven
senerscanexpendmorestatethanConnectiorCondition-
ing — in our requesiprioritization example,we may want
to selectfrom tensof thousand®f possibleconnections,
particularlywhenwe areunderattack. Therichnessf the
sener's internal APl doesno goodin this kind of exam-
ple, sincethe sener may not evenbe ableto acceptall of
the connectionsvithout succumbingo the attack.

Some of CC's other bene ts, such as relieving the
sener of thework of maintainingpersistentonnections,
cannotbe doneinside all seners without architectural
changesThepersistentonnectiomattackwe have shavn
is particularlyeffective, sinceregular senerswould have
to have global knowledge of the stateof all requestsn
orderto detectit. With CC, no sener re-architectings
required sincethis work canbedoneeasilyin the Iters.

5.3 Security

We have seenthat CC protectsseners againstseveral
DoS attacks,andthatit enablesothertypesof protocol-
speci ¢ security lters. Givenhow little bandwidthsome
of theseattacksrequire,andgiven Apaches wide deploy-

ment,we feel thatCC canprovide animmediatepractical
securitybene t. FromadesignstandpointusingCC with

Iters canalsoprovide otherbene ts— privilegedopera-
tions, suchascommunicatingwith authenticatiorseners
or databasescan be restrictedto speci ¢ policy lters,

moving sensitve codeout of the larger codebaseof the
mainsener. Theselters, if designedor re-usecanalso
be implementedusing best practices,and can be more
thoroughlytestedsincewider deploymentand use with

multiple senersis morelikely to exposesecurityholes.
We admitthatsomeof thesebene tswill behardto quan-
tify, but we alsofeel thatsomeof themareself-evident—
moving codeout of a large, monolithic sener codebase
and executingit in a separateaddressspaceis likely to

restrictthe scopeof any securityproblem.



5.4 Scope

While our evaluationof ConnectionConditioninghasfo-
cusedmostly on Web seners,we believe CC hasa fairly
broadscope-it is suitableto mary request/replgnviron-
mentsthattendto have relatively short-duratioriactive”
periodsof their transactionsOur focuson Web senersis
mostly dueto pragmatism- Web senersarewidely de-
ployed,andthey provide ampleopportunitiefor compar
isons,so our evaluationof CC canbe independentlyas-
sessedln additionto the sener protectionofferedby CC,
we also hopeto useit in developing lightweight, DoS-
resistansensordor PlanetLabWe runseseralsensor®n
PlanetLalfor providing statusnformation— CoMonpro-
videsnode-level information,suchasCPU load anddisk
activity, while CoTop providesaccount-lgel (slice-level)
information, suchas numberof processeand memory
consumptionWhile thesetoolsall useHTTP asatrans-
port protocol, they are not traditional Web seners. By
using CC for thesetools, we can make themmuchmore
robustwhile eliminatingmostof their redundantode.
CCis not suitablefor all environmentsandary sener
with very long-livedtransactiongnay not gainsimplicity
bene ts from it. Video sener matchthis pro le, where
a large numberof clients may be continuouslystream-
ing dataover long-livedconnectiongor anhouror more.
In this case,CC is no betterthan other architecturesat
providing connectiormanagementin all likelihood, this
casewill requiresomeform of event-drivenmultiplexing
atthe sener level, whetherit is exposedto the program-
meror not. CC canstill provide some Itering of requests
andadmissiorcontrol,but maynotbeasigni cant advan-
tagein thesescenariosThis exampleis distinctfrom the
persisteniconnectionexamplewe provided earlier— the
differenceis that with persistentconnectionsthe long-
lived connectionsmay be handlinga numberof short-
lived transfers. In that case,CC canreducethe number
of connectionactuallybeinghandledby the sener core.

6 RelatedWork

While this paperhasarguedthat performance-relatedd-
vancesin sener designare of maiginal bene t to most
Web sites, someclassesf senersdo seebene t from
mary advances.Bangaand Mogul improvedthe select()
systemcall's performanceby reducingthe delayof nd-
ing readysoclets[5]. They subsequentiproposedmore
scalablelternatve systemcall [7], which appearso have
motivated kqueue()on BSD [15] and epoll() on Linux.
CachingWeb proxy senershave directly bene ted from
this work, sincethey are oftenin the path of every re-
questfrom a compaly or ISP to the restof the Internet.
Any mechanisnthat reducessener lateng is desirable
in thesesettings. Examiningthe resultsfrom the most
recentProxy Cache-off [22] suggestshatvendorsarein
factinterestedn moreaggressie senerdesignsin these

ervironments,CC may not be the bestchoice,but mary
ISPsstill usethe low-performancesquidproxy, so CC's
overheadmnaybe quitetolerablein theseenvironments.

The methodof Iters we presentis very generaland
allows customizablebehaior. The closestapproachwe
have found in ary other systemis the “accept Iter” in
FreeBSD which providesanin-kernel lter with a hard-
codedpolicy for determiningwhen HTTP requestsare
complete.However, it mustbe speci cally compiledinto
the kernel or loadedby a superuser This approachre-
sultedin openingthe possibility of denial-of-serviceat-
tackson the Iter' s requestparsingpolicy [10], which
wouldhave preventedtheapplicationfrom processinginy
requests.It would alsobe unableto handlesomeof the
other stanation attackswe have coveredin this paper
Similarly, IIS hasanin-kernelcomponentthe Software
Web Cache,to handlestatic contentin the kernelitself.
While this approactcanusekernelinterfacesto improve
scalability its desirabilitymaydependnwhetherthede-
veloperis willing to accepthe associatedisks of putting
afull senerintothekernel.For someof thecasesve have
discussedsuchasdevelopingsimple,customsensorshat
useHTTP asa transportprotocol,in-kernelsenersmay
provide little bene t if theinfrastructurecannotbe lever
agedoutsideof its associatedasks.

Someof our securitypolicies are shapedby work on
making event-driven senersmore responsie underma-
licious workloads[21]. We have attemptedas muchas
possible to broadenthesebene tsto all seners,with as
little sener modi cation aspossible.We believe thatour
receng-basedalgorithmis an elegant generalizationof
theapproactpresentedh theearlierwork.

While mary of our evaluationshave usedApache both
becausef its popularityandbecausef the dif culty of
performingcertainsecurity-relatesdperationsn a multi-
processsener, we believe our approachis fairly gen-
eral. We have shavn thatit canbe appliedto Flash,an
event-driven Web sener. We believe that it is broadly
amenabldo otherdesignsjncluding hybrid thread/@ent
designssuchas Knot [30]. While we tried to demon-
strate this feasibility, we were unableto get the stan-
dard Knot packageworking in the 2.6 or 2.4 Linux ker
nel. We believe ConnectiorConditioningwouldbene t a
systemlike Knot mostby preventingstanation-basedt-
tacks. The higherperformanceversionof Knot, Knot-C,
usesa smallernumberof threadsto handlea large num-
ber of connectionspossiblyleaving it opento this kind
of attack.In conjunctionwith CC Filters,only active con-
nectionswould requirethreadsn Knot.

Somework hasbeendoneon more complicatedcon-
trollersfor overloadcontrol[25, 31], whichmovesrequest
managemenrolicy insidethesener. If suchanapproach
weredesiredn ConnectiorConditioning,it couldbedone
via explicit communicatiorbetweerthe Iter andseners,



using sharedmemoryor other IPC mechanisms.How-

ever, implementingsuchschemess lters hasthebene t

of leaving thedesignstyleof the Iter uptothedeveloper

insteadof having to conformto the sener's architecture.
Having the Iter operatein adwvanceof the sener's ac-

ceptingconnectionsasthepossibilityof reducingwasted
work. Senerswould still be free to enforcewhateverin-

ternalmechanismshey desired.

Similarly, resourcecontainers[6] have beenusedto
provide priority to classesf clientsin event-drivenand
process-basedeners. This mechanisncan be usedto
provide a speci edlevel of traf ¢ to friendly clientseven
whenmaliciousclientsaregeneratincheavy trafc. This
approachdependon early demultiplexing in the kernel,
andforcing policy decisionsnto thekernelto supportthis
behaior. We believe thatresourcecontainersanbeused
in conjunctionwith ConnectionConditioning, suchthat
livelock-relatedpolicies are moved into the kernel with
resourcecontainersandthatthe CC Filtershandlethere-
mainingbehaior atapplication-leel.

Finally, alargebodyof work existson someform of in-
terposition,often usedfor implementing e xible security
policies. Someexamplesof this approachinclude Sys-
trace[20], which can add policies to existing systems,
Kernel Hypervisors[16], which cangeneralizethe sup-
port for customizablejn-kernel systemcall monitoring,
andFlask[27], an architecturedesignedo natively pro-
vide ne-grainedcontrolfor amicrokernelsystem While
someof CC's mechanismgould be implementedusing
systencall interposition thefundamentatoncernof CC
differ from theseprojectssince lters in CC aretrusted,
andarelogically extendingthe sener, ratherthan view-
ing the senerin anadwersarialcontet. In this vein, CC
is moresimilar to approachesike TESLA [24], thatare
designedto extend/ofoad the functionality of existing
systems. Combining CC with TESLA, which provides
session-layeserviceswould be a logical pairing, since
their focusareasare complementary The reasonfor not
usingsomeform of systemcall interpositionin the cur
rentCCis thatsomedecisionsaresimplerwhenmadeex-
plicitly —for example apurelyinterposition-basegystem
mayhaveadif cult time detectingall usesof thecommon
networkingidiom of socket/listen/accept , espe-
cially if otheroperationssuchasfork()  ordup() ,are
interleaved. Making CC calls explicit greatly simpli es
thelibrary.

7 Future Work

The next step for ConnectionConditioning would be
to add kernel supportfor the interpositionmechanisms,
while still keepingthesenerand lters in userspace We
intentionallykeepthe Iters in userspacebecauseave be-
lieve thatthe e xibility of having them easily customiz-
ableoutweighsary performancegainsof puttingthemin

thekernel.We alsobelieve thatby moving only themech-
anismsinto the kernel, ConnectionConditioningcan be
usedwithout requiringroot privilege.

The generalideais to allow the senerto createits lis-
ten soclet, and then have a minimal kernel mechanism
thatallows anothemprocesdrom the sameuserto “steal”
ary trafc to this socket. The rst Iter would thenper
form connectionpassingto other Iters using the stan-
dard mechanisms.However, whenthe nal lter wants
to passhe connectiorto thesener, it usesanotheikernel
mechanisnto re-injectthe connection( le descriptorand
request)whereit would have goneto the sener. In ef-
fect,theentire Iter chainis interposedetweerthelower
half of the kernelandthe delivery to the sener's listen
soclet. Suchaschemevould betransparento thesener,
and could operatewithout any sener modi cation if the
ability to split persistentconnectiongnto multiple con-
nectionsis not needed. Otherwise,all of the other CC
library functionscould be eliminated,with only cc_close
exposedvia the API. Someextra-sener processwould
have to launchall of the Iters, andindicatewhich soclet
to steal,but thisinfrastructurds alsominimal.

For closed-sourcsenerswhereeven minimal modi -
cationsare not possible,this approachmay be the only
mechanisnto use ConnectionConditioning. However,
sinceour currentfocusis on experimentationthelibrary-
basedapproachprovides threeimportantbene ts: it is
portableacrossoperatingsystemsandkernelversions,it
requiredesstrustfrom a developerwantingto experiment
with it, andit is easielto changef wediscovernew idioms
we wantto support.At somepointin thefuture,afterwe
gainmore experiencewith ConnectionConditioning,we
mayrevisit anin-kernelmechanisnspeci cally to support
closed-sourceeners.

8 Conclusions

While sener software designcontinuesto be an actve
areaof researchwe feel it is worthwhile to assessts
chancesfor meaningfulimpact given the current state
of hardware and networking. We believe that perfor
manceof mostsenersis goodenoughfor mostsites,and
thatadwvancedn simplifying sener softwaredevelopment
andproviding bettersecurityoutweighadditionalperfor
mancegains. We have shown that a designinspiredby
Unix pipes,calledConnectionConditioning,canprovide
bene tsin both areas,and caneven be usedwith exist-
ing sener software of variousdesigns. While this ap-
proachhasa performancampact,we have demonstrated
that even on laughablycheaphardware, this systemcan
handlefar morebandwidththanmostsitescanafford.
ConnectionConditioning provides thesebene tsin a
simple, composablgashionwithout dictating program-
ming style. We have demonstratec new sener thatis
radicallysimplerthanmostmodernWebseners,andhave



shawn that fairly simple, general-purposdters can be
usedwith this sener and othersto provide good perfor
manceandsecurity The currentimplementationmrunsen-
tirely in userspace,which givesit more e xibility and
safetycomparedo a kernel-base@pproach.However, a
kernel-spacémplementatiorof the mechanismss possi-
ble, allowing for improved performancewhile retaining
the e xibility of userspacepolicies.
Overall,webelievethatConnectiorConditioningholds
promisefor simplifying sener designandimproving se-
curity, and should be applicableto a wide range of
network-basedservicesin the future. We have demon-
stratedt in conjunctionwith multi-processenersaswell
asevent-driven seners, and have shavn thatit canhelp
defendtheseseners againsta rangeof attacks. We are
investigatingits usefor DNS seners,which tendto pre-

fer UDP over TCP in orderto reduceconnection-related

overheadsand for sensorson PlanetLab,which usean
HTTP framework for simple information services. We

[13]

[14]

[15]

[16]

[17]

(18]

[19]

expectthat both ervironmentswill also prove amenable [20]

to ConnectionConditioning.
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